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Abstract. Linux systems offer a huge array of capabilities in terms of storage - Logical Volume Manager 
(LVM), a kernel built-in iSCSI target, hardware and software RAID support and LVM clustering support. We 
can use Linux distributions free of charge to build our storage solutions on top of them as most storage vendors 
have been doing for years. Let's explore what we can do with storage and Linux as a basis for our own, custom 
storage.   
 
Introduction 

Linux has been a viable solution for networking and storage operations for years. In fact, most of the storage vendors have products 
that either have Linux or BSD system inside, offering all of the storage capabilities to their respective buyers and clients. Also, the 
second-hand market for Linux storage is very active, be it in terms of used storage, or custom-based solutions that companies can build 
in-house. We've been working with a number of local companies to see what fits their business needs, how to develop storage solutions 
that meet those needs while being tight on budget and asked to deliver high levels of performance. We've been able to closely monitor 
price/performance ratios and compare them to OEM devices that get bundled with various third-party services and software. And we think 
that Linux offers a credible solution for small and medium size businesses in terms of storage.  

Even if we were to be solution or service-specific, Linux has the answer to any of those questions. For example, Linux can be used as 
a storage solution for highly available Microsoft SQL Failover Cluster, where there are a number of requirements for storage in terms of 
technology. The same principle applies to even more specific applications, like handling Microsoft Hyper-V clusters, storage for VMware 
virtual machines or plain shared type of storage for sharing files and folders. We're gonna discuss all of these situations in this paper. 
 
LVM 

Logical Volume Manager (LVM) has been present in the Linux kernel since 1997, when it was included in its initial phase (this was 
LVM1). The next version, LVM2 was included as a part of the 2.6 kernel, which was released in 2003. It's completely backwards 
compatible to LVM1, while adding a lot of new features. Those features include a completely redesigned and much more scalable and 
reliable metadata system, failover clustering, volume mirroring, snapshotting and support for larger number of devices. It can be used with 
RedHat's GFS (Global File System, an enterprise-class filesystem), as a shared storage solution. In terms of devices, it adds support for 
up to 232

 devices that can be added to LVM system, and up to 2
32

 partitions that can be sliced from Volume Groups (more on the 
architecture a bit later). In terms of device size, it can support device size of up to 8EB on a 64-bit Linux OS. These features present a very 
respectable base upon which we can build our storage system. All of our facts in this article are based on years of experience in using 
LVM2-based filesystems. 

Architecture and deployment-wise, we can create an LVM-based device by going through a couple of steps. First, we need to prepare 
a partition for LVM. By doing that, we're slicing a partition of fixed size that will be added to the LVM system. Secondly, we need to format 
that partition so that it's ready and prepared for LVM (we can do this by using the pvcreate command on our Linux server). Next, we need 
to create a Volume Group , an entity that can consist of one or more LVM-formatted partitions. This step is necessary in order to build a 
bigger "cloud" of storage from multiple partitions, which we can slice into partitions in any way we want to later on. In the final step, after 
creating our Volume Group, we can slice a Logical Volume from our Volume Group. It can be up to size of the Volume Group, irrespective 
of how big any singular Physical Volume added to the Volume Group is. Afterwards, if we run out of space, we can just hot-add a hard drive 
to our server, create additional LVM partitions, add them to existing Volume Groups and online resize existing filesystems. 

There might be situations when our server is maxed-out in terms of number of hard drive used. When situation like this happens, we 
can use any type of local or remote storage as a temporary device (USB, Fiber Channel, iSCSI), add it to our existing LVM, move data from 
a physical hard drive in the server that's too small, replace it with a bigger one, move the data back to it and remove the data from our 
temporary device. All of this can be done online, without turning off the server, while users are using their folders on LVM partitions as if 
nothing happens. They won't actually have any idea what's going on, in a sense that everything will work as it should (albeit a bit slower, if 
we're moving data from partition to partition when they're accessing it).  

Next level of features that you can use include the ability to use Logical Volumes sliced from Volume Groups as RAW devices so that 
you can present them directly to your virtual machines running on top of your server. Also, if need be, you can use these RAW devices so 
that you can export them as iSCSI devices via any iSCSI target on Linux (tgtd, LIO, etc.), so that you can use these devices over network, 
as well. The only rule when you do that is that you don't format the Logical Volume with any filesystem. This will be handled by the target 
device, be it a virtual machine, a client computer that needs additional storage (via iSCSI initiator) or i.e. VMware ESXi hypervisor that will 
store virtual machines on it. All of these solutions are vendor-blind and completely independent, so you can have a whole virtualization 
infrastructure of any vendor (VMware, Microsoft, RedHat, Citrix) running on top of your Linux storage.  

A very important feature in Logical Volume Manager stack is the ability to do storage-level snapshots, which is very useful when 
you're dealing with virtual machines. Actually, when you take a look at some of the vendor-specific API's and functionalities that they have 
(VMware's VAAI or similar technologies), they tend to rely on software API's specified by virtualization vendor so that there's a way of 
offloading parts of the storage process to the storage itself. LVM has most of those capabilities built-in, and you can i.e. create or manage 
a snapshot of a Logical Volume with a single command. There is no special API for this, it's just Linux kernel and LVM devices working via 
simple text commands that make it all happen.  

LVM snapshotting is very usful as it's done on the storage level, thus eliminating the need for snapshots to be done on a virtual 
machine level. This makes the overall process of creating a snapshot faster and easier, as the hypervisor can, but actually doesn't have to 
manage that process. LVM can also make use of any type of RAID device - hardware or a software RAID (built-in in Linux kernel), so that 
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you can build your LVM devices on top of them. This makes it very resilient and system administrators can then manage everything in a 
very familiar setting of using RAID for security/resiliency, and LVM on top of that for storage customizations and management of volumes.  

Next very important feature in the LVM stack is the ability to make LVM clustered. By using Clustered Logical Volume Manager 
(CLVM) extensions, you can create a cluster of servers using LVM as a shared storage. By doing that we are actually configuring a 
highly-available LVM solution that can be completely transparent to the server, client or virtual machines using it. By using a couple of 
simple commands, we can configure this in a matter of minutes, which is much more preferred then using Microsoft's Failover Clustering 
Wizard that tends to be a bit complicated and cryptic. We can do this even on free versions of Linux distributions, like CentOS and/or 
Scientific Linux. We can also configure the way LVM uses available physical partitions when creating Volume Groups (in a linear/JBOD 
sort of way, or in a more RAID0 way), on the LVM level. When using LVM, resiliency should always be ensured by using RAID subsystem 
below. We can also create Mirrored Logical Volumes, which will mean that we have a completely separate mirror of data copied from the 
primary LVM. If one part of the mirror fails, logical volume will become linear thus ensuring continous operation.  

In the latest version of RedHat Enterprise Linux (RHEL 6.4), we can use Thin Provisioning, and we can do snapshotting on 
thin-provisioned LVM's, as well. This feature will be present in the new RHEL 7 due to be out later this year, and will enable us to 
manipulate storage by over-commiting it. It's an essential feature that storage administrators will love, but we should always keep one eye 
on the over-commiting so that we don't run into a situation where we've over-commited too much, which would be a serious problem.  

We can do a metadata backup, merge Volume Groups, move Volume Groups to a complete system, and if our primary sistem fails 
completely, we can take the hard drives with LVM on them, carry them over to another server with Linux operating system, add hard drives 
to the server, boot it and re-assemble our LVM device. The same goes with the software RAID, that's been present in the Linux kernel for 
a number of years. This is actually the direction in which the industry is heading, as evidenced by Microsoft's Storage Spaces technology 
in Windows Server 2012 (moving away from hardware RAID controllers which can fail and pose problems, to software-based solutions that 
can be easily migrated from one server to another). 

 
NFS (Network File System) 

Although considered to be a solution of the past, NFS was - in a way - brought back to life by VMware, when VMware introduced 
support for NFS storage for storing VMware ESXi-based virtual machines. This was greeted by a lot of smaller storage vendors as an 
opportunity to offer NFS-based solutions that are much cheaper in development, configuration and investment then any iSCSI-based or 
Fiber Channel-based solutions. Although the last supported version by VMware is NFS3, it's still a viable solution for UNIX-based 
environments, as well as Windows Server 2008, Windows Server 2008 R2 and Windows Server 2012-based environments, as all of these 
server operating systems offer advanced support for NFS services.  

NFS v4.0 was drafted back in 2000., amended in 2003. and it became widely supported after the release of RedHat Enterprise Linux 
v4.0, back in 2005. Now offering a completely stateful protocol stack (NFS v3.0 and earlier were stateless), it offers many additional 
features that NFS 3.0 doesn't have. In relation to the statefulness, the previous, stateless versions suffered from various issues with 
performance and lock management. Also, the latest revisions include pNFS (parallel NFS), which can make NFS a highly parallel solution 
with a lot of bandwidth offered to clients. As a load balancing solution, pNFS is easy to manage. Also, NFS 3.0 had various problems with 
passing through firewalls because of the fact that it was stateless. As such, it was very difficult or impossible to use it in WAN-type of 
environments. This was rectified by moving the NFS 4.0 design towards stateful protocol, which now uses TCP and port 2049. It also 
removes need for the portmapper service running on port 111, which many firewalls blocked by default. 

NFS 4.x uses a single-name hierarchy, which in turn means that it's much easier to browse NFS-exported directories from clients. 
When we browse NFS 4.x server for shared folders, we're presented with a list that's much better organized and easier to understand. 
Previously, with NFS 3.0, if you exported /var/ftp and /var/www folders separately, you had to issue two mount commands on a client and 
mount these directories in a separate folder. Now, if you're using NFS 4.0 in the same situation, you can actually see /var directory, and 
then, below it, ftp and www directory. This in turn means much easier integration with automounter service that can automatically mount 
NFS filesystems and unmount them when it's not being used. This is a highly souhgt-for feature in Windows world, still unresolved. 
Windows clients can still ran into various problems when a server sharing a directory to a client that mapped it as a network drive shuts 
down or malfunctions (clients are forced to wait for the timeout period). Automounter and NFS handle these situations with ease, as you 
can select a custom timeout period for the automounter after which it automatically unmounts the NFS shared folder. It's very easy to set 
up and very easy to use. 

NFS's comeback was largely influenced by VMware's inclusion on the "supported" list for ESXi-based virtual machines. In terms of 
VMware-related functionality, we can use NFS-based storage for vMotion (live migration of virtual machines), Storage vMotion (live 
migration of storage for virtual machines), VMware HA (VMware's High Availability solution), VMware FT (VMware's Fault Tolerance 
solution), and we can - of course - boot from NFS storage as virtual machine files (virtual disks) can be stored on NFS storage.  

 
iSCSI targets 
        Linux offers a variety of iSCSI targets which are all free - SCST, IET, LIO, STGT, TGTD, etc. iSCSI target that's most prominently 
used in Linux distribution tends to be TGTD, and although not the best solution, it offers a framework that might be the path for the future. 
In terms of capabilities and stability, we found LIO target to be the best choice, as it offers everything an iSCSI target should offer with 
added value of supporting both Microsoft and VMware-based failover solutions, such as a Hyper-V cluster, SQL cluster etc. This is a highly 
practical solution that we can configure in a manner of minutes and gain LUN's for iSCSI initiator connectivity in a manner of minutes. 
        The real value of iSCSI targets in Linux operating systems starts to show once we consider the link between LVM and iSCSI. We can 
deploy a solution that will have RAID subsystem on the hardware level (or a software level, as it's supported), build LVM's on top of that 
RAID, and then offer LVM's Logical Volumes as RAW devices for iSCSI targets. This approach is much better then having an addition layer 
as Microsoft-based iSCSI targets tends to have - a virtual hard disk file stored on a formatted partition where data gets stored. This way, 
we're eliminating one layer and gaining foundation to have better iSCSI performance in any usage model. 

By using LVM's snapshotting capability below our iSCSI targets, we can deploy a storage-level snapshotting solution that's easy to 
manage and deploy. In this way, we can snapshot our RAW devices instead of snapshotting virtual machines via image files, which tends 
to be a more complicated and slower solution. We can also use LVM clustering below our virtual machines and gain additional resiliency 
against and hardware malfunctions or failures. 
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Samba 3.X and 4.X 
 

Samba is an open-source implementation of Microsoft's SMB (Server Message Block) protocol that's being heavily used all around 
the world for its filesharing capabilities. Both companies and indivituals, by using Linux servers or storage tend to use Samba as a storage 
solution for documents and any other type of data. Reasons behind that are simple - it's free of charge, it offers excellent performance and 
is easy to manage, and can be used with LVM and RAID to create a complete solution with easy management and excellent resiliency. It 
can offer Active Directory integration, openLDAP integration or use local usernames and passwords, or a username/password scheme 
that's separate from the Linux system it's being run on. 

After almost ten years of beta-phase, Samba 4.0 brings something completely different to the world of Linux in terms of functionalities 
and capabilities, and that is a complete, licensed copy of Microsoft's Active Directory scheme, which in turn means that you can deploy 
Active Directory Domain Controllers on Samba 4.x servers now. This can significantly impact Active Directory-based IT solutions which 
can now be hosted on a Linux server, for free, by using Samba 4. As a part of the package, there's a preliminary support for SMB 3.0. 
Samba project members are developing complete SMB 3.0 compatibility, which will also feature clustered SMB 3.0 file-server 
implementation. Active Directory scheme in Samba 4.0 works perfectly, so we can see no reason why SMB 3.0 wouldn't be supported, as 
well. 
 
Conclusion 

Current state of Linux as a storage solution offers a viable solution to many small and medium-size business users. They're bit 
complicated to deploy, very easy to manage (mostly no management at all), have a wide array of capabilities, while at the same time 
retaining high levels of compatibility with predominantly Microsoft solutions that are leading the market. If Linux world can give us a 
standardized deduplication-capable filesystem with high resiliency natively supported by big players (like RedHat), then out-of-the-box 
Linux solutions can be an excellent solution for the market.   
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