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Abstract – High Performance Linpack ( HPL) is an industry 
standard benchmark used in measuring the computational 
power of High Performance Clusters. In contrary to HPC 
clusters consisting of equal computational nodes, running 
HPL on heterogeneous HPC clusters, built up of a 
computing nodes with different computational power, 
showed in most cases poor efficiency. In such type of 
clusters, efficiency of HPL further decreases if the speed of 
interconnect links between computing nodes is different. In 
order to improve HPL efficiency on such a clusters, one 
needs to optimally balance HPL workload on computing 
nodes accordingly to their computational power, and at the 
same time, take into the consideration the speed of 
communication links between them. Our thesis is that the 
problem of efficiently running HPL on heterogeneous HPC 
cluster is solvable, and that one can  formulate it as a 
Semidefinite Optimization of Second Eigenvalue in 
Magnitude (SLEM) matrix describing data-flow of HPL in a 
cluster. In order to test a validity of such an approach, we 
run a series of HPL benchmarks on Isabella HPC cluster, 
both optimized respective to SLEM and non-optimized. By 
comparing results obtained with SLEM optimization of 
HPL against non-optimized HPL, we were able to identify a 
huge improvement in HPL efficiency when using SLEM. 
Moreover, by taking into the consideration memory sizes of 
computational nodes, we were able to improve SLEM 
optimization of HPL further.           
 

 

I. INTRODUCTION 
 

High Performance Linpack (HPL) is an industry standard 
benchmark used in measuring performance of High 
Performance Computing (HPC) clusters [1]. Obtained 
Rmax value represents a number of double-floating point 
operations achieved during HPL run. Due to its 
scalability, HPL runs efficiently on clusters with nearly 
hundred thousand of computing nodes [2]. Scalability of 
standard HPL applies to homogeneous clusters only, i.e. 
clusters with equal computational nodes. This is due to 
the nature of HPL, which executes on computing nodes in 
a large number of iterations, and all nodes needs to 
synchronize before the next iteration starts. Therefore, in 
heterogeneous HPC clusters, slower computational nodes 
force faster nodes to wait until each iteration cycle is 
finished, and before the next iteration cycle begins. On 
such systems, depending on the difference in 

computational power of nodes, considerable degradation 
of HPL efficiency, defined as a rate between obtained 
Rmax and theoretical Rpeak values, exists [3]. In order to 
improve HPL efficiency, one has to deploy clever load-
balancing strategies, and implement them by modifying 
HPL code to support heterogeneous clusters [4]. This is 
not always a simple task, because rewriting, debugging 
and testing HPL code are tasks usually requiring weeks, 
if not even months of work. In addition, it is hardly 
possible to obtain exclusive reservation of certain HPC 
cluster for HPL benchmarking in a period exceeding 
more than several weeks. Another approach of running 
HPL more efficiently on heterogeneous HPC clusters is 
to logically break cluster into smaller domains, each 
domain with equal resources, and run HPL replicas in 
domains concurrently, each domain executing one HPL 
replica. When HPL replicas finished their runs, one sums 
Rmax values over all domains. Although this approach 
leads more quickly towards results and brings better HPL 
efficiency, it does not account for communication delays 
and synchronization effects between domains, therefore 
delivering results that can be quite misleading. Because 
of the considerations mentioned, it is cleverer to take 
version of HPL that is already rewritten and ready to run 
efficiently on heterogeneous HPC clusters. One of such 
HPL versions is HPL developed at University of 
Frankfurt, Frankfurt Institute for Advanced Studies, 
which relies on standard HPL, but is rewritten and 
accommodated, in order to run efficiently on 
heterogeneous HPC clusters [5].  This rewritten HPL, in 
further text called heterogeneous HPL, allows balancing a 
workload of HPL within HPC cluster by taking into the 
consideration processing power of nodes. Each 
computational node gets a real number from interval [0, 
1], depending of its processing power, with fastest 
node(s) valued 1, and slowest valued with lover-valued 
coefficient. One way of the quantization of coefficients 
for nodes is according to the publicly available 
benchmarking data, e.g. SPEC rates, or by directly 
running HPL on certain nodes and measuring Rmax 
values.  Another strategy may bring even higher Rmax 
values, and this is to spread and run HPL replicas with 
resized data on all computational nodes, collect 
performance info of nodes executing replicas, and as a 
last step, run again HPL replicas on nodes, but with data 
resized according to the measured performance of nodes.  
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Performance of nodes and memory size are not always 
only critical parameters for the efficient HPL run. 
Especially in HPC Cloud systems, interconnection links 
between computational nodes are often of different 
speeds, making this approach worthless. Fortunately, it is 
possible to recast a problem of optimally balancing a load 
on nodes with different processing power and different 
speed of communication paths between them as a 
problem of minimizing Second Largest Eigenvalue in 
Magnitude (SLEM) of matrix representing data-flow. 
First formulation of such an approach appeared in [7], 
and then further developed in [8]. Nevertheless, its 
practical use was not possible before the advent of 
algorithm for minimizing second eigenvalue of doubly 
stochastic matrix [9]. After that, proposals have been 
done for applying SLEM in e-learning [10] and high 
performance computing [11] areas. Despite of this, while 
running HPL on Isabella HPC cluster, located at the 
University of Zagreb University Computing Centre, we 
realized that HPL does not entirely fit into the framework 
of SLEM. Namely, we identified inefficient use of 
memory as a cause for degradation of HPL efficiency. 
Further to this, we were able to develop and add memory 
requirements into already existing framework of SLEM, 
thus making SLEM more efficient for HPL.  
 

II. RUNNING HIGH PERFORMANCE LINPACK   
ON ISABELLA CLUSTER 

 
We performed a series of HPL benchmarks on Isabella 
cluster. Two parts of Isabella, hpc1 and hpc2 cluster, 
were available to us for benchmarking: 
 

Server 
model 

CPU type Nr. 
of 

cores 

RAM 
size 

Nr. of 
servers 

Sun Fire 
X4600 M2 

AMD 
Opteron(tm) 

Processor 
8384 

32 64 8 

Dell 
PowerEdge  

Intel(R) 
Xeon(R) 

CPU X7542 
@ 2.67GHz 

24 128 4 

HP ProLiant 
DL585 G1 

AMD 
Opteron 

(tm) 
Processor 

875 

8 16 16 

Sun Fire 
X4600 

AMD 
Opteron(tm) 

Processor 
8218 

16 32 4 

HP ProLiant 
DL580 G5 

Intel(R) 
Xeon(R) 

CPU E7330 
@ 2.40GHz 

16 24 16 

 
Table 1: hpc1 cluster computational nodes  
 

Server 
model 

CPU type Nr. of 
cores 

RAM size Nr. of 
servers 

HP 
ProLiant 
SL230 

Intel(R) 
Xeon(R) 
CPU E5-

16 64 28 

Gen8 2665 @ 
2.40GHz 

Dell 
PowerEdge  

Intel(R) 
Xeon(R) 

CPU 
X7542 @ 
2.67GHz 

24 128 4 

 
 
Table 2: hpc2 cluster computational nodes 
  
 
In hpc1 cluster, the interconnection between nodes was 
SilverStorm SDR 10Gb/s Infiniband switch, while in 
hpc2 cluster Dell Poweredge nodes were interconnected 
via the same switch and HP SL250 nodes via Qlogic 
QDR 40Gb/s Infiniband switch. In order to form a unique 
cluster from these two groups of nodes, we 
interconnected both switches with four 10Gb/s Infiniband 
links.  The same operating environment was on both  
hpc1 and hpc2 clusters: i.e. MVAPICH 1.1.0 for Message 
Passing Interface system, GNU C Compiler version 4.1.2, 
CentOS operating system version 6.3, an implementation 
of Basic Linear Algebra Subroutines GotoBLAS version 
1.13, and Scilab version 5.3.3, an open source software 
for numerical computing available from [14], as a 
platform for SLEM based workload optimization. For 
standard HPL we used a portable implementation of the 
High-Performance Linpack version 2.0 from [15], while 
for heterogeneous HPL we run version 1.1.0 from [16]. 
We decided to run HPL on both clusters in three different 
ways: First one with standard HPL, second one with 
heterogeneous HPL and load parameters computed 
according to the SPEC rates found on [12], and the last 
one again with heterogeneous HPL, but with load 
parameters obtained from SLEM.  We choose such a 
benchmarking strategy not only to find highest Rmax of 
hpc1 and hpc2 clusters, but also to test both effectiveness 
of standard versus heterogeneous HPL and SLEM. While 
running heterogeneous HPL on hpc1 cluster for the first 
time, both with human and from SLEM obtained 
parameters, we obtained very low Rmax results compared 
to those obtained with standard HPL. After detailed 
inspection, we found two reasons for this. Firstly, if HPL 
data overflow the available RAM of certain 
computational node, system starts to page data from 
RAM to relatively slow spindles, and cluster performance 
degrades. In contrary, when HPL matrix does not fully 
utilize available RAM, then a portion of relatively slow 
MPI communication between nodess is bigger, thus 
slowing down cluster again. We also realized that 
optimum size of HPL matrix is about total RAM size 
minus size of memory region used by operating system. 
Thus, in order to run heterogeneous HPL efficiently, one 
needs to partition and scatter HPL matrix on available 
nodes not only with respect to their computational power, 
but with respect to their available memory as well; i.e. to 
correlate a size of HPL matrix data with a memory 
available on each node. 
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If we denote total cluster memory size with CM, memory 
size of node n with nM , and a region reserved for 

operating system activity within node with nOS , then a 
ratio between memory available for HPL on node n and 
cluster with N nodes can be defined as: 
 

 
n

nn
n OSNCM

OSMcor
×−

−
=                                             (1)  

     
Defining matrix parameters for standard HPL is 
straightforward process: The three most important input 
parameters one needs to set in HPL.dat input file are 
problem size N, block size NB and process grid ratio 
 P x Q. The good starting point for setting these 
parameters for optimal HPL efficiency is [13]. The 
amount of cluster memory used by HPL is essentially the 
size of the coefficient matrix. As each element of matrix 
is of type double-precision floating point, it occupies 
eight bytes of memory. Therefore, if we denote the 
dimension of the HPL coefficient matrix with L , and the 
available memory and the region sizes in bytes reserved 
for operating system of a certain node n with nM and 

nOS respectively, the condition for maximal HPL 
efficiency is: 
   

8

)(
1
∑
=

−
≈

N

n
nn OSM

L                                               (2) 

 
In general, HPL coefficient matrix occupies about 80% 
percent of the available memory size of a certain node; 
therefore, it can represent a good starting value. This 
value can vary depending of the operating system, and 
further refinement is necessary if one intends to obtain 
better HPL efficiency. In opposite to standard HPL, 
heterogeneous HPL has an additional input file where one 
can define load parameters Nn ppp ...,...1 that represent 
computational power of nodes. As we found that memory 
available to HPL is of the outmost importance for its 
efficiency, we modified load parameters by multiplying 
them with correlation factors Nn corcorcor ......1

computed from (1). Then, the following tuple P 
represents modified load parameters: 
 

NNnn corpcorpcorpP ......11=                                   (3) 
 
 
Instead of estimating np values by using SPEC data, and 
especially for larger HPC cluster, the more clever 
approach is to obtain them directly, i.e. by simultaneously 
running HPL replicas on all nodes, and collecting 
performance info of them. Then, this info can serve for 
forming P, i.e. input file for heterogeneous HPL.  

Such an approach works fine for heterogeneous nodes 
interconnected with communication links of equal speed, 
but fails if interconnection links are of different 
throughput. Then, one has to perform an optimization not 
only according to the processing power of computational 
nodes, but also needs to take into the account throughput 
of communication links. As this is a matrix optimization 
problem, our idea was to use already developed 
semidefinite optimization algorithm for balancing a load 
on heterogeneous clusters, and this is SLEM. Besides, it 
was an excellent opportunity to test if SLEM delivers the 
best possible load balancing proposals. SLEM relies on 
semidefinite optimization of the matrix representing data-
flow in a certain computing system. More precisely, this 
algorithm performs the minimization of the second 
largest eigenvalue (in magnitude) of this matrix; when it 
finds minimum, trace of this optimized matrix represents 
optimal values of load on computational nodes. In order 
to avoid possible confusion, it is important to stress out 
that with SLEM, optimal load balancing means the fastest 
possible  execution of a certain application, and not for 
example maximal utilization of computational nodes. 
Therefore we performed HPL benchmarking on both 
clusters first with standard HPL, then heterogeneous HPL 
with load parameters based on SPEC performance data, 
and lastly, again with heterogeneous HPL, but with load 
parameters obtained from SLEM. 
                                  

III. DOING SEMIDEFINITE OPTIMIZATION WITH 
IMPROVED MEMORY MANAGEMENT  

 
On Isabella cluster, we implemented in [8] developed 
SLEM program. This program is a collection of Linux 
scripts and MPI procedures running on a master node 
outside the computational farm, with the main script able 
to scatter and start agents on available cluster nodes. 
Agents trigger performance benchmarking of their 
landing nodes, by running a mix of elementary double-
floating operations in a large number of iterations. After 
that, agents mutually synchronize, and then start 
communication benchmarking of the interconnect links 
between nodes. Communication benchmark is performing 
a collective MPI operation, with each agent sending and 
receiving data to and from all other agents, via MPI send 
and receive operations. Finally, they exchange collected 
performance data with a master node, where SLEM 
procedure written in Scilab package computes optimal 
load values for cluster nodes. As we were already aware 
from the former research in [8] that challenging nodes 
with real application instead with synthetic mix of 
floating point operations delivers better results, we 
changed agents in the way they execute heterogeneous 
HPL replicas instead of synthetic benchmark. We also 
realized that heterogeneous HPL delivers the best results 
when memory of nodes is almost fully loaded with HPL 
data. For this reasons we modified load data derived from 
SLEM according to (3).  
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Although a detailed review of steps SLEM is in [11], we 
give next a brief overview of SLEM optimization, with 
emphasis on places where it deviates from original 
proposal [8]. As stated in the previous section, SLEM 
relies on the semidefinite optimization of matrix 
representing data-flow in a certain computer system, with 
respect to its second largest eigenvalue (in magnitude). 
As of today, we know only algorithm that works on 
doubly stochastic and symmetric matrices. In order to 
make it useful also for deterministic systems, one needs 
to know how to transform deterministic matrix to doubly 
stochastic and vice versa. Let us state the optimization 
problem as: 
                    
 Minimize )(Pµ                                                             (4) 

 
With respect to: 
                 

0≥P , 11=P , TPP =                                              (5) 
 
Where P is doubly stochastic and symmetric matrix, its 
transpose is TP , )(Pµ  is SLEM, and 1 is unary vector. 
Additionally, let us denote the performance of a certain 
computing node with ieps , and speed of the 
communication link between processing nodes i and j 
with ijbw . In case of n computational nodes, the 
following matrix describe effective processing speed of 
computing nodes and speed of communication links 
between them:  
 



















=

− nnnn

n

n

epsbwbw

bwepsbw
bwbweps

Y

1,1

2221

1121

.
..,.

.

.

                      (6)

 

 
In general, communication links are bidirectional and not 
of equal speed in both directions. Thus, we can write 
symmetric form of matrix Y: 
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−− nnnnnnn
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s

epsbwbwbwbw

bwbwepsbwbw
bwbwbwbweps

Y

),min(.),min(
..,.

),min(.),min(
),min(.),min(

,11,11

2221221

1121121

          (7)

 

 
 
 
 
 
On the other side, construction of a matrix describing 
HPL algorithm showed to be practically impossible in a 
short time, mostly due to the various options available in 
HPL. For this reason, we take an algorithm that from 
topological point of view is similar to HPL, and for which 
it is relatively easy to develop such a matrix, i.e. Laplace 
solver. 

In general, we can construct weighted and vertex labeled 
directed graph, with edge weights representing number of 
messages exchanged between them, and vertex labels 
representing number of operations performed within 
nodes. From this graph, one can construct matrix A, with 
main diagonal elements representing number of 
operations computing nodes have to perform, and of-the-
main-diagonal elements representing number of messages 
between nodes. It is important to mention here that more 
clever approach would be to bring additional 
functionality to SLEM, and let it create this matrix based 
on the direct observation of operations a certain HPC 
algorithm is performing. As a next step, SLEM computes 
data-flow as a Hadamard product of sY and A matrices: 
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⋅⋅⋅
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nnnnnnnnn

nnn

nnn

n

aepsabwbwabwbw
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.),min(),min(
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),min(.),min(
).,min(.),min(

222111

222222211221

111122112111

          (8) 
 
Matrix nP is symmetric, but not doubly stochastic. A 
following recursive equation (9) developed in [8] 
transforms nP to its doubly stochastic form. Experimental 
results in [8] show that by doing the following recursion 
in not more than 100 iterations, an absolute error is less 
than 0.1%. 
 

2/12/1
1 )()( −−
+ = nnnn DPDP    ; ∞= ,...,1n            (9) 

 
Where: 
 



















=

n

n

d

d
d

D

000
0.00
000
000

2

1

                                        (10)

 

 
Where each element on the main diagonal nD is a sum of 

the corresponding row of the nP : 
 

∑
=

=
n

j
iji Pd

1

      ; ni ,...,1=                                        (11)            

We run SLEM on a master node with Scilab 
mathematical package installed [14], which has a 
program for semidefinite optimization. After 
optimization, one needs to obtain the deterministic form 
of matrix nP . 

Let us with nQ denote the optimized version of the matrix

nP . Then, according to [8], we can transform nQ to its 
deterministic form with: 
 

2/12/1
1 )()( nnnn DQDQ =−    ; 1,...,∞=n              (12) 
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Obviously, the number of iterations needs to be limited. 
Experimental results in [8] show that within 100 
iterations error drops below 0.1%. At the end of the 
recursive process in (12), Q matrix contains an optimal 
data-flow for a given system. In order to obtain an 
optimal workload distribution on the processing nodes, 
one has to convert an optimal data-flow in the number of 
operations computing nodes have to perform. One way to 
do this is to use trace of the matrix, representing sum of 
the matrix main-diagonal elements. Then, optimal 
workload distribution oA is: 

 

Q
Qtrace
AtraceA

)(
)(

0 =                                                (13) 

 
As mentioned already, performance of HPL is sensitive to 
memory: the more memory used with HPL, the better 
performance values are obtainable. On the other size, we 
experienced a huge degradation of performance on nodes 
when there is too much HPL data in memory, and system 
starts to page out blocks from RAM to spindles. 
Therefore, we did not use directly main-diagonal 
elements from (13) as input parameters for heterogeneous 
HPL directly, but first resized them with correlation 
factors computed from (1). 
 

IV. RESULTS 
Rmax to Rpeak ratio is of the outmost importance when 
ranking system HPC for performance. It expresses how 
efficiently certain cluster executes HPL. As already 
explained, Rmax is a number of double-floating point 
operations cluster achieved during HPL run, and Rpeak is 
a maximal theoretical value of double-floating operations 
cluster could achieve. If successfully finished, both 
standard and heterogeneous HPL fired Rmax value. 
Equation used on [2] to compute Rpeak values of 
homogeneous HPC clusters is: 
 

opsfreqcoresNRpeak ×××=                           (14) 
 
 
Where N is a number of computational nodes in a cluster, 
cores provides number of processor cores per node, freq 
represents core frequency, and ops is a number of 
concurrent double floating operations a CPU core is 
theoretically able to execute in one cycle. For 
heterogeneous clusters, one can compute Rpeak for each 
server in a cluster, so Rpeak value for a cluster is a sum 
of Rpeak values for servers.  
 
 
 
 
 
 
 
 

Server 
model 

cores freq N Ops Rpeak 

Sun Fire 
X4600 M2 

32 2.7 8 2 1382.4 

Dell 
PowerEdge  

24 2.66 4 4 1021.4 

HP 
ProLiant 

DL585 G1 

8 2.2 16 2 563.2 

Sun Fire 
X4600 

16 2.6 4 2 665.6 

HP 
ProLiant 

DL580 G5 

16 2.4 16 4 2457.6 

 
 Table 3: Rpeak values for hpc1 cluster 
 
 

Server 
model 

cores freq N   ops Rpeak 

HP 
ProLiant 
SL230 
Gen8 

     16     2.4     28     8 8601.6 

Dell 
PowerEdge  

24 2.66 4     4 1021.4 

 
Table 4: Rpeak values for hpc2 cluster 
 
By merging data from tables 3 and 4 together, and with 
Rmax obtained from standard, heterogeneous and 
optimized HPL runs, we can express HPL efficiencies for 
both clusters: 
 
 Rpeak Rmax efficiency 
hpc1 cluster 6090.24   
Standard HPL  2162 35.50 
Heterogeneous HPL  2409 39.55 
Optimized HPL  4200 68.96 
hpc2 cluster 9623.04   
Standard HPL  1300 13.51 
Heterogeneous HPL  4207 43.72 
Optimized HPL  4354 45.25 
 
Table 5: HPL efficiency on heterogeneous clusters 
 
 

V. CONCLUSION 
 
 
Series of runs of standard HPL benchmarks on 
heterogeneous HPC clusters showed not so good 
efficiency. There are two reasons for this; standard HPL 
structure does not allow division of a problem in smaller 
parts, and heterogeneous cluster were of computing nodes 
with significantly different performance capabilities. 
Consecutively, the highest Rmax we were able to obtain 
by running standard HPL was 2162 GFLOPS. By using 
the heterogeneous version of HPL, and dividing and 
mapping the problem on computing nodes according to 
their estimated performance, again we were able to obtain 
improvement of HPL efficiency: for cluster hpc1, the 
largest Rmax found was 2409 GFLOPS. At the end, we 
run heterogeneous HPL on cluster again, but this time 
letting SLEM to find optimal workload balancing. 
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The improvement of Rmax was huge, up to 4200 
GFLOPS. We started the whole benchmarking process on 
hpc2 cluster in the same way, and standard HPL 
compared even more poorly against heterogeneous HPL. 
Rmax values found were 1300, 4207 and 4354 GFLOPS, 
with standard HPL, and heterogeneous HPL manually 
and SLEM optimized. We assume that big performance 
degradation of standard HPL on hpc2 cluster was due to 
the communication between nodes: As stated before, 
connection between Dell Poweredge nodes and the rest of 
the cluster was via SDR Infiniband links, while SL250 
communicated with each other via QDR Infiniband links. 
This, together with the heterogeneity of computing nodes, 
brings further imbalance and degradation to standard 
HPL. Besides, all three benchmarks on hpc2 cluster 
finished with lower efficiency than on hpc1 cluster. It is 
still under investigation what could be the cause for this. 
As both clusters were with relatively small amount of 
nodes, we were able to obtain good results with 
heterogeneous HPL even with manual optimization. As 
the number of cluster nodes increase, this method can 
quickly become tedious and time consuming. Especially 
in Cloud, were also the communication speed between 
nodes can vary by an order of magnitude, it could be even 
impossible to apply manual optimization efficiently. 
Therefore, and according to the promising results gained 
with SLEM optimization of HPL in heterogeneous 
clusters, we hope one can use it efficiently in HPC Cloud 
systems as well. Improvement of SLEM is possible in 
various ways. For example, one can relatively easily 
write and add to it functionality that is able to 
automatically discover algorithm topology and build 
corresponding matrix. Further, it is possible to rewrite 
optimization code in a way it uses many nodes 
concurrently, instead only one. This could be of the 
outmost importance when running HPL on very large 
clusters; then, it could happened that semidefinite 
optimization on only one master node becomes 
bottleneck for successful HPL benchmarking. Besides, 
we hope that in the future, SLEM optimization will be not 
limited to HPL only: As more and more HPC applications 
will be Cloud aware, the need for efficient workload will 
increase. Eventually, this could be a chance for SLEM to 
become a tool for efficient workload balancing of HPC 
applications other than HPL.  
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