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Abstract - For business critical web applications high 
availability is of paramount importance and clusters of 
application servers are a viable solution. To achieve even 
higher availability cluster nodes should be geographically 
dispersed, i.e. deployed at multiple sites in two or more 
datacenter premises of a larger business system. In this 
paper solutions for geographically dispersed clusters of 
application servers installed on virtualization platforms are 
described. Most of the time geographically dispersed 
clusters are overprovisioned and as such are very expensive, 
considering cost of servers, network, maintenance and 
software licensing. Virtualization and the choice of 
appropriate solution can reduce this cost. Advantages and 
disadvantages of particular solutions are analyzed.  

I. INTRODUCTION 

Modern corporate businesses like banking, finance, 
public utility companies, internet sales, travel tickets and 
hotel reservations are increasingly dependent on highly 
available business web applications. Business-critical 
applications require maximum uptime and as such are 
excellent candidates for various clustering solutions, from 
conventional single site clusters to geographically 
dispersed clusters, [1,2]. Clustering can provide high 
availability and ensure continuous service to users. With 
cluster ownership (instead of using external cloud 
solutions) corporations remain under full control of its IT 
resources and can maintain high security of business data.  

 Web applications use a three-tier architecture, Fig. 1, 
[1]. Three-tier is a client-server architecture in which the 
user interface, functional process logic,  computer  data  
storage  and  data  access are developed and maintained 
as independent modules, most often on separate hardware 
platforms. 
 

 
 

Figure 1  Three-Tier architecture 

The Three-Tier architecture has the following tiers: 
 

1.) Client Tier: client is an application that runs on a 
personal computer and accesses by means of network a 
server to perform some operation. 
 

2.) Application Tier (Business Logic Tier, Middle Tier): 
consists of an application server that contains the bulk of 
the application logic. Application logic resides in a single 
tier and can be maintained easily at this one location. The 
architectural design of the application tier is optimized 
for server functions including access to a database. 
 

3.) Database Tier: consists of one or more database 
servers, computers dedicated to database storage and 
retrieval. Upon request from application server, the 
database server searches the database for selected records 
and returns them over the network to middle tier. 

 This paper deals with clustering at the Middle Tier 
level. Clustering at Database Tier is not covered here. 

II. HIGH AVAILABILITY 

 Let’s clarify some basic terms and concepts regarding 
the high availability, uptime etc., [1,3]. 
 

 Availability (inherent), AI, is the probability that the 
system will be up and running correctly at a given time; 
this accounts for system operating time and corrective 
maintenance and excludes downtime associated with 
preventive maintenance, logistics, and administration, (1). 
 

MTBRMTBF

MTBF
AI 

      (1) 

 

 MTBF denotes Mean Time Between Failures and 
MTBR denotes Mean Time Between Repairs. 
 

 Uptime is the time during which a computer system is 
operational and downtime when it isn’t. Operational 
availability, AO, is the ratio of system uptime and total 
time, (2).  

DowntimeUptime

Uptime
AO 

                   (2) 

 

 Values for AI and AO are always between 0 and 1, (3) 
 

10  A          (3) 
 

 When defining uptime various criteria may be used, 
e.g. system is up if all users can access and use 
applications or in another case when 50% (or some other 
number) of users can be served. 
 

 Downtime includes both planed and unplanned 
downtime. Planed downtime includes scheduled 
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maintenance activities, addition of hardware and software 
to improve availability and applying software and system 
upgrades. Unplanned downtime includes system failures, 
operating system crashes, application failures due to 
application bugs, unpredictable events such as viruses or 
power surges and human errors like unintentional 
application or system reset. 
 

 Highly available systems have set very tight criteria 
for permissible annual downtime as shown in Table I. If 
one aims at annual downtime of several minutes, 
geographically dispersed cluster should be used, [1-5]. 

 
TABLE I.  AVAILABILITY, ANNUAL DOWNTIME AND 

 GENERAL SOLUTION 
 

Availability 
Annual 

downtime 
General solution 

99% 87.6 hours one server 

99.9% 8.76 hours 
one server, redundant design, very 

good configuration and maintenance 
99.99% 52.5 minutes cluster 
99.999% 5.25 minutes cluster, geographically dispersed cluster 

 
 High Availability (HA) is generally achieved by 
eliminating single points of failure. This is accomplished 
by adding redundancy to various parts of a system. When 
considering HA solution all components employed in 
process of providing service to user should be considered. 
This would include application servers, databases, 
networks (e.g. ring topology) and network equipment 
(routers and switches), uninterrupted power supply, air-
condition, datacenter building safety and datacenter staff 
skills. In this paper concentration is on application 
servers. 
 

 HA at the level of application servers is solved by 
some kind of load balancing, often using Network Load 
Balancing (NLB) clusters. Nodes of a NLB cluster share 
among themselves common user load (load distribution) 
but also perform the failover in case of node failure. 
 

 

 Dispersing cluster nodes to two or more locations 
(multi site clusters) further eliminates the single point of 
failure. In case of a software or hardware failure at one 
location service continues to be provided from remaining 
locations. Such clusters provide maximum protection 
against physical disaster. For easier understanding 
concepts of geographically dispersed clusters map with 
four regional centers is shown in Fig. 2. Conventional 
geographically dispersed cluster that uses physical 
servers (no virtualization) is shown in Fig. 3, [1,5]. 
 

 
Figure 2  Four corporate regional centers of HEP (Croatian Electricity 

Company) 

 
 

Figure 3  Geographically dispersed cluster 

III. APPLICATION SERVER CLUSTERS ON  

VIRTUALIZATION PLATFORM 

A.  Application Server Clustering 
  

 Application server clustering is the use of a group of 
application servers that coordinate their actions in order 
to provide scalable, highly available services in a 
transparent manner. Geographically dispersed virtual 
clusters are considered in an example of a company with 
four regional centers.  

B. Virtual Clustering 
  

 Virtual clustering is accomplished by connecting 
Virtual Machines (VMs) into a cluster, as shown in Fig. 4, 
[1,6,7]. Virtual machine is software layer which emulates 
the functionality of a certain machine or processor on a 
target machine. Main environments for virtual machines 
are VMware ESX and ESXi, Windows Hyper-V and 
recently Oracle VM VirtualBox. Type-1 hypervisors 
(native or bare metal) are commonly used for this purpose. 
 

 
 

Figure 4  Virtual clustering (with cluster node software OS+iAS) 
 

 Clustering concepts considered in this paper use 
Oracle internet Application Server (iAS) 1.0.2 (could be 
some other version as well) and Microsoft Windows 
Server 2008 installed on Hyper-V virtual machines (VMs). 

 

C. NLB Cluster of Application Servers on Virtualization 
 Platforms 
  

 Application servers installed on virtual machines on 
the same virtualization platform can be connected in NLB 
in much the similar way as when installed on physical 
servers, Fig. 5 [5,8,9]. NLB is configured in Unicast 
mode, affinity Single (support stateful sessions) and uses 
virtual network, virtual network interface cards (vNICs) 
and virtual network switch within a virtualization 
platform. Each VM use two vNICs, one for the NLB and 
one for the administration and outgoing NLB traffic. 
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Figure 5  NLB cluster of application servers on a virtualization platform 

 

 For redundancy reasons a physical server where 
virtualization platform resides should be equipped with 
hard disks in RAID, multiple physical network interface 
cards (NICs) configured in network teaming and 
connected to redundant switch(es). Building a NLB 
cluster of application servers on virtual machines has 
some advantages. User capacity of the application server 
is limited by the application server itself and 
characteristics of an operating system. Single application 
server can serve few hundreds of users. On a 
virtualization platform, numerous instances of application 
server can be installed each on its own virtual machine, 
all on the same physical server, using less hardware 
resources and serving several thousands of users. 
 

 Different licensing models for application servers 
often exist (depending on a software provider). Two 
common models are per user and per CPU licensing. In 
per user model, licenses are charged according to the 
number of users. Per CPU licensing model charges are 
determined based on the number of CPUs on a physical 
server. The later favors use of virtualization, because 
multiple instances of application servers installed on 
virtual machines, are covered by the number of CPUs on 
a physical server with the virtualization platform 
(profitable for more than 50 users per CPU). Some 
providers support licensing per virtual CPU (vCPU) that 
adds flexibility if not all physical CPUs are needed. 
 

 Popular Oracle internet Application Server (iAS) used 
in considered concepts has very light CPU usage. If 
installed on a physical server processing power remains 
heavily underutilized. When application servers are 
installed on VMs and these VMs clustered using NLB 
utilization of processing power on a physical server is 
much better.  Each VM with OS and installed iAS uses 
approx. 4 GB RAM. Even when clustered on the same 
virtualization platform CPU usage still remains low while 
RAM usage is the sum of all installed OS+iAS. 
 

 Adequate supervisory mechanism (some kind of 
Sentry) must be install on each virtualization platform. Its 
role is to supervise the operation of application servers 
and virtual machines by periodic checks and to ensure 
that only good instances of iAS/VM are included in a NLB 
cluster. It can also issue automatic corrective actions on 
iAS/VM (restart of iAS component or the whole iAS/VM).  
 

IV. GEOGRAPHICALY DISPERSED CLUSTER ON  

VIRTUALIZATION PLATFORMS 
 

 By dispersing cluster nodes to two or more locations 
protection against the failure of one or more sites is 
achieved. Virtualization enables better utilization of 
resources at all location and consequently also at the level 
of the geographically dispersed cluster as a whole. 

A. Integration of Geotargeting Redirection and NLB 

 Geographic dispersed clusters described here use 
independent NLB clusters of application servers on 
virtualization platforms and a single physical server at 
each location. Independent NLB clusters are integrated 
into one geographically dispersed cluster using the two 
level geotargeting redirection, [5,10]. First level is the 
DNS based redirection that suffice for most situations and 
is accomplished with multiple A-records for the 
geographically dispersed cluster web address. Subnet 
prioritization assigns a user to a regional NLB cluster 
closest in terms of the NLB cluster IP address. As these 
addresses are typically regionally assigned, user is 
directed to the closest (regional) NLB cluster. If that NLB 
cluster is not available, user browser will after 20s try to 
access next from the list, eliminating the single point of 
failure at the level of geotargeting redirection. Example 
of address space ranges is show in Table II. Addresses in 
Table III correspond to server side script redirectors and 
application servers. Same IP address can be used for iAS 
and redirection script using different address extensions. 
 

TABLE II.  EXAMPLE OF CORPORATE ADDRESS SPACE (HEP) 
 

Regions represented by 
regional center 

IP address range 

Osijek 10.0.0.0 – 10.63.255.255 
Rijeka 10.64.0.0 – 10.127.255.255 
Split 10.128.0.0 – 10.191.255.255 

Zagreb 10.192.0.0 – 10.255.255.255 

 
TABLE III.  MULTIPLE A-RECORDS FOR THE SAME WEB ADDRESS 

 
Cluster 
address 

Multiple A-records in DNS 
(server side Perl script redirectors)

hepweb 

IP address of 
NLB cluster 

url for 
server 

side Perl 
script 

url for applications 
(redirected from Perl script) 

10.193.64.116 hepwebos hepwebos/applications.html
10.65.64.206 hepwebri hepwebri/applications.html

10.129.64.116 hepwebst hepwebst/applications.html
10.1.200.206 hepwebzg hepwebzg/applications.html

 

 Exceptions and redirection to remaining sites in 
failover (or overload) scenarios are handled by the second 
level of redirection performed by server site scripts 
installed at all nodes of each NLB cluster. NLB clusters 
exchange their statuses among themselves. Each NLB 
cluster advertises its current user load. Based on this info 
the second level redirection can make smart redirecting 
decisions when the NLB cluster at some location is 
overloaded. Please note that NLB in described solutions 
is limited to a particular location and not used across all 
locations, this is the role of the geotargeting redirection. 
 

B. Two Site Solution 

 In this solution servers with virtualization platforms 
are installed at two regional centers, Fig. 6. Users are 
directed using the two level geotargeting redirection 
(DNS and server side script) to the NLB cluster located at 
the closest regional center. This is a basic, two site, 
geographically dispersed cluster with both locations 
serving users simultaneously. It is HA solution where, 
when one  location fails,  remaining location immediately 
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Figure 6  iAS cluster on two Hyper-V platforms on two locations, both 
location in normal operation, user is directed to the nearest location 

 

takes all load, Fig. 7. If the failure lasts longer, A-record of 
the failed location can be temporarily revoked from DNS. 
 

 
 
Figure 7  iAS cluster on two Hyper-V platforms on two locations with 

failure at location Split, all users served in Zagreb 
 

 Capacity of the application server cluster at each 
location must be dimensioned to serve additional users. 
To avoid too generous overprovisioning at each location 
for the rare case of accepting load from the failed site, 
slight degradation in performance and user experience 
may be acceptable (e.g. greater response time for some 
reports). There should be a compromise between the 
overprovisioning and performance in case of the failover.  

C. Four Site Solution 

 More redundant solution is to use four geographic 
locations. Physical servers with virtualization platforms 
are installed at four regional centers, Fig. 8. All clusters at 
all locations should be up and running. Users are again 
directed using the two level geotargeting redirection (DNS 
and server side script) to the NLB cluster located at the 
closest regional center.  In case of a failure at a particular 
location, all remaining sites accept users from region with 
failed cluster, Fig. 9. A-record belonging to the failed 
location can be temporarily revoked from the DNS.  
 

 
 

Figure 8  iAS cluster on four Hyper-V platforms and four locations, all 
four locations are active, user is directed to the nearest location 

 

 
 

Figure 9  iAS cluster on four Hyper-V platforms and four locations, one 
location failed, users form Osijek region directed to remaining locations 

 
 

Figure 10  iAS cluster on four Hyper-V platforms and four locations, 
two locations failed (Rijeka and Osijek), users form regions Rijeka and 

Osijek directed to remaining locations 
 

 In case of failover load at remaining sites will 
typically increase for about 33% and this doesn’t require 
too much overprovisioning. With failure of a second site, 
Fig. 10, some degradation in user performance and 
experience should be tolerated. If there are failures at 
three sites, Fig. 11, the remaining site should accept only 
fraction of all users doing most important tasks. 
 

 
 

Figure 11  iAS cluster on four Hyper-V platforms and four locations, 
three locations failed (Rijeka, Osijek and Split), all users directed 

to the remaining location 
 

 Because it uses four locations with four physical 
servers this solution is expensive, particularly from the 
point of software licensing (physical servers for providing 
this solutions are generally far less expensive). 

 

D. Two Sites Up of Four Site Solution 

 Servers with virtualization platforms are installed at 
four locations. However, only two NLB clusters are in 
service at any given moment, Fig. 12. This is chosen for 
licensing reason. Licenses (based on the number of CPUs 
on physical servers) are charged only for two active 
servers. Users are directed using the two level geotargeting 
redirection (DNS and server side script) to the closest 
NLB cluster. Two A-records are used for cluster address. 
In case of failure of a NLB cluster at a particular location 
additional NLB cluster is activated from remaining sites. 
Failover is almost immediate while failback is performed 
outside normal working hours. After failover A-record of 
the failed NLB cluster is replaced in the DNS with the 
A-record of activated NLB cluster. Choices for two 
initially active locations are the best equipped datacenters 
with remaining two acting as spares. Spare locations can 
be in two states, either with servers turned off or with 
servers turned on but with VMs turned off. In either case 
application servers on virtual machines should be brought 
into operation. In case of turned off servers remote power 
on command may be issued from remaining operating 
cluster. This should be followed by a short period (about a 
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Figure 12  iAS cluster on four Hyper-V platforms and four locations 
with only two locations active (Zagreb and Split) 

 

 
 

Figure 13  iAS cluster on four Hyper-V platforms and four locations 
with only two locations active (Zagreb and Osijek) after reconfiguration 

(failure at location Split) 
 

minute) during which started site update its applications 
code and application sever configuration files. If licensing 
conditions are more relaxed, potential failover sites may 
have its servers powered on all the time and only virtual 
machines are raised when necessary. Normal operation of 
cluster is illustrated in Fig. 12, and failover in Fig. 13. 
 

V. OVERPROVISIONING FOR FAILOVERS 

 NLB clusters must be dimensioned for failovers. They 
should be able to serve additional users in case of failure 
of one or more locations or restart of node within a cluster. 

A. Levels of Overprovisioning 

 Overprovisioning of resources can be done at two 
levels: at the level of individual application server and at 
the level of virtualization platform. 
 

1) Level of Internet Application Server 
 

 Internet application server on each node may be 
dimensioned to handle more users than needed in normal 
operation of cluster, Fig. 14. This may increase RAM 
memory requirements but also requires some changes of 
software settings on the application server and OS. 
Number of active application servers on virtualization 
platform remains the same during failover. 
 

2) Level of Virtualization Platform 
 

 Necessary disk (in RAID) and RAM memory space is 
reserved for import of VMs from other locations, Fig. 15. 
Once imported VMs should be shut down  and kept ready  
 

 
 

Figure 14  Available resources provided on each application server 

 
 

Figure 15  Additional resources for import of VMs 
 

for failover situations. Number of active application 
servers (and hence virtual machines) on a virtualization 
platform is increased during the failover. 

B. Failovers 
 

 Most difficult situation is encountered when the 
cluster has only two locations with two virtualization 
platforms. In normal situations each location serves 
approximate 50% of users (assuming similar loads across 
regions). If one location fails all user should be served by 
the remaining location. It would theoretically require 
100% overprovisioning reserved at each location. This 
may be wasting of resources because real life situations 
often don’t require such generous overprovisioning. In 
most cases a failed site would recover quickly (within 
several minutes). Many users connected to a failed site 
are idle users and in these several minutes they will not 
reestablish their sessions and hence will not overload the 
remaining site, as illustrate in Fig. 16 and 17. 
 

 
 

Figure 16  Normal operation on two virtualization platforms 

 

 
 

Figure 17  Failover of active users (idle users not reconnecting) 
  

 In reality lower numbers like 70-80% 
overprovisioning may suffice. Also some limited 
degradation of service (in terms of longer response times) 
may be acceptable for relatively short period until failed 
location recovers. Longer outages of location would 
require full overprovisioning, Fig. 18. When there are 
four locations,  any  single  failure  of  location  is far less  
 

 
 

Figure 18  Users reconnect to another NLB cluster 
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TABLE IV.  FULL OVERPROVISIONING REQUIREMENTS FOR VARIOUS 

NUMBERS OF FAILED LOCATIONS 
 

Solution 
Failed locations 

1 2 3
Two site 100* - - 

Four site 33* 100* 400** 

Four site - two 
sites up 0 0 100* 

*If failed location is quickly recovered (order of minutes) lower 
numbers (not full overprovisioning) may suffice, **Not feasible 

 

serious. Overprovisioning of 33% will fully cover such 
situations (again in reality less then this is necessary). 
Additional location failures would theoretically require 
100% overprovisioning, and again lower values should be 
adequate in real life. Full overprovisioning requirements 
(assuming equal number of users coming from each 
region) for each solution and the number of failed 
locations are listed in Table IV.  

C. Migrations, Replicas and Export/Import 

 Migration of failed VMs to a new location is typically 
not possible once the original location failed. Copies must 
be made in advance before failure of any location occurs. 
 

 Replica of VMs can be easily used among two or 
more virtualization platforms at the same location and for 
disaster recovery. All VMs (including replicas) at the 
same location can be included in the same NLB. Replicas 
are not so suitable for NLB clusters at different locations 
due to assigned different address ranges and alternate IP 
address option must be used. However alternate IP 
address option doesn’t solve problem of NLB settings 
when replicas are at different locations. 
 

 Simple export/import of virtual machines may be used 
instead of replicas, Fig. 19. This must be done before 
failures occur. Configuration of each iAS depends on 
numerous configuration files and these should be updated 
in when the imported virtual machine at different location 
is powered up. Imported virtual machines can be easily 
configured in NLB at new location and after 
configuration turned off till necessary. Main usage of 
resources for additional VMs is necessary disk space for 
each imported VM. Memory usage is nil till the VM is 
turned on. 
 

 Question remains, isn’t it simpler to have few more 
VMs connected in NLB at each location and initially 
provide 33% overprovisioning instead of complicating 
with export/import of VMs from all locations. Reliability 
likes simplicity. 
 

 
 

Figure 19  Export/Import of VM among locations, this must be done 
before failure of the location occurs 

VI. COMPARISON 

 Comparison of described solutions regarding the 
availability, user capacity, hardware and software 
licensing cost is shown in Table V. All solutions provide 
redundancy through geographic dispersion to more 
locations. Two site solution has advantage of lower cost, 
but disadvantage of lower availability (still high enough 
for many applications) and lower user capacity. Four site 
solution has advantages of very high availability and user 
capacity, but disadvantage of high hardware and software 
licensing costs. Four site, two site up, is a compromise. 
 

TABLE V.  COMPARIONS OF PRESENTED SOLUTIONS 
 

Solution Availability User 
capacity 

Hardware 
costs 

Software 
costs 

Two site ** ** ** **

Four site **** **** **** ****

Four site -
two sites up *** ** **** ** 

VII. CONCLUSION 

For highly available business critical applications it 
may be necessary to use geographically dispersed clusters. 
Virtualization platforms enable use of several application 
servers installed on separate virtual machines and 
connected in a NLB cluster, all on the same physical 
server. This provides better hardware utilization and lower 
hardware cost, but what is more important, use of per 
CPU licensing model assures significantly lowered 
software licensing costs. Availability is further increased 
by integration of NLB clusters into geographically 
dispersed cluster using two level geotargeting redirection 
(DNS based and server site script) and eliminating physical 
servers as a single points of failure. Three solutions for 
geographically dispersed cluster that use just one physical 
server at each location have been presented and analyzed. 
Each approach is suitable for different requirements on 
availability and user capacity but also different budgets for 
hardware and particularly software. The sparing concept 
of geographically dispersed cluster with some locations 
powered down till required that combines HA and low 
software licensing costs may be a good compromise. 
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