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Abstract - In business organizations, particularly large ones, 
it is sometimes necessary to manage web users according to 
their geographic location. Final destination can be either 
business related web site or web application server. Such 
redirection can be accomplished in numerous ways. The 
choice depends on a goal one want to achieve: distribution 
of user load to optimal site, achieving high availability or 
both. Several interesting methods suitable for 
geographically dispersed clusters of web (and application) 
servers are presented and analyzed. This includes client side 
scripts, server side scripts, load balancers, multiple DNS 
records as well as combinations of these techniques. 
Reviewed methods are compared and their benefits and 
shortcomings are discussed.  

I. INTRODUCTION 

A corporate Wide Area Network (WAN) connects 
geographically dispersed corporate users across 
metropolitan, regional, national or international 
boundaries. It links Local Area Networks (LAN) in 
multiple locations using private or leased lines. Such 
network enables collaboration from all regional centers 
and branch offices. Geotargeting is a technique that 
determines the geographic location of the client and 
provides content to the user based on that location. Such 
content may be targeted advertisements, automatic 
language selection, content delivery based on user region, 
regulatory compliance, load balancing and resource 
allocation between available hosts and network resources, 
[1,2]. Geographic location of user is most often done 
using the Internet Protocol (IP) addresses associated with 
the user’s Personal Computer (PC), although other  means 
for accomplishing task exist (e.g. ping delay and 
traceroute), and some advanced [1-4]. In the corporate 
network there is a known network topology and full 
control of the allocated address space. Editing and 
maintaining of corporate Domain Name System (DNS) is 
also easy to accomplish on a DNS in corporate ownership. 
Simultaneous knowledge of IP addresses, locations of PCs 
and flexibility of maintaining own DNS servers makes 
geotargeting redirection within the corporate WAN much 
easier to achieve than geotargeting of general Internet users. 

II. USER ADDRESS SPACE 

When a corporate user accesses a corporate web page, 
request contains the IP address of his computer. If a 
corporate server is accessed from the user located outside 
the corporation, request will contain the IP address of the 
proxy server instead and this makes it much more difficult 

to properly locate such user. However, access to most 
corporate information services are restricted to users 
coming from within the corporate WAN. For general users 
coming from the outside untrusted network (usually the 
Internet), dedicated web servers are provided located in 
the demilitarized zone (DMZ). In case of corporate users 
connecting to the corporate network using the Virtual 
Private Network (VPN) similar problem appears, however 
this generally represents a very small share of total 
number of users. The IP address of these users doesn’t 
correspond to their geographic location. Such users may 
connect to a particular web server directly, entering the 
web address of appropriate web server and bypassing 
redirection mechanisms. Usually a defined range(s) of 
user IP addresses are allocated to network switches within 
common corporate locations. In following example four 
corporate regional centers of Croatian Electricity 
Company (HEP) are illustrated in Fig. 1 with the network 
transmission backbone shown in Fig. 2. Each region 
(represented by the regional center) has defined its own 
address space as show in Table I. 

 
Figure 1  Four corporate regional centers of HEP (Croatian Electricity 

Company) 
 

 
Figure 2  Network transmission backbone 
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TABLE I  EXAMPLE OF CORPORATE ADDRESS SPACE (HEP) 
 

Regions represented by 
regional center 

IP address range 

Osijek 10.0.0.0 – 10.63.255.255 
Rijeka 10.64.0.0 – 10.127.255.255 
Split 10.128.0.0 – 10.191.255.255 

Zagreb 10.192.0.0 – 10.255.255.255 

 
Address space shown in Table I provides a clear 

division of addresses across different geographic regions. 
Sometimes this division is not straightforward because 
instead of a single address range for each region, there 
may be two or more address ranges, e.g. one range 
including new IP addresses and one range for old 
addresses, e.g. starting in form of 22x.x.x.x. If this is the 
case simple DNS based geotargeting method must be 
augmented by some other technique. Exception must also 
be provided for users accessing corporate network using 
VPN which has its own address pool containing group of 
IP addresses, often from one region.  
 

For most corporate uses there is no need to know the 
exact geographical location of each user, but only the 
user membership to a particular geographic region 
represented by one of corporate regional centers. This is 
enough in almost all uses. Address space is further 
divided and can provide necessary granularity as is 
illustrated in Fig. 3. The regional level that suffices for 
most uses is depicted by elliptic curve. 
 

Sometimes users of business web applications in 
premises located near the border of two regions prefer to 
connect to the web application server in another region. 
In such rare cases when IP addresses from Table I don’t 
provide enough information for separation each regional 
address space can be further divided in smaller subranges 
that correspond to subregions (consisting of cities and 
their surroundings) as illustrated in Table II. Similar 
subranges exist in all remaining regions. This additional 
information can be used for defining necessary 
exceptions. It is rarely needed to go beyond this level. 
 

TABLE II  ADDRESS SPACE OF ZAGREB REGION 
 

Geographic subregion 
(city and surroundings) 

IP address range 

Zagreb 10.10.x.x - 10.10.255.255 
Zabok 10.12.x.x - 10.12.255.255 

Varaždin 10.13.x.x - 10.13 255.255 
Čakovec 10.14.x.x - 10.14 255.255 

Koprivnica 10.15.x.x - 10.15.255.255 
Virovitica 10.16.x.x - 10.16.255.255 
Bjelovar 10.17.x.x - 10.17 255.255 

Križ 10.18.x.x - 10.18.255.255 
Karlovac 10.19.x.x - 10.19.255.255 

Sisak 10.20.x.x - 10.20.255.255 
 

III. COMMON METHODS FOR GEOTARGETING 

REDIRECTION 

Users can be geographically directed to the suitable 
web server in several ways. Here are briefly reviewed 
common methods for geotargeting redirection. In most 
cases redirection during the same user session must be 
tied  to  the  same web  (or  application) server.  First  two 

 
 

Figure 3  Address subranges down to individual user PCs 
 

methods use the application level geotargeting that 
depends on the application code installed as a script on the 
client side or server side. Last two methods use transport 
level geotargeting. Needless to say, common content of 
web (application) servers must be synchronizing among 
all servers providing the service to the user. 

A. Client Side Script 

In this approach a web server provides a client with 
the code (e.g. Java or Flash SWF) that contains 
geotargeting algorithm and a list of web addresses for all 
regional servers, [5]. Based on the IP address of the client 
PC the user is directed to the appropriate server, Fig. 4. 
 

Fetch list of servers and address ranges 
IF User_IP ∈ [Region_1] then redirect to Regional_Server_1 
IF User_IP ∈ [Region_2] then redirect to Regional_Server_2 
  … 
IF User_IP ∈ [Region_N] then redirect to Regional_Server_N 
 

Script can be programmed to access web server data 
on load and availability for all web (application) servers 
(destination servers must make these data available) and 
make a smart choice in case of the overload or 
unavailability (when a server doesn’t respond in a preset 
time period with the correct answer to a HTTP query).  

 

Fetch list of servers and address ranges 
IF User_IP ∈ [Region_1] AND IF Server_1 is available then  
   redirect to Regional_Server_1 
IF User_IP ∈ [Region_2] AND IF Server_2 is available then  
   redirect to Regional_Server_2 
   … 
IF User_IP ∈ [Region_N] AND IF Server_N is available then  
   redirect to Regional_Server_N 
ELSE randomly chose one of remaining available servers 

 
Disadvantage of the method is its dependence on the 

code located in a client PC where various browser types 
exist with the various security settings (that change from 
time to time via changes in group policy) and may 
interfere with the necessary (Java) privileges. Also, the 
end user may intentionally or unintentionally tweak these 
settings, hence there is a lack of full control in this 
method. It also poses some security risk because the client  
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Figure 4  Client side script geotargeting redirection 
 

script knows what lies beneath and infrastructure 
architecture of web servers (IP addresses of all servers) is 
revealed. Previous two disadvantages make the client 
based method an interesting but bad idea that is rarely (if 
ever) used in a corporate environment. 

B. Server Side Script 

This approach requires a geotargeting server side 
script, [6], running on, at least, one web server. User 
accesses this web server first. The script on the server 
considering the IP address of the user provides necessary 
redirection (using HTTP redirect command) to the same 
or another appropriate web (application) server, Fig. 5. 

 

Fetch User_IP address 
IF User_IP ∈ [Region_1] then redirect to Regional_Server_1 
IF User_IP ∈ [Region_2] then redirect to Regional_Server_2 
… 
IF User_IP ∈ [Region_N] then redirect to Regional_Server_N 
 

When a web browser attempts to open a web address 
that has been redirected, a page at a new, geotargeted web 
address is opened instead. Example of HTTP redirect 
command that redirects to http://destination.com/ immediately 
is illustrated bellow. 

<meta http-equiv="refresh" content="0; url=http://destination.com/"> 
 

Just as in a client side script approach server side 
script can also have access to data on load and 
availability and make a smart redirection choice. Server 
side technique is the preferred approach because it adds 
negligible server overhead, simultaneously giving server 
administrators full control of redirection rules (that can be 
easily edited and changed with the immediate effect). 

 

Common approach is the use of CGI/Perl, PHP or 
ASP.NET redirector. The IP address of the user is 
compared  to  the   predefined   address   ranges  for  each  
 

 
 

Figure 5  Server side script geotargeting redirection 

 
 

Figure 6  Server side script on a dedicated server 
 

geographical region and the HTTP redirect command is 
issued toward the target web server (this can be original 
server too). On a web server one address is dedicated to 
the redirector script and another to web content. It is 
possible to dedicate a separate server for server side 
redirection script, as shown in Fig. 6. Use of additional 
addresses for redirector script on web servers is avoided. 

 

Following two methods operate at the transport level. 
It includes TCP/IP level load balancing with the 
geotargeting redirection and DNS based approach. 

C. Load Balancers with Geotargeting Capability 

Load balancing is a technique to spread the work 
between two or more computers in order to get optimal 
resource utilization, [7-9]. Load balancers are generally 
hardware/software device combination that balances 
incoming traffic according to some predefined rules 
(most often defined by some load metrics). Some load 
balancers can direct traffic according to the user IP 
address (different destinations for different IP address 
ranges corresponding to different geographic locations), 
Fig. 7. They can handle hundreds of thousands of 
requests per second and are capable even for the most 
demanding global operations (generally only small part of 
their capacity is needed within a corporate WAN). 

 

 
 

Figure 7  Network load balancer with geotargeting redirection capability 

D. DNS Based Method 

This method makes use of multiple A-records set for 
the same web address, [9-12]. It makes use of Subnet 
Prioritization and client’s PC handling of multiple IP 
addresses defined for the same web address. With 
enabled Subnet Prioritization, the DNS server can check 
the IP address of a client requesting name resolution and 
sort the results it returns to the client according to the 
proximity of the host address to the querying client IP 
address. Subnet Prioritization recognizes when a host is 
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on the same subnet as the client and returns the local 
host's address first. Because subnets are restricted to 
particular locations, re-sorted results correspond to the 
geographically closest server, Fig. 8. By default, the DNS 
server uses Round Robin to rotate the order of A-records 
returned in answers to a client queries when multiple 
A-records exist for the same DNS web address, [7-9,13]. 
If Round Robin and Subnet Prioritization are disabled on 

the DNS server, the order in the answer list is based on a 
static ordering of A-records as they are stored in the DNS 
server zone file. On the DNS server Subnet Prioritization 
should be enabled and Round Robin disabled. If both 
Round Robin and Subnet Prioritization are enabled, 
Round Robin will supersede. Subnet Prioritization should 

preferably also be enabled on clients. Use of multiple A-
records in the DNS for the geographically dispersed cluster 
of web application servers located at four corporate 
regional centers, [14,15], is shown in Table III, [9,14]. 
Under the web address hepweb there are four A-records. 
 

TABLE III  MULTIPLE A-RECORDS FOR THE SAME WEB ADDRESS 
 

Web address (same for all users) Multiple A-records in DNS 

hepweb 
 

10.193.64.116 heprediros 
10.65.64.206 hepredirri 

10.129.64.116 hepredirst 
10.1.200.206 hepredirzg 

 

Each A-record corresponds to the web address of one 
regional cluster server side script redirector (heprediros, 
hepredirri, hepredirst and hepredirzg), but could be 
server or cluster as well. If Round Robin is enabled, the 
DNS server will in its answers rotate IP addresses of four 
A-records in each subsequent query as shown in Table IV. 
 

TABLE IV  ROUND ROBIN ROTATION OF MULTIPLE A-RECORDS IN 

SUBSEQUENT CLIENT QUERIES 
 

Query DNS answer rotated by round robin 
1 10 193 64 116, 10 129 64 116, 10 65 64 206, 10 1 200 206 

2 10 129 64 116, 10 65 64 206, 10 1 200 206, 10 193 64 116 

3 10 65 64 206, 10 1 200 206, 10 193 64 116, 10 129 64 116 

4 10 1 200 206, 10 193 64 116, 10 129 64 11, 10 65 64 206 

5 10 193 64 116, 10 129 64 116, 10 65 64 206, 10 1 200 206 

 

However, if Subnet Prioritization is enabled and 
Round Robin is disabled (not to supersede Subnet 
Prioritization) DNS answer will depend on the user 
location. Based on IP proximity metrics it will return the 
IP address of the closest regional server first, as shown in 
Table V. In some implementations the IP address of the 
host closest to a client will appear at the first place while 

remaining entries will rotate in Round Robin fashion in 
subsequent answers to DNS queries. DNS based method 
works well if all regional servers are available and there 
are not many exceptions in regional IP address ranges. 

 
 TABLE V  SUBNET PRIORITIZATION AND MULTIPLE A-RECORDS 

 

User region 
DNS answer sorted by subnet prioritization 

 (IP metrics) 
Osijek 10 193 64 116, 10 129 64 116, 10 65 64 206, 10 1 200 206 

Rijeka 10 65 64 206, 10 1 200 206, 10 193 64 116, 10 129 64 116 

Split 10 129 64 116, 10 193 64 116, 10 1 200 206, 10 65 64 206 

Zagreb 10 1 200 206, 10 65 64 206, 10 129 64 116, 10 193 64 116 

 
 

Figure 8  Geotargeting redirection with the DNS based method: multiple 
A-records and use of subnet prioritization 

IV. SOLUTIONS FOR HIGH AVAILABILITY 

The goal is to choose a solution that doesn’t have single 
point of failure. It can be achieved by use of multiple 
servers/load balancers where the redirection takes place 
or DNS based method that inherently supports failover. 
This also presumes that DNS servers are redundant. 

A. Dual Servers with Server Side Scripts  

Server side geotargeting redirection script installed on 
a separate server presents a single point of failure. To 
achieve a High Availability two servers are used together, 
in the active-passive (failover) or active-active 
configuration (e.g. NLB), Fig. 9. Scripts put negligible 
overhead and servers can be used for other purpose as well.  
 

 
 

Figure 9  Geotargeting using dual servers with the server side script 
for the high availability 

B. Dual Load Balancers with Geotargeting Capability 

Load balancers present a single point of failure. If high 
availability is required two load balancers must be used 

 

 
Figure 10  Two load balancers in the active-passive or active-active 

configuration 
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together, as illustrated in Fig. 10. In a past two load 
balancers were often configured in active-passive 
configuration, but today modern load balancers support 
load distribution in active-active configuration, [7,8]. 

C. DNS Based Method 

Multiple A-records can be used not only for 
geotargeting redirection but also for automatic failover. 
This is achieved by the default behavior of the internet 
browser in the presence of multiple A-records. If multiple 
IP addresses are supplied for the same web address and 
browser can’t access web site using the first IP address, it 
will after 20s automatically try the next IP address from 
the list returned by the DNS, Fig. 11. This works for 
following browsers: Opera, Safari, IE, and Firefox. 
Unfortunately it doesn’t work with Google Chrome that 
failed to try the next IP address from the list, [16]. 

 

 
 

Figure 11  Failover in geotargeting redirection with DNS based method  
 

To address the shortcomings of the DNS based 
method when High Availability is needed two additions 
to the method may be implemented. First addition gives 
the full control of the redirection in case of overloaded or 
unavailable server(s) and second address exceptions in 
the default browser behavior when confronted with 
multiple A-records. 
 

1) Use of Additional Server Side Script Redirector 
 

Two levels of user redirection can be implemented by 
the combination of multiple A-records and the server side 
script redirector. When the web server proposed by subnet 
prioritization is not available, the browser will 
automatically try the next server from the list returned by 
the DNS. In this way user from one region will be always 
directed to the second server in a list generating imbalance 
in the web server load. Better way of handling such 
situation is use of the additional server side script 
redirector installed on each web server (making two level 
redirection) that checks if the user IP address belongs to 
the intended range of that server. If so, user is served by 
that server, if not user is depending on the current load or 
randomly directed to one of remaining active web servers, 
Fig. 12, avoiding possible overload of the second server 
in a list. This to be accomplished, web servers must 
periodically check health and load of other web servers 
(by some kind of sentry software) and based on that info 
define a list of remaining choices to a server side script.  

 
 

Figure 12  Failover in geotargeting redirection with DNS based method 
and additional server side script for equal load on remaining servers 

 

2) Dynamic DNS Entries 
 

In corporate environment it is relatively easy to 
dynamically change DNS addresses that can, within 
several minutes, propagate to all DNS servers in a 
corporate WAN. When using multiple A-records, user 
can encounter the situation when the web server that is 
listed first in an answer returned from a DNS server is not 
available, Fig. 13. In such case user must rely on the 
browser behavior where browser after 20s attempts the 
next IP address in a returned list (as already mentioned 
Google Chrome unfortunately doesn’t work in such usual 
way). Also, small share of users are impatient to wait 
even 20s necessary for browser’s second try. To address 
this problem A-record corresponding to the unavailable 
web server can be (temporarily) removed from the DNS. It 
can be achieved by a script or specialized small program, 
[17], installed on some server within a WAN. This script 
or program needs to periodically check the health (and 
hence availability) of web servers at all locations. When 
the particular server is not up and running, (remote) 

command to the DNS server is issued and A-record 
removed from the DNS, Fig. 14. Because clients store 
fetched IP addresses in a local DNS cache it is important 
that A-records are defined in the DNS with low Time To 
Live (TTL) values, e.g. few minutes. After the A-record 
corresponding to a failed server is removed from a DNS 
and the TTL period for cached entries expires, when 
users contact the DNS server again, they will get list of 
A-records corresponding to healthy web servers. When 
the web server becomes available again similar command 
can add corresponding A-record to the DNS. 

 

 
 

Figure 13  DNS based method (in addition to server side script 
redirector) and web server failure 
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Figure 14  DNS based method with removed entry for failed web server 
 

V. COMPARISON 

Advantages, disadvantages and suitability for High 
Availability implementation is listed in Table VI. Client 
side script is just an interesting concept that is due the lack 
of full control of the behavior of client side script (e.g. 
Java version, security settings etc.) rarely used. Server 
side script is used much more often as it gives to the 
server administrator full control of the geotargeting 
redirection process. Geotargeting enabled load balancers 
are also not so common because such solutions are still 
expensive, offer much higher throughputs then necessary 
for most applications and often require the help of supplier 
contractors for the configuration. When high availability is 
required server side script and geotargeting enabled load 
balancer require dual installations to remove a single point 
of failure. DNS based method has clear advantage due to 
inherent internet browsers behavior in the absence of 
HTTP reply from the requested IP address, when 
confronted  with multiple  A-records  defined for the same  

TABLE VI  COMPARISON OF METHODS 
 

Method Advantage Disadvantage High 
Availability

Client side script Simple 

Lack of full control 
on the client side, 

reveals addresses of 
the infrastructure 

Combine 
with DNS 

method 

Server side script 
Simple, full 
control of 
redirection 

Two urls, one for 
redirector, one for 

web content (use of 
virtual web server) 

Dual server 

Geotargeting 
enabled load 

balancer 

High 
throughput 

Expensive, often 
needs a help of 
specialized staff  

Dual load 
balancer 

DNS 
based 

method  
  

Basic Direct, 
Simple 

20s delay failover, 
unequal load on 

remaining servers, 
reveals addresses of 

the infrastructure 

Inherent, 
multiple A-
records for 

same address 

With 
server 
side 

script 

Direct, equal 
load on 

remaining 
servers 

20s delay failover,  
reveals addresses of 
the infrastructure, 

medium complexity 

Inherent,
multiple A-
records for 

same address

With 
dynamic 

DNS 
entries 

Direct, 
immediate 
failover to 
remaining 
servers* 

Unequal load on 
remaining servers, 

reveals addresses of 
the infrastructure, 

medium complexity 

Inherent, 
multiple A-
records for 

same address 

With 
server 
side 

script 
and 

dynamic 
DNS 

entries 

Direct, 
immediate 
failover to 
remaining 
servers*, 

equal load 
on remaining 

servers 

Reveals addresses 
of the infrastructure, 
somewhat complex 

Inherent, 
multiple A-
records for 

same address 

*access is immediate after the DNS record of the failed server is removed 

web address. Method is very easy to implement. The DNS 
based method may be combined with server side scripts 
installed on all web servers to allow a more balanced 
redirection to remaining available web servers. Failover 
behavior can be further enhanced by introducing dynamic 
changes to the DNS for failed web servers, hence removing 
even 20s delay for the failover to the operating web server. 

VI. CONCLUSION 

Several geotargeting redirection methods that redirect 
clients within a corporate WAN have been briefly 
reviewed. These methods are limited to cases when user 
IP address corresponds to the user’s location. DNS based 
method is particularly attractive due to its simplicity and 
low cost. If combined with the second layer of redirection, 
using server side scripts (that consider availability and 
loads of regional servers) and dynamic DNS, this method 
provides quite smart geotargeting redirection. When high 
availability is not of paramount importance the server side 
geotargeting redirection script installed on one server can 
be used. Load balancing devices may be used in rare cases 
when very high throughput is required. Client side script is 
mentioned for the completeness despite of its disadvantages. 
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