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Abstract - Cloud computing and BI (Business 
Intelligence) are technologies of choice to address 
today’s business needs. They allow companies to 
optimize IT and become more competitive and 
productive. Implementing BI solutions in the cloud 
brings not just benefits, but also new challenges that 
need to be addressed. On technology side there are 
security, communication infrastructure (increasingly 
mobile) and speed. New technology and business 
models are arising because we are dealing with large 
quantities of distributed data which BI can (and often 
have to) use as new sources of information. 
Combining these data sources with new cloud services 
may significantly change the way some businesses are 
being run today. In order to do that successfully, we 
have to understand the basic principles of solution 
architectures in the world dominated by clouds. The 
new idea presented in the paper is that two additional 
types of service models, specifically the DaaS (Data as 
a Service) and AaaS (Analysis as a Service) will be 
widely used in cloud environments in very near 
future. The paper also addresses the “marriage” of 
cloud and mobile computing, entirely new area 
crowded with business and IT opportunities and new 
models that might be used to create and implement BI 
using private, public and hybrid cloud solutions.  

I. INTRODUCTION 

It is always a good idea to have a reasonable level of 
understanding about the meaning of any new term or 
acronym coming from rapidly developing IT technologies. 
It helps avoiding many common misunderstandings and 
focuses all parties in the discussion to more or less same 
mindset. And of course, the best way to do it is to try to 
define things in order to be able to compare arguments in 
the later discussion with the proposed definition. That is 
why we are going to do the same thing at the very 
beginning of this paper. 

Cloud computing is relatively new concept and, 
typically for all new concepts in the industry, it is not 
always commonly (or sometimes even properly) 
understood and interpreted. Depending on whom you may 
be talking to, you are most likely to get quite a lot of 
different answers about the cloud computing, not all of 

them mutually consistent. Therefore, let us adopt the 
following NIST (National Institute of Standards and 
Technology, USA) definition [1] from September, 2011 
released in its “Special Publication 800-145”: 

"Cloud computing is a model for enabling 
ubiquitous, convenient, on-demand network 
access to a shared pool of configurable 
computing resources (e.g., networks, servers, 
storage, applications, and services) that can be 
rapidly provisioned and released with minimal 
management effort or service provider 
interaction. This cloud model is composed of five 
essential characteristics, three service models, 
and four deployment models." 

This is a very short but also very important document 
and there is one very peculiar thing about this definition. 
Interestingly enough, it’s not about what is enclosed in the 
definition, but rather about what is left out of it. If you 
take a good look you will find out that the definition 
describes hardware and software but it never says 
anything about the data. That’s strange for several reasons. 
First of all, there is no application that does not process 
some kind of a data and that data has to be carefully 
collected and stored somewhere. Once you have a cloud it 
is very likely that data will be stored there also. In fact, 
even today you can see many clouds that only seem to 
serve as data storage. And, of course, there are some 
differences in handling all kinds of data when we speak 
about clouds. 

Later in this paper we will introduce two significant 
extensions to the definition’s existing content and explain 
the reasons for doing that. But, before we do it, it is 
important to explain what cloud really is and what 
characteristics does it have. 

II. THE CLOUD EXPLAINED 

According to the NIST definition there are three (3) 
different areas that really define the essence of cloud 
computing and differentiates it from the other existing 
computing models. They are: 

1. Essential characteristics 

2. Service models, and 

3. Deployment models 
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Today’s prevailing opinion describes a cloud as 
computing architecture and environment that has several 
essential characteristics: 

 On-demand self-service - A consumer can 
unilaterally provision computing capabilities, such as 
server time and network storage, as needed 
automatically without requiring human interaction 
with each service provider.  

 Broad network access - Capabilities are available 
over the network and accessed through standard 
mechanisms that promote use by heterogeneous thin 
or thick client platforms (e.g., mobile phones, tablets, 
laptops, and workstations). 

 Resource pooling - The provider’s computing 
resources are pooled to serve multiple consumers 
using a multi-tenant model, with different physical 
and virtual resources dynamically assigned and 
reassigned according to consumer demand. There is 
a sense of location independence in that the customer 
generally has no control or knowledge over the exact 
location of the provided resources but may be able to 
specify location at a higher level of abstraction (e.g., 
country, state, or datacenter). Examples of resources 
include storage, processing, memory, and network 
bandwidth. 

 Rapid elasticity - Capabilities can be elastically 
provisioned and released, in some cases 
automatically, to scale rapidly outward and inward 
commensurate with demand. To the consumer, the 
capabilities available for provisioning often appear to 
be unlimited and can be appropriated in any quantity 
at any time. 

 Measured service - Cloud systems automatically 
control and optimize resource use by leveraging a 
metering capability at some level of abstraction 
appropriate to the type of service (e.g., storage, 
processing, bandwidth, and active user accounts). 
Resource usage can be monitored, controlled, and 
reported, providing transparency for both the 
provider and consumer of the utilized service. 

Probably the most distinguishing (and too often poorly 
understood) thing about the cloud is the notion of service 
models. The service model is delivery of some aspect of 
computing as a service as opposed to being a product. It 
provides computation, software, data access, and storage 
resources without requiring cloud users to know the 
location and other details of the computing infrastructure. 
NIST definition explicitly states these three (3) service 
models (without going into the description of this models, 
as authors presumes that they are matter of general 
knowledge in IT): 

 Software as a Service (SaaS)  

 Platform as a Service (PaaS)  

 Infrastructure as a Service (IaaS)  

In reality, SaaS is just a licensing structure. Many 
vendors (open source, for example) offer SaaS software 
subscription models, which has nothing to do with cloud-
based hosting. Cloud, on the other hand, should be all 

about multitenant software hosted on public or private 
clouds. It’s not about cloud hosting of traditional software 
architected for single tenancy. 

Having all that in mind we can describe business 
intelligence cloud-based SaaS as: 

“BI platforms and solutions specifically designed 
and architected for multitenant hosting in 
public/private clouds. These platforms and 
solutions are often licensed on a subscription 
(SaaS) basis because the nature of their 
architecture and purpose often do not warrant 
capital investments and perpetual licenses.” 

Finally, there is a cloud and there is a cloud. Not all 
clouds are equal, not only in capabilities and size but also 
in their primary target audience. This aspect of cloud 
computing is called a deployment model. There are four 
(4) different cloud deployment models: 

 Private cloud - The cloud infrastructure is 
provisioned for exclusive use by a single 
organization comprising multiple consumers (e.g., 
business units). It may be owned, managed, and 
operated by the organization, a third party, or some 
combination of them, and it may exist on or off 
premises. 

 Community cloud - The cloud infrastructure is 
provisioned for exclusive use by a specific 
community of consumers from organizations that 
have shared concerns (e.g., mission, security 
requirements, policy, and compliance 
considerations). It may be owned, managed, and 
operated by one or more of the organizations in the 
community, a third party, or some combination of 
them, and it may exist on or off premises. 

 Public cloud - The cloud infrastructure is 
provisioned for open use by the general public. It 
may be owned, managed, and operated by a 
business, academic, or government organization, or 
some combination of them.  It exists on the premises 
of the cloud provider. 

 Hybrid cloud - The cloud infrastructure is a 
composition of two or more  distinct  cloud 
infrastructures (private, community, or public) that 
remain unique entities, but are bound together by 
standardized or proprietary technology that enables  
data and application portability (e.g., cloud bursting 
for load balancing between clouds). 

III. THE DATA ISSUES 

The NIST definition does not say anything about the 
data in the cloud computing. We believe that it leaves the 
opportunity to extend the definition with at least two 
additional elements of the service model that specifically 
address data in the cloud environment. When speaking 
about the data contained in the cloud, we can safely 
reduce the previous four deployment models to only two 
possible variations: public and private clouds. 

Public clouds would either store or otherwise make 
available public data, either in form of a commercial 

1918 MIPRO 2012/miproBIS



service or available free of any charge. Virtually anyone 
would be able to access that data and some of the services 
would even allow the consumers to actually download the 
selected portions of the data and use it in its own BI 
environment as a valuable extension to its own data. The 
typical example of public cloud data would be various 
governmental and statistical data that is being produced in 
every single country. 

Private clouds, on the other hand, provide the very 
same type of services but with a difference: the data 
available in these clouds are not accessible to everyone 
who asks or pays for it. There are all kinds of data that 
might be stored in private clouds: from individual files 
(music, videos, movies, documents …) to corporate 
information (data-marts, reports, documents…) and all the 
way up to sensitive governmental (sometimes even secret) 
information that needs to be available only under very 
strict security restrictions. 

It is quite obvious that when data is concerned, the two 
types of cloud environment are very much different even 
when they may be technically identical. Therefore, we 
believe that this data issue has to be somehow included in 
the service model definition. 

Everybody in the industry knows the reality of existing 
clouds: there are some services available (i.e. Windows 
Azure Data Market) that offer not only software services 
(SaaS) but also a separate data services. It is, completely 
in accordance with current cloud terminology, called 
DaaS (Data as a Service). So, the DaaS concept is already 
here and it has a very bright perspective for future growth. 

We all understand that there is a big difference 
between software and data. Companies are always in 
search for better software to help them with their business, 
but ultimately it’s the data that defines the company. It 
contains their past, their present and, sometimes, 
determines their future. Therefore the DaaS should be the 
first addition to the NIST service model definition. An 
important future development might be the integration of 
some publicly collected and maintained data that might 
then be used in most enterprise as well as commercial 
applications. Some examples of this would be census data, 
traffic data, statistical data and so on. The point here is 
that some very complex parts of maintaining Master 
Data[7] can be delegated to some other authorities and then 
simply used as a cloud service. In the standard SOA 
model this is sometimes called DMaaS (Data 
Management as a Service) and it is not restricted to 
clouds. 

As BI is becoming more complex, an analytical 
approach can be applied to almost any sort of information, 
regardless of volume, format and origin. We can see that 
businesses are gravitating to the mobile tablet computer 
market, which, combined with cloud computing 
technologies, opens up a whole new wealth of information 
to the BI system, where by the mobile workforce can work 
just as efficiently. This situation produces steadily 
increasing need for transforming data into usable 
information which can only be served by applying some 
meaningful analysis and suggesting the appropriate 
interpretation of the results of this analysis. 

We see a huge potential for services that may fill this 
part of the market. They may be very generic or very 
specific in nature but whatever the case might be, they 
must process some data and therefore, they need to closely 
cooperate with DaaS type of cloud services. This brings 
us to the second extension of the NIST service model 
definition and that is AaaS (Analysis as a Service). 

While DaaS (although not mentioned in the NIST 
definition paper) already exists for some time now, AaaS 
is entirely new concept in the cloud computing and it is 
also the central suggestion of this paper. The idea behind 
it is really a very simple one. There is rapidly growing 
amount of data out there and a large portion of it is sure to 
have a very short lifetime. However, people are interested 
in the information hidden within all those data and 
someone should be able to deliver that information in 
form of analysis performed on the selected (or available) 
portion of data. Of course, great volume, huge variety of 
data and infinite number of potentially interesting 
combinations require many different types of analyses to 
be performed. Consequently, it is very likely that there 
will be a large number of such AaaS services in all kinds 
of clouds in the near future. 

IV. BI IN THE CLOUD 

Cloud or no cloud, BI is always very similar. All “BI 
aware” corporations and institutions use more or less the 
same patterns and methods in order to use many powerful 
BI capabilities to help them run their business. All of them 
have their own data (lots of data!) and they build their data 
warehouses and data marts and they use them to analyze 
this data using all kinds of tools and applications. The 
very same thing happens when they start using the cloud 
infrastructure. However, clouds are somewhat different 
from traditional environments and there are some specifics 
that need to be understood. The most important is the 
difference between public and private clouds. 

Generally speaking, there are at least these six (6) 
options available for building “Standard BI” or the “BI in 
the cloud” type of the solution: 

1. Dedicated hardware based BI system (not really a 
cloud; this is what most companies have today) 

2. Private cloud based BI system running internally 

a. It is still not clear what the real TCO for private 
cloud solutions is. 

b. It is still very early for BI deployments on 
internal private clouds. There are some initial 
solutions on the market based on the “appliance 
model” of the HW & SW combinations 
(Microsoft, IBM Cognos, Microsotrategy…). 

c. Most probably the very large data warehouses 
and complicated ETL tools and procedures will 
not dominantly leave the standard IT 
infrastructure, but some parts of the data 
(DaaS) and some parts of the analysis (AaaS) 
will be made available in the cloud 
environment. 
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3. Public cloud based IaaS for a BI system 

a. subscribe to an IaaS vendor (Savvis, Amazon, 
Microsoft, Rackspace,  GoGrid…) with “pay as 
you use” model on hardware and systems 
software and then buy and deploy your own 
ETL, DBMS and BI software 

4. Public cloud or externally hosted BI/DW PaaS for 
building your own cloud-based BI system (could be 
a multi-vendor or single-vendor BI PaaS offering) 

a. Build BI/DW platform as a Service (PaaS) 
option on public (or even externally hosted) 
cloud. 

b. An example of a multi-vendor option might be 
the combination of the RightScale, Talend, 
Vertica and Jaspersoft PaaS offering on 
Amazon EC2. 

c. An example of single vendor solution might be 
SAP BusinessObjects On-Demand, Birst, 
Indicee, PivotLink or similar. 

d. A key question here is: “Is Data Integration 
included?” and how are you going to handle it 
in your solution. 

5. Public cloud or externally hosted SaaS BI packaged 
analytical applications 

a. This is a fast growing market with many new 
(Cloud9 Analytics, Rosslyn Analytics, Lixto…) 
as well as traditional mainstream vendors 
(SAS, IBM Cognos...). These are pre-built 
solutions ready to be used, primarily interesting 
for small and medium businesses (SMBs), but 
also for some specific lines of business in large 
organizations. 

b. This option has the most potential for rapid 
implementation and integration of DaaS and 
AaaS as a part of the solution. 

6. Public cloud or externally hosted SaaS BI for 
operational reporting on cloud based operational data 

a. This is typically a cloud based reporting system 
on operational data from a cloud based 
transaction processing system such as 
SalesForce.com which is dominant in this area. 
An example could be CrystalReports.com for 
SalesForce. 

On the public cloud we have a complete set of 
possibilities; from plain IaaS (Infrastructure as a Service) 
all the way through to SaaS (Software as a Service) based 
packaged analytic applications. Obviously, it is the 
inclusion of the public clouds that makes things 
complicated. It should be noted that all scenarios at least 
implicitly open the doors for DaaS (Data as a Service) 
and AaaS (Analysis as a Service) service models. 

What kind of services can we expect in the cloud 
environment? Well, the obvious answer would be: “All of 
them!” meaning everything that we already have in 
traditional BI environments. And then some. This is 
probably not very realistic (maybe even not desirable) but 

it is certainly the truth that some entirely new areas are 
emerging with the introduction of cloud computing. 
Maybe the three (3) most important ones are: 

1. We can now gain access to large quantities of both 
structured and non-structured data (sometimes even 
from various sources). 

2. Even some short-living data may become the source 
for the complex analyses. The data will be discarded 
but the analysis based on it may live on for a 
considerable period of time.  

3. There is a rapidly growing need for both globally 
standardized (Semantic Web) and individually 
shaped[5] (Guardian Angels) metadata that might be 
dynamically created by analyzing associative context 
relations among data.  

a. Metadata is information that allows 
organizing, indexing, finding and using 
content. Metadata can exist at many levels 
ranging from simple descriptions of a thing or 
event, to observations of feelings about the 
thing or event and introduced by an observer, 
to statements or expressions of meaning or 
intention. Types of metadata and their 
independent or contingent relationships 
evolve with time. 

Another important consideration here might be the fact 
that the role of metadata (and associated business context) 
is probably going to become more and more important 
over time. The majority of architectural problems are 
caused by data, the rules of data exchange between 
different systems, the interpretation and manipulation 
(analysis) of that data on different platforms and the 
intrinsic lack of some kind of common framework that 
would facilitate the understanding of the actual meaning 
of some data. Cloud computing promises better 
connectivity of all kinds of data but this can also become 
the source of huge problems because differently structured 
(or unstructured!) data may actually describe some very 
similar patterns. Therefore, we must find a way to 
somehow standardize the process of generating and 
manipulating the metadata in order to recognize similar 
data in otherwise very different systems 

Most of these new opportunities result in entirely new 
areas like “Data Science”, and the root of most of them is 
the fact that we have to face new issues with (very 
unstructured, very large in quantity and very unpredictable 
in nature) various data on a daily basis. 

If we had to sort out a single most important difference 
between traditional and cloud environment, that it would 
most certainly have to be the data itself. Lots of data. Very 
large data warehouse may contain 100 terabytes (1012) of 
data but that is still much less than the amount of data 
stored in Facebook (>15PB), for example. In such cases 
we are speaking in terms of petabytes (1015), and the 
amount of data being used in some kind of analysis is still 
rapidly growing up. Very soon we shall start talking about 
exabytes (1018) or even zettabytes (1021) of data as the 
next frontier. Just for a comparison, the adult human brain 
has been estimated to store a limit of up to 2.5 PB of 
binary data equivalent. 
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Table I lists some interesting facts about existing PB 
cases today. 

TABLE I: EXISTING PB CASES TODAY 

Year Example Size (PB) 

 adult human brain 2.5 

1986 

The world's effective capacity to 
exchange information through two-way 
telecommunication networks (optimally 
compressed size) 

281 

1993 471 

2000 2,200 

2007 65,000 

2008 Teradata Database 12 compressed 
capacity 50 

2008 AT&T network transfers (per day!) 20 

2009 Google processing (per day!) 25 

2009 Large Hadron Collider production (per 
year) 15 

2009 World of Warcraft (game) 1.5 

2009 Avatar 3D rendering 1 

2009 
German Climate Computing Center 
(DKRZ) storage capacity for climate 
data 

60 

2010 BBC's iPlayer (used bandwidth per 
month) 7 

2011 Internet Archive 6 

2011 IBM have built the largest storage array 
ever 120 

2012 Cray began construction of the Blue 
Waters Supercomputer 500 

Obviously, the race for ever increasing sizes of data 
and memory continues at a very fast pace. Scientists 
regularly encounter this problem in meteorology, 
genomics, connectomics, complex physics simulations, 
biological and environmental research, Internet search, 
and finance and business informatics. New data provokes 
new requirements, new requirements result in new 
metadata, new metadata result in new analyses and all of 
that ultimately produces: some more new data. 

This entirely new territory is popularly called the “Big 
Data”. It is expected to become one of the most important 
areas of computing within the next few years and we shall 
briefly discuss it in the next section. 

V. THE “BIG DATA” CHALLENGE 

Today, the so called “Big Data” is one of the hottest 
topics in the industry today. It exceeds the processing 
capacity of conventional database systems; it is too big, 
moves too fast and often doesn't fit the structures of 

conventional database architectures. Big data consists of 
datasets that grow so large that they become awkward to 
work with using on-hand database management[8] tools. 
Difficulties include capture, storage, search, sharing, 
analytics and visualizing.  

We have already seen some real-life big data numbers 
and let’s have some more of it here. There are more 
people interacting with data or information than ever 
before. Between 1990 and 2005, more than 1 billion 
people worldwide entered the middle class which means 
more and more people who gain money will become more 
literate which in turn leads to information growth. Cisco 
predicts that the amount of traffic flowing over the 
internet will reach 667 exabytes annually by 2013. 

Big Data can be seen as a multi-phase problem 
including the acquisition, organization, storage, and 
analysis of large amounts of data originated in various 
sources and coming in multiple formats. 

Although most of the sources only discuss the first 
three[9] V’s form the list, according to Forrester Research, 
big data can be described by these four (4) independent 
dimensions (the so-called “4 V’s”), as described in  
Table II. 

TABLE II: FORRESTER’S 4V’S DIMENSIONS 

(1) Volume 

As we already saw in the previous section, the 
volume is typically measured in range of 
petabytes, although you may face somewhat 
smaller amounts (100’s of TB) of data that 
exhibit all other characteristics usually associated 
with big data 

(2) Velocity 

The big-data may often be time-sensitive and 
must be used as it is streaming in to the 
enterprise in order to maximize its value to the 
business. 

We can clearly see the increased point-of-
interaction (POI) speed. POI performance is 
increasingly perceived as a competitive 
differentiator (Web site response, inventory 
availability analysis, transaction execution, order 
tracking update, product/service delivery…) 

(3) Variety 
Big data extends beyond structured data, 
including unstructured data of all varieties (text, 
audio, video, click streams, log files and more) 

(4) Variability The same data can have different meanings and 
format over different time periods 

The potential for analytical use of big data is in the 
focus of interest for this paper and the most important 
questions here are: 

 How well are traditional (DB, storage, 
analytical tools…) technologies suited for the 
big data problems? 

 Is the cloud a proper environment to work 
with big data? 

Big data requires exceptional technologies to 
efficiently process large quantities of data within 
acceptable processing speed. Technologies being applied 
to big data include massively parallel processing (MPP) 
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databases, data mining grids, distributed file systems, 
distributed databases, cloud computing platforms, the 
Internet, and scalable storage systems. Most of the items 
from this list will not be found in any standard IT 
environment but this is about to be changed. 

The first thing that has been noticed about big data 
was gained as experience from early installations that 
encountered data problems of this size. Google, Facebook 
and similar service providers have been on the very front 
of this wave. Very soon they found out that some of the 
traditional technologies that worked (and are still 
working!) well in standard environment do not work that 
good in the world of big data, especially in the cloud 
environment. 

The majority of traditional data warehouses run on 
some relational or a columnar database and the most BI 
tools use SQL to access data from these DW. These 
databases are not designed to run natively on the cloud. 
On top of that, the optimizations performed on these DW 
such as horizontal partitioning (database sharding), 
indices, compression etc. don’t translate well into the 
cloud either since cloud is a horizontally elastic scale-out 
platform and not a vertically integrated, scale-up, system. 
Therefore, traditional SQL-based databases and 
multidimensional OLAP databases may not be the best 
choice for the big data in the cloud. Big players like 
Microsoft, Oracle, IBM and some others are working on 
redesigning their products to fit into this new 
environment, but in the meantime, many new ideas have 
been realized and used in practice. 

The technical foundation of this brave new world of 
big data bases its stronghold on two levers: 

1. Apache Hedoop - distributed (node-based) file 
system which, paired with the Google ReduceMap 
programming framework, represent the basis for big 
data infrastructure, and 

2. The so called NoSQL databases – a new breed of 
simplified DB products specifically aimed at big data 
scenarios 

One good example of such infrastructure would be 
Hortonworks Data Platform announcement represented in 
the Figure 1 (source: Hortonworks web & presentations). 

The two gray rectangles (HDFS and MapReduce) 
represent the core Apache Hedoop elements and 
everything else is some kind of specific platform 
extension. Let us briefly explain all elements here. 

HDFS (Hedoop Distributed File System) is the 
primary storage system used by Hedoop applications. 
HDFS creates multiple replicas of data blocks and 
distributes them on compute nodes throughout a cluster to 
enable reliable, extremely rapid computations. 

 

 
FIGURE 1. HORTONWORKS DATA PLATFORM 

MapReduce is a framework for processing highly 
distributable problems across huge datasets using a large 
number of computers (nodes), collectively referred to as a 
cluster (if all nodes use the same hardware) or a grid (if 
the nodes use different hardware). Computational 
processing can occur on data stored either in a filesystem 
(unstructured) or in a database (structured). The two steps 
in the MapReduce process are: 

 Map - the master node takes the input, partitions it 
up into smaller sub-problems, and distributes them to 
worker nodes. A worker node may do this again in 
turn, leading to a multi-level tree structure. The 
worker node processes the smaller problem, and 
passes the answer back to its master node.  

 Reduce - the master node then collects the answers 
to all the sub-problems and combines them in some 
way to form the output – the answer to the problem it 
was originally trying to solve. 

MapReduce allows for distributed processing of the 
map and reduction operations. Provided each mapping 
operation is independent of the others, all maps can be 
performed in parallel – though in practice it is limited by 
the number of independent data sources and/or the number 
of CPUs near each source. Similarly, a set of 'reducers' 
can perform the reduction phase - provided all outputs of 
the map operation that share the same key are presented to 
the same reducer at the same time. While this process can 
often appear inefficient compared to algorithms that are 
more sequential, MapReduce can be applied to 
significantly larger datasets than "commodity" servers can 
handle - a large server farm can use MapReduce to sort a 
petabyte of data in only a few hours. The parallelism also 
offers some possibility of recovering from partial failure 
of servers or storage during the operation: if one mapper 
or reducer fails, the work can be rescheduled – assuming 
the input data is still available. 
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Hive is a data warehouse system for Hedoop that 
facilitates easy data summarization, ad-hoc queries, and 
the analysis of large datasets stored in Hedoop compatible 
file systems. Hive provides a mechanism to project 
structure onto this data and query the data using a SQL-
like language called HiveQL. At the same time this 
language also allows traditional map/reduce programmers 
to plug in their custom mappers and reducers when it is 
inconvenient or inefficient to express this logic in 
HiveQL. 

Pig is a high-level data-flow language and execution 
framework for parallel computation. Pig offers SQL-style 
high-level data manipulation constructs which can be 
assembled in an explicit dataflow and interleaved with 
custom “Map and Reduce” style functions or executable. 
Pig programs are compiled into sequences of Map-Reduce 
jobs, and executed in the Hedoop Map-Reduce 
environment. Both Pig and Hedoop are open-source 
projects administered by the Apache Software Foundation. 

HBase is an open source, non-relational, distributed 
database modeled after Google's BigTable and is written 
in Java. It is developed as part of Apache Software 
Foundation's Apache Hedoop project and runs on top of 
HDFS providing BigTable-like capabilities for Hedoop. It 
provides a fault-tolerant way of storing large quantities of 
sparse data. 

HCatalog is a metadata abstraction layer for 
referencing data without using the underlying filenames or 
formats. It insulates users and scripts from how and where 
the data is physically stored. 

ZooKeeper is a centralized service for maintaining 
configuration information, naming, providing distributed 
synchronization, and providing group services. All of 
these kinds of services are used in some form or another 
by distributed applications. Each time they are 
implemented there is a lot of work that goes into fixing the 
bugs and race conditions that are inevitable. Because of 
the difficulty of implementing these kinds of services, 
applications initially usually skimp on them, which make 
them brittle in the presence of change and difficult to 
manage. Even when done correctly, different 
implementations of these services lead to management 
complexity when the applications are deployed. 

Ambari is a monitoring, administration and lifecycle 
management project for Apache Hedoop clusters. Hedoop 
clusters require many inter-related components that must 
be installed, configured, and managed across the entire 
cluster. 

Just as an illustration of how far has all this gone 
today, Figure II shows client connectivity with Cloudera 
(another Hedoop oriented company) platform for Tableau 
7.0 (one of the leading vendors in the area of traditional BI 
tools) product. 

 
FIGURE 2. CLOUDERA CLIENT CONNECTIVITY 

To gain value from this data, we must choose an 
alternative way to process it. Its value to some 
organization falls into two categories:  

1. Analytical use, or 

2. Enabling new products 

Although Big Data Analytics systems insist on system 
performance, commodity infrastructure, and low cost, it is 
usually connected with big money, too. There should be 
no surprise about this because useful analysis of some 
problem that has big data associated with it may reveal 
some alternative approaches and improvements that will 
ultimately save some money in the process. As big data is 
all about big numbers, the small savings may quickly 
accumulate to very significant amounts of money. There 
are many examples of this, but one of the most convincing 
is about the U.S. power grid. At some places it is over 100 
years old, outdated and not at all flexible and adjusted to 
actual needs. According to the U.S. Department of 
Energy, if the existing grid was only 5 percent more 
efficient “The energy savings would equate to 
permanently eliminating the fuel and greenhouse gas 
emissions from 53 million cars”. And that, by any 
standard imaginable, is very, very big money indeed. 

The phenomenon of big data is closely tied to the 
emergence of data science, a discipline that combines 
math, programming and scientific instinct. Benefiting 
from big data means investing in teams with this skillset, 
and surrounding them with an organizational willingness 
to understand and use data for advantage. 
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VI. CLOUD & MOBILE, A MATCH MADE IN HEAVEN 

It is very interesting effort to compare two very 
different things like mobile computing and cloud 
computing. We all know that mobile devices are small and 
therefore we “feel” that mobile computing does not 
involve very big and complex architectures and 
infrastructure. A very common perception is that a cloud 
has to be “something big” while mobile has to be 
“something small” and that the two of them do not have 
much in common. It is not entirely false but it would be 
very wrong to draw conclusion that there is no place for 
mobile computing in the “cloudy” world. As we shall see 
shortly, it is quite the opposite. 

Let us start with some pretty obvious argument. First 
of all, a mobile application, especially mobile BI 
application, has to work with some kind of data. The data 
might be temporarily stored locally for performance 
reasons, but most probably it will reside somewhere else. 
The exact location may depend on the nature of the data, 
security constraints and the purpose of the application. 

We believe that it is very important to acknowledge 
that this data may not always come from the same place. 
In standard computing environments and architectures this 
data would probably be somehow centralized in a single 
place. If we are dealing with large companies or a public 
sector this would typically be some well-maintained data 
warehouse (or a data mart) with highly structured data. 
But it is also increasingly probable that our application (or 
at least some particular request) may not work well if it 
does not have an access to other, mainly unstructured data 
as well. We can also see a need for a mobile application to 
present (visually properly formatted and displayed to the 
end user) information that may be very limited in amount 
(perhaps a couple of rows or even a single number) but 
still extremely useful from a business perspective. A 
complex trend calculation may be an example of this kind. 
It would be impossible to run this calculation on a mobile 
device itself, but it is entirely possible to do it in 
background and return the results back to the mobile 
client. Granted, we do not need a cloud for that but, if you 
remember, earlier in this paper we have already 
introduced the concepts of DaaS and AaaS as proposed 
extensions to the NIST definition. 

Having that in mind, there is absolutely nothing that 
may be preventing mobile clients to use these very same 
types of cloud services. On the contrary, we believe that 
mobile clients are very likely to be among the first to do 
that. 

What types of business problems should be addressed 
with “mobile in the cloud” solutions? It should not be too 
complicated to identify the candidates. The variety of 
potentially interesting data, its wide dispersion and 
possibly high volume (as in the case of “big data” 
discussed earlier) makes an excellent case for bringing 
together the cloud architecture of distributed data and 
services and needs of mobile clients. 

Recognizing potentials is just the first step on the path 
towards successful “marriage” between mobile and cloud 
world. It can be considered as an “engagement” but for a 
complete success it has to be followed by the next step 

which is, of course, identifying actual opportunities. 
Therefore, in order to complete this promising 
“relationship” between mobile and cloud computing, we 
must answer at least the following question: “What types 
of cloud usage scenarios and accompanying services 
(existing or still non-existing) will be most important in 
the near future?” 

We believe that there are at least four (4) very 
different usage scenarios here: 

1. Accessing some kind of corporate data 

2. Accessing combined data compiled together from 
different origins (possibly different clouds); most 
probably it would be in the form of an analysis (the 
actual result could even be a single number!) of 
some kind that is otherwise not available because 
you need a specialized DaaS & AaaS services in 
order to perform and deliver the results of such 
analysis 

3. Accessing all kinds of highly distributed data 
generated within different social (both public and 
private) networks 

4. Storing data that has originated on mobile devices 
(most probably tablets) in the cloud 

The first case of corporate data is something that’s 
going to be increasingly important, especially in various 
self-service BI scenarios. This is already being done for 
some time and we believe that this trend is going to 
continue in the future. One of the most promising areas 
here might be within various CRM implementations that 
are gaining in popularity in the last couple of years. 

The combined “multi-cloud” scenario is highly 
important for making strategic business assessments in a 
very short period of time. We are speaking about 
specialized services that are able to provide both data 
(coming from several or even many different sources) but 
also some insight to that data (the analysis) to the end 
users who are willing to pay for this kind of a service. 
This scenario may have the characteristics of cooperative 
BI in a sense that companies may be willing to 
(anonymously) share some important information with all 
other participating companies (most probably from the 
same vertical industry) in order to get accurate 
comparisons of various performance indicators. That, of 
course, is the cornerstone of the benchmarking process. 

It should also be pretty obvious that mobile devices 
may often be used to access data that is not primarily of 
the corporate nature (related to your business) but, instead, 
individuals may be more interested in exploring data that 
are generated within the operations of various social 
networks, for example. Those cases are often referred to 
as “Social Intelligence”, a specific BI domain that 
primarily analyzes this kind of information. It is often the 
case of large volume data, potentially sometimes even a 
“big data” with a short-term validity or availability. 

Finally, the last case is significantly different from the 
previous three because instead of pulling data and results 
from the cloud to the mobile device, it does exactly the 
opposite: transfers the collected data from the mobile 
device to the cloud. 
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Some of these scenarios (case 1) are already being 
exploited, not necessarily in the cloud environment, but 
this is only a matter of time. The advancements in 
available mobile client technologies will further broaden 
the availability of this kind of solutions. Some other 
scenarios  (case 2) are only partially available and the 
reason for that is twofold: we are still speaking about 
emerging technologies (cloud computing is still in its very 
early stages) and many companies are simply not ready 
yet to expose its data to the mobile devices, let alone to 
actively participate in cooperative BI efforts mentioned 
earlier. However, this is also just a matter of time because 
companies around the world are rapidly [2] implementing 
all kinds of mobile BI solutions. 

And finally, we already see the enormous interest of 
(prevalently young) individuals from all around the world 
in various aspects of social networking. Very large 
amount of both structured and unstructured data is being 
collected every single day but there is still very little 
support for integration and analysis of this data. If you 
keep in mind that smart phone is becoming the preferred 
way to access the social network it is only logical that this 
same device become not only the main source of data 
about the users participating in the same social networks 
but also a principal consumer of the analysis performed on 
that very same data (cases 3 & 4).  

There are quite a few additional services available for 
some of the existing social networks (mostly for 
“Tweeter”) and some of them offer various analytical 
capabilities that can be considered as an example of the 
early stage of true AaaS expected in the future. 

Data is tamed and understood using computer and 
mathematical models. These models, like metaphors in 
literature, are explanatory simplifications. They are useful 
for understanding, but they have their limits. A model 
might spot a correlation and draw a statistical inference 
that is unfair or discriminatory, based on online searches, 
affecting the products, bank loans and health insurance a 
person is offered, privacy advocates warn. 

However, new opportunities also bring new dangers. 
Big data can be very useful, but it can also easily be 
misunderstood and misinterpreted, sometimes with 
malice. Just by having a huge amount of data does not 
mean it is more worthy than much smaller, carefully 
chosen set of representative data. Not everything can be 
properly explained only by using statistical methods, no 
matter how advanced they might be. 

VII. CONCLUSION 

Cloud computing is becoming very popular as it 
promises higher availability and scalability at a lower cost. 
This may not always be true and there are many complex 
issues involved in your decisions, whether you are 
offering cloud services, using them or developing 
software to be used in a cloud environment. In any case, 

we must understand the definition of the cloud as well as 
what is missing from it. 

If we accept the cloud computing as next step along 
the path of distributed computing it will immediately 
become apparent that the definition should be somewhat 
altered to accommodate for new types of service models 
that have not been incorporated in the existing NIST 
definition. This paper specifically proposes two such 
extensions, DaaS and AaaS that already are or will 
become very important in the near future. Both of them 
are derivatives of a simple fact that data (and the ability to 
analyze those data) should somehow be recognized as 
important element in cloud computing. That brings us to 
the second major point affecting BI in the cloud: the big 
data story. 

Naturally, BI cannot be left behind these new trends 
and it is important to understand not only what the cloud 
is, but also what kind of new challenges it brings to the 
picture, how is it different from standard environment and 
what are the implications on the application and overall 
solution architectures. 

Finally, it is interesting to see how two seemingly 
different worlds, the world of interconnected clouds and 
the world of mobile devices may fit perfectly together. 
Even more interesting (and important) is the fact that it is 
BI in combination with both DaaS and AaaS that will 
mostly benefit of this unexpected marriage. 
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