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Abstract— In this paper, the architecture of a fully pipelined 

discrete cosine transform (DCT) hardware accelerator for a 

JPEG encoder is proposed. The integration of the accelerator 

into the parallel ultra-low power (PULP) platform is also 

demonstrated. The accelerator architecture is divided into two 

one-dimensional transform cores with one transpose buffer 

between them. With the designed accelerator, it is possible to 

calculate one 2D DCT operation in 32 cycles with a latency of 80 

cycles. The JPEG DCT hardware accelerator is integrated into 

the PULP cluster as a separate processing element (PE) and 

successfully implemented on the Xilinx ZC706 evaluation board. 

The accelerator can achieve the performance of up to 1.78M 

transformations per second working on the clock frequency of 57 

MHz. 
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I.  INTRODUCTION 

Heterogeneous Research Platform (HERO) [1] is the 
combination of open-source parallel many-core accelerator 
based on Parallel Ultra Low Power (PULP) [2] platform and 
ARM Cortex-A multicore host processor running full-stack 
Linux. Such systems are also called Heterogeneous Embedded 
System on Chip (HESoC) where the general-purpose host 
processor is used in combination with programmable many-
core accelerators (PMCAs). The PULP platform is a silicon-
proven PMCA composed of clusters of reduced instruction set 
computer (RISC-V) cores implemented on field programmable 
gate arrays (FPGA) that can cover a wide range of performance 
requirements by scaling the number of cores or adding domain-
specific extensions. The PULP platform is built of blocks that 
are exchangeable and modifiable, so it is possible to modify the 
architecture to match individual research targets. JPEG (Joint 
Photographic Experts Group) is a widely used image 
compression standard for lossy compression of digital images 
[3][4]. Even though JPEG became the standard a long time 
ago, it is still one of the most common standards for image 
compression, which is shown by the fact that 73.9% of all 
websites use JPEG [5]. The JPEG standard is based on the 
discrete cosine transform (DCT), firstly proposed by Nasir 
Ahmed [6]. DCT is a mathematical operation that transforms a 
block of pixel data from the spatial to the frequency domain. In 
the transformed domain, the high-frequency coefficients do not 
contribute much to the overall image perception and hence 
these coefficients can be quantized more strongly, which 
allows an adjustable level of compression with high efficiency. 

In this paper, the architecture of a fully pipelined DCT 
hardware accelerator for a JPEG encoder is proposed. The 

integration of the accelerator into the PULP platform is also 
demonstrated. This work is part of an ongoing project [7] that 
investigates future heterogeneous computing system 
architectures with specialized computing units for the most 
important application domains, such as artificial intelligence, 
cryptography, and video/image processing. As part of the 
research, JPEG DCT was selected as one of the most common 
computing kernels in the domain of image and video 
processing, and therefore the motivation to implement such an 
accelerator emerged.  

This paper is structured as follows: Section II explains the 
fast algorithm that will be used to implement the DCT core. 
Section III will propose the design of the hardware accelerator 
architecture. Section IV will show how to integrate a hardware 
accelerator into a PULP platform. Section V presented the 
synthesis results and estimated power analysis. Finally, section 
VI concludes the paper. 

II. ALGORITHM 

DCT is very suitable for image compression algorithms so 
many studies focused on developing fast algorithms to execute 
this transform. Chen, Smith, and Fralick in their work [8] 
proposed the first fast DCT algorithm. Later, hardware 
solutions in the form of very large-scale integration (VLSI) 
chips were also proposed. Very successful were Arai, Agui, 
and Nakajima [9], who proposed a modified solution 
previously proposed by Winograd [10], where they managed to 
reduce the number of required operations by using the 
symmetry property. Kovač and Ranganathan [11] proposed a 
modified version of that algorithm that is currently the most 
efficient hardware implementation of DCT. In this paper, the 
fast algorithm they proposed is used to implement the DCT 
core. The baseline algorithm of a JPEG encoder can be divided 
into basic parts such as color conversion, block division, 
transformation, quantization, and entropy coding. It is known 
that DCT transformation is the most compute demanding 
operation in the encoder. The JPEG encoder uses a two-
dimensional forward DCT-II transformation that is performed 
over 8×8 pixel blocks.  

Two-dimensional DCT transformation has a separability 
property that allows the entire operation to be executed as two 
separate one-dimensional transformations, one over all rows 
and the other over all columns of the input matrix. Using this 
feature, it is possible to implement simple and more efficient 
hardware and software solutions. 
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Step 1: 
b0 = a0 + a7; b1 = a1 + a6; b2 = a3 - a4; b3 = a1 - a6; 
b4 = a2 + a5; b5 = a3 + a4; b6 = a2 - a5; b7 = a0 - a7; 

Step 2: 
c0 = b0 + b5; c1 = b1 - b4; c2 = b2 + b6; c3 = b1 + b4; 
c4 = b0 - b5; c5 = b3 + b7; c6 = b3 + b6; c7 = b7; 

Step 3: 
d0 = c0 + c3; d1 = c0 - c3; d2 = c2; d3 = c1 + c4; 
d4 = c2 - c5; d5 = c4; d6 = c5; d7 = c6; d8 = c7; 

Step 4: 
e0 = d0; e1 = d1; e2 = m3 * d2; e3 = m1 * d7; e4 = m4 * d6; 
e5 = d5; e6 = m1 * d3; e7 = m2 * d4; e8 = d8; 

Step 5: 
f0 = e0; f1 = e1; f2 = e5 + e6; f3 = e5 - e6; 
f4 = e3 + e8; f5 = e8 - e3; f6 = e2 + e7; f7 = e4 + e7; 

Step 6: 
S0 = f0; S1 = f4 + f7; S2 = f2; S3 = f5 - f6; 
S4 = f1; S5 = f5 + f6; S6 = f3; S7 = f4 - f7; 

Where ai are input elements, Si are output DCT coefficients 
and mi are fixed multipliers defined as: 

m1 = cos(4π/16); 
m2 = cos(6π/16); 
m3 = cos(2π/16) - cos(6π/16); 
m4 = cos(2π/16) + cos(6π/16);  

 

Figure 1. Flowgraph of fast 1D DCT algorithm 

Figure 2. Data flow of multiplexed MCM unit 

III. DESIGN AND IMPLEMENTATION 

An important design requirement of this accelerator is to 
use maximum data throughput during computation with 
optimal power consumption and area utilization. To achieve 
this, it is important to understand the properties of the platform 
used and the algorithm being implemented. In a PULP cluster, 
hardware processing engines (HWPEs) communicate with 
shared multi-banked scratchpad memories (SPMs) using the 
tightly coupled data memory (TCDM) protocol with 32-bit data 
bus width. Since the JPEG encoder uses 16-bit values, it would 
be optimal to make the accelerator architecture process two 
values per cycle.  

The selected fast algorithm (Fig. 1) has a convenient step 
structure that can be pipelined in the architecture. In the 
proposed architecture (Fig. 3), double stage buffers are added 
between each step, which on one side serve to store the results 
from the previous step and on the other side serve as input 
values of the next step. The algorithm requires 4 cycles to load 
an 8 elements vector before starting. It is desirable to achieve 
that each subsequent step in the pipeline also lasts the same 
number of cycles or less. Therefore, a second adder has been 
added in steps that use more than 4 addition operations to avoid 
latency increase. The fourth step of the algorithm uses fixed 
multiplier values that are not integers. To avoid the use of 

complex multiplier units, fixed-point arithmetic was used 
where the multiplier values are scaled with 216. These scaled 
multipliers are then implemented as add-shift trees, which is 
the most efficient method of performing multiplication with an 
integer constant. Because the multiplication operation is used 
five times in this step, a minimum of two multipliers is 
required to avoid violating the cycle limit. Single constant 
multiplication (SCM) and multiplexed multiple constant 
multiplications (MUX-MCM) are used. The difference 
between them is that the MUX-MCM can multiply the input 
value with several different constants by changing the data path 
and reusing the structure of the same tree (Fig. 2). The data 
flow for these multipliers was constructed using tools 
developed as part of the SPIRAL project [12].  

To perform the entire two-dimensional transformation, it is 
necessary to pass the data through the 1D DCT core twice, but 
in a different direction. Therefore, a transpose unit is added to 
the data path between the two cores. The transpose unit on the 
input side receives an 8×8 matrix at a rate of two values per 
cycle and outputs the values of that matrix in the transposed 
order. A simpler solution would be to use two synchronized 
memory buffers with the same size as the input matrix, where 
one is used to store input values and the other to read output 
values. A more efficient solution that requires only one 
memory buffer can be achieved by dynamically changing the 
direction of writing and reading data into the buffer. This 
method takes advantage of the fact that once the values are 
brought to the output, their memory locations can be reused. 
Input values are written to the locations of the values sent to 
the output. After each completed transposition operation, the 
direction of both writing and reading changes. As shown in 
Fig. 4, if the buffer is filled horizontally in the first step along 
the black path, in the next step, it is emptied along the orange 
path. The freed space is immediately filled with new data along 
the orange path, and the cycle repeats.  
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Figure 3. Pipeline architecture of proposed 1D DCT core 

Figure 4. Different directions (black and orange) of writing and reading in the 
transpose memory buffer 

IV. INTEGRATION 

 The PULP platform has a multi-cluster architecture which 
allows it to be extremely scalable. Multi-banked, software-
managed SPMs and multi-channel direct memory access 
(DMA) engines are used in the cluster instead of the data 
cache. The cluster (Fig. 5) has Processing Elements (PEs) that 
use data from the shared L1 SPM with which they are 
connected over low-latency interconnect. The DMA engine is 
used to transfer data between local L1 SPM and remote 
memories. PEs also have access to instruction cache and 
internal auxiliary processing units (APUs) that can be used to 
share compute units such as floating-point units (FPU). 

The system is highly configurable, which allows it to 
change the number of clusters and the number of PEs and 
SPMs in each cluster. In the default configuration, PULP has 
one cluster containing eight 32-bit RISC-V PEs. To test the 
proposed accelerator, the default system configuration is not 
changed. The JPEG DCT accelerator tile is added as another 
PE in the cluster along with other RISC-V cores. The 
accelerator has a simple workflow in which it first loads a 
block of data from the source address, sends that data to the 
DCT accelerator core, and saves the results after the 
transformation to the destination address. Source and 
destination addresses are pointing to the allocated memory in 
the shared L1 SPM. The address values are signalled to the 
accelerator by the host via a control register set. The 
accelerator control register set can be accessed through the 
peripheral bus. The host must ensure that sufficient space is 

allocated at the destination memory location before starting the 
accelerator. After starting the accelerator using the start control 
register, the end of the operation is signalled in the status 
register. To communicate with shared L1 SPMs, the accelerator 
uses two TCDM buses, one for the reading and one for the 
writing. For the purposes of this paper, the ability to process 
multiple blocks in a row is disabled. This limitation simplifies 
the design a bit in the sense that in the input process, it can be 
expected that the accelerator is always ready. The input process 
pushes the data into the pipeline of the accelerator, and since 
the whole block is retained in the transpose buffer, no 
congestion can occur. But on the output side, the accelerator 
can deliver results faster than the output process can write them 
to the destination address. The TCDM bus may be congested, 
so the output process may have to wait longer for the write 
request to be granted. Therefore, it is necessary to have the 
FIFO buffer at the output. 

V. RESULTS 

The goal of this work was to design and fully integrate the 
accelerator solution on the HERO platform and optimize for 
power. The PULP platform with the JPEG DCT hardware 
accelerator was successfully implemented on the Xilinx ZC706 
evaluation board. Since one of the main design requirements is 
optimal energy consumption and area utilization, we will study 
the synthesis results regarding these parameters. In the test 
environment, the accelerator is placed out of context on the 
target board. The implementation of the core is tested with 
different directives in synthesis and different clock constraints. 
The results of energy consumption estimation and total area 
utilization is measured and analyzed. In estimating energy 
consumption, high probabilities for switching the signal value 
are used to simulate the theoretical maximum load. Finally, the 
maximum operating frequency of the circuit is measured when 
using different directives (Table I.). It can be seen from the 
graph (Fig. 6) that using the area optimized directive during the 
synthesis, a reduction in the predicted energy consumption can 
be obtained of up to 9.2% depending on the operating 
frequency used. Additionally, a 7.7% reduction is achieved in 
area utilization. It easily can be concluded that this is the 
optimal way of optimization during synthesis, especially in the 
case when a platform has low-power requirements. 

Since the accelerator is fully pipelined and can process two 
values per cycle, it can be easily calculated that 32 cycles are 
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Figure 5. Diagram of PE accelerator integration 

Figure 6. Frequency vs. dynamic power 

required for one 2D DCT operation. When calculating the 
input-to-output latency, it is first necessary to calculate the 
latency for each part of the accelerator separately. The data 
passes through two 1D DCT cores, each of which has 24 cycles 
of latency. A transpose buffer with a latency of 32 cycles is 
also in the pipeline, which gives a total latency of 80 cycles. 

TABLE I. MAXIMUM PERFORMANCE VALUES 

Directive 

Max. 

Freq 

(Mhz) 

LUT FF 

Total 

Power 

(mW) 

Performance 167.5 3700 5616 759 

Area 160.3 3437 5602 712 

After integration, the HERO platform allows 
communication between the ARM processor and the 
accelerator. To access the control registers set of accelerator, its 
base address must be calculated. This is done using defined 
address offsets. The first offset points to the beginning of the 
cluster address space, the second offset points to the beginning 
of the peripheral address space inside of the cluster, and the last 
offset points to the first register in the accelerator address 
space. Starting from the base address, there are four 32-bit 
control registers, used to set the source and destination 
addresses and manage the state of the accelerator. The 
addresses of the registers are converted into volatile integer 
pointers which can be used for reading and writing. The input 
data must be allocated on the L1 SPM using special functions 

provided by the HERO platform. The cluster have 256KiB of 
L1 memory that the accelerator can use. The clock frequency 
on the cluster for the ZC706 board configuration is 57 MHz 
which allows the accelerator to perform up to 1.78M 
transformations per second. For comparison, a classic CPU 
with a clock frequency of 1.8 GHz is performing only 274K 
transformations per second using the same fast algorithm. 

VI. CONCLUSION 

Heterogeneous Embedded System on Chip (HESoC) is a 
very interesting research area in industry and academia. The 
reconfigurability and accessibility of the HERO platform 
enabled simple and efficient integration of accelerators for an 
application-specific purpose, which proved that this platform is 
extremely useful in the research of heterogeneous architectures. 
The JPEG DCT accelerator was integrated into the PULP 
platform in the form of a processing element and implemented 
on the Xilinx ZC706 evaluation board. The accelerator can 
achieve the performance of up to 1.78M transformations per 
second working on the clock frequency of 57 MHz which is 
significantly more than a CPU with an operating frequency of 
1.8 GHz. 
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