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Abstract—Every day, many firewall logs are generated that
contain a lot of useful information about devices and applica-
tions in the network. In this paper, we try to detect network
applications using only data in firewall logs. Detection of such
applications could be used for audit, gaining a better visibility
into the network, and to create better firewall policies. Two
approaches were implemented for network application detection,
one based on the classification methods and the other based
on distances between samples using three different metrics. The
methods we experimented with were based on ports and IP ad-
dresses only. The analysis of ports was done to reduce the number
of different ports used as features for classification. In addition to
the methods implemented, a measure of certainty was developed
based on the number of different ports used for classification.
Based on the partial knowledge of the target environment, the
methods were continuously improved, from which conclusions
were drawn and results presented. In reviewing the results, an
analysis of the results of the two approaches was carried out.
The approaches were compared based on the advantages and
disadvantages of each approach in terms of the information they
provide.

Index Terms—network applications, firewall, logs, classification

I. INTRODUCTION

In today’s networks, a large amount of logs are generated
on a daily basis. These logs contain a lot of useful information
about devices and applications. Particularly interesting and
important is the log generated by a firewall, which contains in-
formation about established connections between applications
connected via different firewall interfaces.

Applications used to be directly associated with the network
service they provided. For example, there was a Mail Transfer
Agent (MTA) that offered only SMTP service. Then there
was the Mail Delivery Agent (MDA), which allowed users
to retrieve email via the POP or IMAP services. However,
modern network applications are complex and regularly use
more than just services, e.g. Microsoft Exchange server which
offers SMTP, IMAP and POP services in a single, tightly
integrated application.

The question we tried to address in this paper was whether
it is possible to detect network applications - complex or not
- on the internal network using only firewall logs. If this is
possible, it could be used for audit, gaining a better visibility
into the network, and to create better firewall policies.

When auditing a network, the auditor either does not know
what network applications are on the network or wants to
check the validity of the information provided, if they have

that information. Someone auditing or managing a firewall
is working with low-level firewall rules (ports, IP addresses,
protocols), which makes it difficult to understand what applica-
tions are allowed to pass through the firewall. In other words,
it is difficult to deduce from different rules that they have
been inserted as a group that allows the use of an application.
With a method of detecting network applications and then
grouping firewall rules, one gains a better visibility into the
network that the firewall is supposed to protect. Finally, we
hypothesise that a more secure firewall configuration can be
achieved by first determining which applications should be
allowed through the firewall (i.e. if high-level policies are in
place) and then translating these policies into firewall rules.
Detection of network applications could help with this by
allowing administrators to enumerate network applications and
then create policies for them.

In this paper, we try to detect network server applications
using only data in firewall logs. This data includes source and
destination IP addresses and ports, as well as the protocols
used (tcp or udp). Therefore, the methods we experimented
with are based only on ports and IP addresses. Specifically,
we experimented with different machine learning algorithms
to find the best one for the task. The results presented in this
paper were obtained in iterations with continuous improvement
of the methods in accordance with the partial knowledge of
the target environment.

The structure of this paper is as follows. Section III de-
scribes the firewall log data and a list of known network
applications that we use in this paper. Section IV describes the
methods for detecting applications in firewall logs, including
the method for extracting characteristic ports and features,
and the classification procedure itself. The results of the
classification and its analysis are presented in Section V, as
well as the comparison with alternative methods. Section II
summarises the work found in the field of this paper. Finally,
a conclusion based on the results of this work is drawn in
Section VII.

II. RELATED WORK

The field of firewall logs analysis, and in particular logs in
general, is very broad and touched by many different works.
When we look at firewall logs analysis in general, we can
see several different purposes of such analysis, but almost
all of them have a common area of network security. The
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ultimate goals of firewall log analysis include dynamically re-
ordering security rules [1], analyzing and detecting anomalies
in network traffic [2], [3], searching for anomalous records
[4], accurately describing threats lurking on a system [5], and
detecting online attacks using firewall logs [6]. Firewall logs
can be used in combination with other logs, such as application
logs to prevent intrusions [7] and proxy logs to detect infected
hosts [8].

In addition to the general analysis of firewall logs, there is
also work more closely related to the topic of this paper, and
they deal with the classification of firewall logs themselves.
In [9], the classification of logs with the SVM classifier with
the goal of controlling Internet traffic, while in [10], the logs
were classified using a shallow neural network to improve the
operations of the firewall. It is also possible to classify and
analyze events generated by the firewall to identify possible
intrusion scenarios [11].

Nmap is one of the most popular open source solutions for
tracing open ports and also has a function for tracing services
and their versions.

As for the data itself and its processing, we can highlight
the work [12], which explores standard collections for firewall
log data that would speed up their analysis. If we talk about
feature selection in firewall log analysis, we can highlight the
works [13] and [14].

III. DATA FOR NETWORK APPLICATION DETECTION

The input for the development of a network application
detection method consisted of two data sets. The first data set
was firewall logs and the second data set was a small sample
of IP addresses and network applications running on them.

A. Firewall logs

The firewall logs used in this study were from a control
industrial network used in a production. The network contains
78 firewalls and over 3000 IP addresses. The logs we used
combined data from all firewalls and amount to about 9 GB
of data per day. Each log file contains records for a single
day of communication. These only contain SYN segments for
communication via the tcp protocol. In addition to the tcp
protocol, the udp and icmp protocols are also present. For this
paper we used the logs from six days.

The logs are in CSV format and contain one record per line.
Each record contains a number of fields, the most interesting
and important of which for this study are: Source IP address,
Source port, Destination IP address, Destination port, Protocol
and Firewall action.

In some of these records, values for selected fields may
not be recorded. In this case, they have the value N/A. All
these records that have the value N/A in any of the important
fields were removed. Depending on the Firewall action field,
which specifies what the firewall will do with the requested
connection, only connections with the values "accept" and
"allow" were considered.

TABLE I
OBSERVED NETWORK APPLICATIONS AND ASSOCIATED IP ADDRESSES

Network application IP addresses
AD server 143.239.227.17, 143.191.227.17

143.214.119.18, 143.246.242.193
Fileshare 143.239.227.193

Proxy server 143.239.149.38, 143.239.149.39
Mail server 143.239.149.196

Network monitoring 143.239.99.20
SCADA server 143.239.143.65, 143.191.143.67

SCADA devices in Electrical power facilities 143.91.187.21, 143.91.179.13
Other 143.239.157.50, 143.239.157.51,

143.239.157.52, 143.239.99.38,
143.239.227.24, 143.239.227.25

B. A list of known network applications

The second dataset we had was a list of IP addresses and
the network applications running on them, Table I. This data
set was much smaller, around 20 or so IP addresses. The
applications we observe are: Active directory (AD) server [15],
Fileshare, Proxy server [16], Mail server, Network monitoring,
Supervisory Control and Data Acquisition (SCADA) server
[17], and SCADA devices in Electrical power facilities [18].
In addition, we have included in the Table I the group "Other".
In this category we have included some IP addresses that do
not belong to any of the applications we observed. These IP
addresses belong to VMware ESXi, Cisco Secure Network
Analytics Manager and Antivirus Management.

We used this data to search the logs for the given IP
addresses and the number of each port open on them. This
information is further used for training the classifier.

IV. EXPERIMENTS

The entire process of detecting network applications in
firewall logs, is divided into several steps, which are shown in
Figure 1. The general idea in performing this analysis is to use
destination ports from loaded firewall logs as features for our
classifier. Then we use the multicollinearity detection method
to further reduce the number of features. Once the data is split
into a training set and a prediction set, we can give it to our
classifier and get the results.

Fig. 1. Steps in detecting network applications in firewall logs

A. Feature extraction

The first question we asked is which ports are relevant
to each application, since we use them as features in our
classification. To answer this question, we performed an
analysis to obtain a set of characteristic ports. The analysis
was performed in such a way that we counted the number
of different ports that occur in log records whose destination
IP address is one of the IP addresses from the Table I. We
combined this information with known network applications



TABLE II
FREQUENCY OF OCCURRENCE OF PORTS IN CONNECTIONS TO

APPLICATIONS

Network application Total number of ports Ports with highest occurrence
AD server 10003 389, 88, 53
Fileshare 10 445, 49156

Proxy server 1 8080
Mail server 3 995, 25

Network monitoring 9 162, 5558
SCADA server 33 2236, 6201, 6209,

6211, 6210, 6207, 6222
SCADA devices in

Electrical power facilities 1 2404

for these IP addresses to determine the number of different
open ports for each network application.

The result of the analysis are shown in Table II. The first
column of the table lists the network applications we were
given, while the second column lists the total number of
destination ports that occur in connections to IP addresses
for that network application. The third column lists the most
characteristic ports for each network application, based on the
criterion that this port occurs in at least 1% of all connections
to the observed application.

In total, we were able to track down 10006 different
ports. Although this is a seemingly huge number of ports,
most of them, 10003 to be precise, relate to the AD server.
However, the Proxy server and SCADA devices in Electrical
power facilities are specified with only one port, while the
Mail server is specified with three ports. The Fileshare and
Network Monitoring are specified with about ten ports and
the SCADA server with about 30 ports. If we discard the
ports that participate with less than 1% in the connections
for each application, we are left with only 18 ports that do
not overlap between the applications. From the selected ports
for AD Server, we can see that port 389 is the most common,
which corresponds to the AD Server documentation [19] as
the most important port.

Since we have examined an extremely large set of ports,
classification would be very slow if we used them all as
features. As a solution, we introduced the possibility to ex-
clude ports below a certain threshold. The remaining ports
are called characteristic ports, which are used as features for
classification.

To create a data frame for classification, we used the follow-
ing method. For each destination IP address that appeared in
the connections, we counted the frequency for each destination
port that we classified as characteristic. In this method, each
entry of the data frame we use for classification consists of
an IP address with columns corresponding to the number of
open connections on each significant port. An example of the
data frame obtained using this method is shown in Table III,
which contains a set of IP addresses with the frequency of
occurrence of characteristic ports.

B. Multicollinearity detection

After extracting characteristic ports, there is a possibility
that a large number of ports exist, some of which are in-
terdependent (collinear). On the other hand, if we have a

TABLE III
CHARACTERISTIC PORTS AND FREQUENCY OF THEIR OCCURRENCE FOR

SET OF IP ADDRESSES

IP 2236 2404 25 389 443 445 53 6201 8080 88 995
143.239.227.17 0 0 6 154060 0 3464 88717 0 0 84781 0
143.198.117.215 0 0 0 0 0 0 0 0 0 0 26250
143.239.149.38 0 0 0 0 0 0 0 0 300809 0 0
143.246.3.105 0 0 0 3088162 0 288 571 0 0 1229614 0
143.239.143.65 1523 0 6 0 6 6 0 1377 4 0 0
143.191.227.18 7 8 10 1313 8 1158 10601 8 6 4252 9
143.239.149.196 0 0 2188 0 0 0 0 0 0 0 12134
143.3.238.11 0 1563 0 0 0 0 0 0 0 0 0

large amount of collinearity in our features, this leads to
features that are redundant and consequently useless. Some
of the available classifiers do not check this condition, while
being very sensitive to this phenomenon. We introduced a
step to check the collinearity of the features. This check is
done by successively computing the Variance inflation factor
(VIF). VIF is one of the tools used to measure the degree of
collinearity present for each factor and it reports how much
the variance of the estimated coefficients increases is due to
collinear independent variables [20].

Our algorithm for removing irrelevant ports works by com-
puting a VIF for each port based on the data frame obtained in
the previous section, and then discarding the port from the set
of ports for which the VIF is largest. We iteratively perform
this procedure until the VIF for a variable is greater than 5. We
assume a value of 5 because the variable is then considered
highly collinear. Applying this algorithm, we obtain a set of
ports that yields a matrix that is not multicollinear. Such a
matrix is then used to train and test the model.

C. Classification procedure

When we have a data frame with a reduced number of ports,
we need to label it, i.e., introduce an additional column "Label"
that represents the label according to which the classification
is made. In this case, they are labeled with numbers from 1
to 8 if it is a known application (in the order as in Table I)
and with the number 0 if it is an unknown application.

The data frame created in this way is divided into a training
set and a prediction set. We have separated rows labelled
0 to predict them as accurately as possible, while we have
included other rows whose labels indicate one of the observed
applications in the training set. For training the classifier, we
used training data from all six days of firewall logs to get as
much data as possible.

In order to indicate how well informed the classification
was in predicting the application for an IP address, measure of
certainty is designed and modeled. The measure was calculated
by looking at one row of the data frame passed to the classifier
to see how many columns were non-zero, i.e., based on how
many different ports the classification made its prediction. For
this purpose, the certainty measure were labeled None if no
port was open, Very low for one open port, Low for two open
ports, Medium for three or four open ports, High for five, six,
or seven open ports, and Very high for more than seven open
ports.

Having completed the classification, we have not included
predictions with the label None in the results. The reason is



that such predictions are obtained by classifying data entries
with all zero values, which is not informative and therefore
not a valid prediction.

D. Distance method

As an alternative to classification methods, a method based
on distances between feature vectors was proposed in this
work. This method does not use predefined classifiers for train-
ing and prediction purposes, but compares unlabeled feature
vectors with labeled feature vectors. Basically, we compare
examples with unknown label to each example with known
label based on the Table I.

For each calculated distance, we find the distance that is
the smallest of all. Thus, we have found the application to
which a given example is most likely to belong. The smallest
distance tells us how close the newly labeled example is to
the most similar example from our training set. We use three
different metrics to calculate the vector distances: Euclidean
[21], Manhattan [21], and cosine distance [22].

V. RESULTS

This section presents the pre-classification analysis used to
select the best classifiers for predicting applications. It also
discusses the selection of ports as features in our dataset and
the optimisation of the classifiers based on the tuning of the
hyperparameters. In the classification analysis, the prediction
results for the classifiers as well as for the distance method
based on a day of firewall logs are presented. Tables of the
cumulative number of network applications are given for each
of the predictions and these numbers are discussed in the
context of the metrics available in the output of each of the
approaches. Finally, the two approaches are compared in terms
of the overlap in prediction and the differences in the metrics
provided by each approach.

A. Pre-classification analysis

Before applying classification methods to data with un-
known application labels, we use labelled data to test different
machine learning models and select the best one. The labelled
data we used was created by combining all labelled records
from each day of the firewall log. We split the combined
dataset into training and testing datasets in a 3:2 ratio in
favour of the training dataset, and made sure we had the same
percentage of examples in each set for each application. We
then trained machine learning models on the training dataset
and predicted the labels on the test dataset. We compare these
predicted labels to the original labels to determine the balanced
accuracy of the prediction [23].

The following classifiers are considered: AdaBoost [24],
Decision Tree [25], Quadratic Discriminant Analysis [26],
Random forest [27], and Multi-layer Perceptron (MLP) [28].
All classifications were executed using the default parameters
of the respective classifiers.

Based on the balanced accuracy of the predictions, we
concluded that the Random forest classifier and the MLP
classifier are best suited for this task, achieving a balanced

accuracy of 0.95 and 0.98, respectively. Considering the time
required for the work of each classifier, not all classifiers
are equally good. Since most of the time is spent loading
and processing the data, the time spent by the classifiers is
negligible for the total execution time.

We also know that a larger number of ports improves the
classification results, but this improvement decreases as the
number of ports increases, while the time required increases
dramatically. With this in mind, we choose a threshold of
1% as a trade-off between performance and classification
accuracy. In performing the tests, we also found that we do not
need the multicollinearity check, as it slows down our system
unnecessarily without improving the results.

Apart from the selection of classifiers, it is important to
know that each of them has a number of hyperparameters
that affect the results of the classification. The process of
selecting the right value for the hyperparameters for our
task is called hyperparameter tuning. To choose the right
values, we first performed a random search and then a grid
search [29]. In the random search, we randomly select 100
different combinations from the initial range of values for the
hyperparameters to shorten it. In the grid search in a truncated
range, we tested each combination of values to find the best of
them based on the balanced accuracy metric. After tuning the
hyperparameters for the random forest and MLP algorithms,
we saw a slight improvement of 1% over the original results
for both classifiers.

B. Classification analysis

The whole process of classification is divided into two
phases as the training process takes more time. In the first
phase, we load the firewall logs from all six days and train
the classifier with a dataset combining all the training sets from
those days. In the second phase, we predict the applications
running on each IP address of a single day whose application
is unknown.

The training phase of the classifier takes about 800 seconds
for each day and is based on more than 50 million lines from
each firewall log. Of the total time, 80% is spent loading the
data and another 7% is spent selecting features and creating a
data frame for classification. Labelling the data, dividing the
data frame into sets, and training the classifiers takes less than
1% of the total time.

We chose a threshold of 1% in the selection of ports to
balance the number of ports we use as features in the classi-
fication. In choosing this threshold, 18 ports were considered,
as can be seen in Table II in the third column. All ports
between 6200 and 6222 are combined into one and referred
to as 6200 since they are thematically equal. In iteratively
improving our algorithm, we found that port 161 corresponds
to Simple Network Management Protocol (SNMP). In this
case, all records with this port are credited to the source
IP address instead of the destination IP address. This port is
also added as a function to represent the Network monitoring
application. Ports 443 and 4343 have also been added to
distinguish applications in the Other category.



TABLE IV
PREDICTION FOR 816 IP ADDRESSES USING RANDOM FOREST

CLASSIFIER, MLP CLASSIFIER AND DISTANCE METHOD

Network application Number of IP addresses Number of IP addresses Number of IP addresses
using Random forest using MLP using distance method

AD server 19 61 67
Fileshare 75 105 286

Proxy server 217 13 9
Mail server 20 2 2

Network monitoring 3 13 13
SCADA server 178 12 12

SCADA devices in
Electrical power facilities 53 59 59

Other 251 551 368

The prediction phase results were obtained from 2.18 GB
firewall logs of a single day using Random forest and MLP
algorithms. We obtained a list of 816 IP addresses with the
corresponding predicted network application, the classification
probability for each of the observed applications and the
certainty label for the prediction. Since the results obtained by
these algorithms are not deterministic, we performed 20 iter-
ations of the training and prediction procedures and produced
a cumulative result based on the results of each iteration.

Table IV lists the observed network applications and the
number of IP addresses associated with each network appli-
cation from the classification.

Let us first look at the IP addresses classified as AD servers.
For the Random Forest classifier, there are 19, which is a
reasonable number for the given network size. Looking at the
measure of certainty, we find that it ranges from Medium to
Very high, which means that many ports are included in the
classification, so it is also reliable. The maximum probability
for such classified IP addresses is 0.66 on average, which again
is quite high considering that there are six other possibilities
(for every other application). According to MLP, there are 61
AD servers. If we philtre these out only for those that have a
security measure Medium and higher, we are left with almost
the same set of IPs as the Random forest classifier.

If we look at the 217 IP addresses predicted by Random
forest to have a Proxy server running, we can only philtre
out two IP addresses with a maximum probability of more
than 0.5. These two are the real proxy servers. Of the 13
IP addresses classified by MLP, there are again 3 with a
maximum probability of more than 0.5 that we are sure about.

Of the 20 IP addresses classified as Mail server by Random
forest, only one has a maximum probability of more than 0.5
and the rest have an average maximum probability of 0.23,
which is quite low. Furthermore, all predicted IP addresses
have a Very low or Low certainty label. The MLP classifier
has predicted only 2 IP addresses in this category that it is
very sure about according to the maximum probability for this
class.

Only 3 IP addresses were classified as Network monitoring
by the Random forest classifier, but only one of them has a
high maximum probability. The MLP classifier is equally con-
fident in predicting 13 IP addresses with an average maximum
probability of 0.62.

Most of the 178 IP addresses predicted by Random forest to
be SCADA servers have the Medium certainty label, but only

7 of the predictions are fairly certain. Out of 12 IP addresses
predicted by MLP, the classifier is fairly certain in 3 with
an average maximum probability of 0.82. All IP addresses
predicted by MLP in this class vary in the certainty label.

Both the Random forest and the MLP classifier largely agree
in predicting SCADA devices in Electrical power facilities,
with a count of 53 and 59 predicted IP addresses, respectively.
Almost all of the predicted IP addresses have Very low
certainty label. Looking at the average maximum probability,
we see a high degree of certainty in these predictions as
well. The average maximum probability of the Random forest
predictions is 0.97 and that of the MLP predictions is 0.77.

C. Distance method analysis

In this subsection we review the results obtained with the
distance method. We used the same training data set as for
classification, so there are differences only in the prediction
phase. The performance of this method is comparable to that of
the classification, as again most of the training time is spent
loading the same data set. As a result of this method, for
each IP address discovered, we obtained the predicted network
application, the observed distance metric to the most similar
example and the certainty label. From the operation of this
method, described in IV-D, it is clear that multiple runs with
the same input will give the same output, i.e. the method is
deterministic.

As in the previous subsection, we have identified 816
different IP addresses. Table IV contains a list of the observed
network applications and the corresponding number of IP ad-
dresses belonging to this application according to this method.

Of the 67 IP addresses detected as AD servers, most carry
the Very low certainty label. If we look at the average minimum
euclidean distance of all IP addresses, it is 0.58, and it is lower
if we consider only the predictions with the labels High and
Very high (about 0.11).

Of the 286 IP addresses classified as Fileshare, all are
labelled with the certainty label Medium or lower, and their
average minimum euclidean distance is 0.63.

If we look at a group of 9 IP addresses classified as Proxy
servers, 8 of them have a minimum euclidean distance of 0 and
are marked with Very low certainty measure, which means that
their pattern completely matches that of the given examples.

Two IP addresses classified as Mail servers have a certainty
label of Low and Very low.

Almost all IP addresses classified as Network monitoring
have a certianty label of Low or Very low and the average
minimum euclidean distance is 0.19.

IP addresses predicted to be SCADA servers have the
certainty label of High and Very low. Of the 12 addresses,
three have a minimum euclidean distance of 0 and the rest
have an average of 0.76

Finally, out of 59 IP addresses detected as SCADA devices,
58 are predicted with Very low certainty label and only one is
predicted as Medium. All predictions with the Very low label
have a minimum euclidean distance of 0.



VI. DISCUSSION

Comparing the advantages and disadvantages of the clas-
sification algorithms and distance method, we see that the
differences lie in the form of the available information we
get as a output. In the classification methods, in addition to
the information about the predicted network application, we
also get the probability of belonging to a particular application,
while in the distance method we get a measure of how far the
IP address communication pattern is from the most similar IP
address from which we know an application. This information
differs in that the probability is a relative measure, i.e., it
indicates how certain the classifier is that the IP address
belongs to an application compared to other applications. This
would mean that the sum of these probabilities is 1. The
problem is that if we have an IP address that we generally
cannot associate with any of the observed applications, we
would like to have small probabilities whose sum is not 1.
On the other hand, the distance method provides absolute
information. With the information obtained, we can determine
whether a given IP address can be classified at all if the
minimum cosine distance is small enough.

There are 328 IP addresses that are supposed to belong to
the same network application according to both approaches.
Among them, the most common are those classified as File-
share with 56 IP addresses and SCADA devices with 53 IP
addresses. In addition, there are 19 IP addresses classified as
AD server, 12 as SCADA server, 4 as Proxy, 3 as Network
monitoring and 2 as Mail server where all methods match.

VII. CONCLUSION

This article shows the process of network application
detection in firewall logs. The detection was achieved by
two approaches. The first approach described is based on
classification using Random forest and MLP classifiers, while
the second approach is based on the distance method between
examples. The recognition process is based on an initial
given set of IP addresses, of which we know exactly to
which application they belong. A simple example was used to
investigate different classifiers, extraction and feature selection
methods, and the usefulness of multicollinearity detection. In
reviewing the results, the analysis of the results of the two
described approaches were performed. The approaches were
compared based on the advantages and disadvantages of each
approach in terms of the information they provide.

As a future work on this topic, with an improvement of the
given solution, it would be possible to even detect the version
of some network applications based on the most important
ports, such as AD server. In this work we have only tested
our solution in one environment, but in the future it would
be interesting to test it in other environments. For better
classification, it would be beneficial to include a measure of
"talkativeness" so that our algorithm does not rely solely on
the communication pattern of individual IP addresses. The
proposed measure would provide information on how many
different clients communicate with a given IP address.
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