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Abstract – Modern large-scale information systems often 

use multiple database management systems, not all of which 

are necessarily relational. In recent years, NoSQL databases 

have gained acceptance in certain domains while relational 

databases remain de facto standard in many others. Many 

“legacy” information systems also use relational databases. 

Unlike relational database systems, NoSQL databases do not 

have a common data model or query language, making it 

difficult for users to access data in a uniform manner when 

using a combination of relational and NoSQL databases or 

simply several different NoSQL database systems. Therefore, 

the need for uniform data access from such a variety of data 

sources becomes one of the central problems for data 

integration. In this paper we provide an overview of the main 

problems, methods, and solutions for data integration 

between relational and NoSQL databases, as well as between 

different NoSQL databases. We focus mainly on the 

problems of structural, syntactic, and semantic heterogeneity 

and on proposed solutions for uniform data access, 

emphasizing some of the more recent proposals. 

Keywords – data integration; database; SQL; NoSQL; 

heterogeneous 

I. INTRODUCTION 

Considering the variety of database systems available 
today, data integration between those systems becomes 
increasingly important, but also challenging. The goal of 
data integration is to provide users with homogeneous view 
of data distributed across different, heterogeneous data 
sources [1], usually relational and/or non-relational 
databases (Figure 1). The need for data integration arises 
for the following reasons: 

• When databases are designed and implemented 

independently, but later need to be shared. 

• When user requirements increase over time, and it 
is not possible to predict all future requirements. 

As quantity of data and business requirements increase, 
the complexity of today's information systems increases as 
well. One consequence of this is that modern organizations 
often use multiple data sources, both relational and non-
relational. Relational database systems are widely used 
today in a large variety of application areas. Such systems 
are based on a standardized data model (relational), query 
language (SQL), and offer capabilities like ACID 
consistency, schema normalization and transaction support  

 

Figure 1. Variety of data models [2]. 

[1]. The standardized data model and query language allow 
users to transfer their skills to other such systems because 
all of them have similar capabilities, offer similar services, 
and differ only in details. 

Regardless of their wide adoption, it has been argued 
that relational database systems have disadvantages in 
certain areas such as performance and rigidity of data 
model [3]. On the other hand, NoSQL database systems (or 
data sources), of which there are many, do not have a 
standardized data model or query language; they support 
variety of data models like document, graph, key-value, and 
extensible records, with API and the query language that 
directly support that data model. Because these systems are 
often made for more specific domains like stream 
processing, big data, and real-time web systems, the 
performance requirements for such applications usually 
necessitate a simpler approach to data modeling and hand- 

ling [2]. Many NoSQL systems support semi-structured 
data using formats like JSON or XML. Additionally, for 
many internet-based applications, like social networks, 
scalability and performance is more important than data 
consistency and therefore in such cases ACID consistency 
does not have to be fully supported. For that reason, many 
NoSQL systems emphasize flexibility of the data model 
and simplicity of operations while supporting data 
consistency in a weaker form. 

The aim of this paper is to present some recent 
developments in data integration, specifically between 
heterogeneous data sources. We describe three of the more 
recent proposals which the authors of this paper believe are 
most promising based on a thorough analysis of current 
trends and patterns of heterogeneous database integration. 
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Two of the proposals discuss uniform data access while the 
third one is an extension of the SQL language called 
SQL++. The rest of the paper is organized as follows. 
Section II provides some basic background on main aspects 
of data integration. Section III discusses basic data 
integration methods including the uniform data access 
which is the main topic of the paper. In section IV three 
data integration solutions are described: SOS, the general 
schema approach and SQL++. Some other approaches are 
also briefly mentioned in this section. Section V concludes 
the paper. 

II. BACKGROUND 

One of the main problems in data integration is 
interoperability [4] – uniform access to data from multiple 
heterogeneous data sources. Data sources can be 
heterogeneous from several aspects [5] [6]: 

• Structure 

• Contents 

• Syntax 

• Semantics 

Structural heterogeneity means that data in different data 
sources are structured differently [6]. For example, the 
attribute "name" may be structured differently in different 
databases, such as first name followed by last name or vice 
versa. Structural heterogeneity can also be caused by 
different data models [7]. For example, in relational 
databases, schemas may be designed differently to show the 
same type of information. 

Content heterogeneity occurs when two or more databases 
contain one type of data in different forms [6]. For example, 
a person's age may be given as a date of birth or as a 
number. Both forms provide the same information but are 
stored in different ways. 

Syntactic heterogeneity exists when different languages are 
used [5]. For example, most relational database systems use 
SQL [1] as the standard data manipulation language while 
in NoSQL databases there are various languages in use and 
there exists no standard language. As an example, the 
document database MongoDB [8] uses JavaScript as the 
language for data manipulation. 

The most important problem in data integration is semantic 
heterogeneity [6] [7] [9]. This type of heterogeneity occurs 
when the meaning of data is different in different contexts 
of the same domain [7]. Semantic heterogeneity at the 
schema level is caused by synonyms and homonyms [9]. 
The problem with synonyms occurs when the same entity 
is named differently in different databases. An example is 
the use of phone numbers: one database might call the data 
"contact number", another "phone number". The problem 
of homonyms occurs when different entities in different 
databases have the same name [9]. An example is the 
attribute "grade". In some educational systems, "grade" can 
mean the level of elementary or high school education (e.g., 
fifth grade), but it can also denote performance measured 
by grades from 1 to 5, 6 to 10, A to F, and so on, depending 
on the country and the educational system. The main reason 
for semantic heterogeneity is that databases are developed 
independently and by different people [10] with different 
understanding of the data and its meaning. In a database, it 

is not possible to define exactly what the meaning of the 
data is [11] in a way that would be valid for all databases. 

III. OVERVIEW OF DATA INTEGRATION METHODS 

Data integration can be performed at different levels 

of abstraction [12] where integration techniques can be 

grouped in the following way [7] [13]: 

• Manual integration 

• Creating integration application 

• Using common user interface 

• Using middleware interface 

• Creating common database 

• Developing a uniform data access 

The first four approaches provide certain level of 

integration but have some serious drawbacks. Manual data 

integration is time consuming and expensive. An 

integration application is an application built such that it 

has access to all databases that need to be integrated and 

provides users with necessary data [7]. The problem with 

integration application is that it can access and handle only 

databases it was built to use and adding additional data 

sources further complicates the system. The approach of 

using a common user interface presents users with separate 

parts of data and the user must manually integrate those 

parts [7]. Middleware solutions such as OLE DB or ODBC 

can connect to various data sources, but do not have the 

ability to resolve structural and semantic differences 

between them. Creating a common database approach 

requires all data of interest to be manually migrated to the 

new database [14]. This is the extraction-transformation-

load (ETL) process that is performed programmatically. 

The most demanding part of the process is the 

transformation which maps the data from the sources to the 

target database. Some problems with this approach are that 

it requires additional storage space, and the migrated data 

does not get automatically updated with the original data. 

To keep the new database in sync with the original sources 

the migration must be performed every time the original 

data changes. This is time consuming and costly. 

Developing a uniform data access does not require manual 

data integration, migration of data nor additional storage 

space. Also, it does not suffer from issues related to 

integration application. Semantic heterogeneity of source 

databases presents the most important problem for uniform 

data access. This problem has been researched for decades 

and most proposed solutions are based on ontologies and 

can be performed manually or in a semiautomatic way 

[15]. Some areas where ontology-based data integration 

methods are used are web search [16] [17], geospatial 

information systems [18] [19], e-commerce [20] [21] and 

life sciences [22] [23]. 

IV. OVERVIEW OF DATA INTEGRATION SOLUTIONS 

In this section we describe some of the more recent 

proposals and wrap up with a brief overview of some other 

data integration approaches. Data integration solutions can 

be divided into SQL-only, NoSQL-only and SQL/NoSQL. 

Since in this paper we are interested only in the last two, 
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the following approaches describe data integration from 

that perspective. 

A. SOS (Save Our Systems) 

The approach overviewed in this section is described in 

[24]. It is based on specifying a common interface that 

supports the following operations: put, get, and delete. It 

uses a data model like document data stores, i.e., it 

supports collections of nested objects. This model is called 

model generic representation and is exposed through a 

hierarchical path specified on the operations: 

• get(path) 

• put(path, object) 

• delete(path) 

The operation get returns a set of objects, operation put 

inserts or updates objects and delete deletes objects or 

object fields. The path specifies the tree structure for 

accessing database objects and has the form 

 

step1/step2/…/stepn 

 

Each step can represent one of the following: 

• A collection 

• An object identifier 

• A field name 

The following are some examples of the paths with get 

operation. The first example shows a get operation that 

retrieves all objects from collection users: 

get(“users”) 

 

The following get operation retrieves the object with id 

255 that is stored in collection users and selects its field 

name: 

get(“users/255/name”) 

 

Data objects can contain sub-objects that can be retrieved 

in the same way. For example, if an object contains sub-

object that represents tweets the user with id 255 has made, 

they could be retrieved in the same way as the previous 

example: 

get(“users/255/tweets”) 

 

The following example either updates (if the field is 

already there) or inserts (if it is not) the field username of 

the object with id 123: 

put(“users/123/username”, “john69”) 

 

To support multiple data stores, operations like these 

need to be translated for each supported data store. This 

approach supports multiple NoSQL data stores, but here 

we show an example only for one such data store, HBase. 

HBase is an extensible record store. It supports a data 

model based on tables with sparse rows where columns can 

be grouped into families. Figure 2 shows an example of 

one such table. The table name is User and columns 

families are Account, Personal and Friends. The following  

 
Figure 2. An example of HBase table [24]. 

 
Figure 3. One translation of model generic representation into an 

extensible record store structure [24]. 

is an example of the  model generic representation of the 

data in the table: 

 
users: [ 

    1001: { 

        username: "bob1987", 

        password: "thisisapassword", 

        personal: { 

            firstName: "Bob", 

            lastName: "Smith", 

            country: "Italy", 

            city: "Rome" }, 

    tweets: [{  id: "2039485563", 

                text: "HelloWorld", 

                geo: { 

                    longitude: "12.44751", 

                    latitude: "41.83764" }} 

            {id: "4059382747", … } 

            … 

        ] 

    }, 

2004 { username: "alice", … }] 

 

To use this data, it first needs to be translated into an 

extensible record store structure where columns need to be 

arranged into families. Figure 3 shows one approach. 

Column family _top contains simple fields, Personal 

contains personal data and Tweets[] contains set of tweets. 

Now to perform a query, the system must navigate the tree 

structure of objects. For this translation example, queries 

are interpreted as 

 

table/row/columnFamily/qualifier 

 

For example, the query 

get("users/155/personal/city") 

 

would map users to table users, personal to column family 

Personal, and city to field city. 

One strength of this approach is that the SOS code tends to 

be much shorter than the code that uses the native interface 

of the underlying data store. The downside of the approach 

is that it requires some programming knowledge to use it. 

The performance of SOS was measured on insertions and 

retrievals using HBase, Redis and MongoDB database 

systems. On all three systems the difference was almost 

negligible between issuing commands directly and through 

the SOS layer. 
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B. The general schema approach 

In this section, the most important elements of data 

integration solution described in [7] are presented. This 

approach is based on the following: 

• General schemas 

• Database adapters 

• Data migration 

• Query processing 

General schemas handle structural and semantic 

heterogeneities. They contain data model independent 

descriptions of semantic and structural information of the 

source database systems in the JSON format (like model 

generic representation of the SOS system previously 

described). General schemas are generated automatically 

and contain their name which comes from the database 

object (depending on the database type, this can be 

relation, view, collection or some other such type of 

object) and the following: 

• Information about the source system (like the 

name of the database). 

• Structural description of the database object (like 

attributes, their types, and keys of a table in a 

relational database system). 

• Semantic mapping of the elements of the database 

object (creating aliases for database objects so 

they can be referred to by unique names). 

• Relationships between database objects 

(necessary for connecting related data). 

Figure 4 shows an example of a part of a simplified general 

schema for an address relation. CONNECTION and TYPE 

tags contain information about the database. The FIELDS 

tag contains the information about the fields of the relation 

where the alias tag is used for resolving semantic 

heterogeneities of the fields. Other tags are used for 

additional and/or optional information. OPTIONS tag 

contains information about the character encoding while 

the EMBEDDED tag is reserved for describing embedded 

documents in document-based database systems. 

To access data stored in more than one database object 

(like table or view) a connectivity graph is created. This 

graph consists of nodes that represent data sources and 

edges that represent links (joins) between those data 

sources. Furthermore, each node contains one or more 

general schemas for that data source. To query data 

spanning multiple data sources the system needs to find a 

path in the graph that connects corresponding general 

schemas (i.e., the nodes in the graph). Figure 5 shows the 

structure of the relational schema. From that structure the 

following general schemas can be generated: ADDRESS, 

CUSTOMER, ORDER, FAVOURITE, and PRODUCT.  

Suppose we want to get the information about which cities 

customers who ordered certain products live in. Since this 

data is stored in two different database tables, ADDRESS 

and PRODUCT, to avoid having to do the cartesian 

product between the tables, we need to join the tables. If 

we look at the connectivity graph in Figure 6 there are two 

paths that lead from ADDRESS to PRODUCT tables: 

ADDRESS → CUSTOMER → FAVOURITE → 

PRODUCT and ADDRESS → CUSTOMER → ORDER  

→ PRODUCT. In this case the user would have to select 

which path should be taken to query the tables. 

Database adapters handle syntactic heterogeneities. 

Different database systems use different query languages, 

so a query needs to be translated into the language of the 

database system where the data is stored. In this approach 

database adapters are used. They get the query parameters 

from a function like the one in Figure 7. This function’s 

name specifies the database operation it performs. The 

parameters specify the name of the general schema, query 

parameters and the query output parameters. Query 

parameters are represented as a JSON object. Database 

adapters translate such description of the query into a 

specific database system’s language. 

Data migration is the process of migrating data from 

different data sources. Since query results are structured as 

JSON objects (Figure 8) it is easy to merge all such results 

and migrate the data to different systems. 

Query processing is performed using the following 

steps: 

1. Paths containing the involved schemas are 

generated from the connectivity graph (with 

user’s input if the path is ambiguous). 

2. Parameters are translated into JSON format. 

3. The adapters translate the query parameters into 

the native language of the specific data sources. 

4. The resulting JSON objects representing the 

returned data are merged. 

 

 
Figure 4. A general schema example [7]. 

 
Figure 5. Relational schema for address data [7]. 

 
Figure 6. Connectivity graph for schema in Figure 5 [7]. 
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Figure 7. An example of a general query function [7]. 

The results can then be used for further processing. 

One advantage of this approach over the SOS system 

described previously is that it does not require 

programming knowledge and it provides data migration 

capabilities. The authors of [7] developed a web-based 

application that allows users to interactively work with the 

system. 

Performance tests showed that generating a general query 

and translating it to the native database was very efficient. 

Most time is spent transferring the data from the database 

to the application’s user interface and data conversion into 

JSON. 

C. SQL++ 

Many NoSQL databases support semi-structured data, 

usually in the form of JSON. Those databases often have 

their own query language that supports the system’s data 

model.  Relational   databases  use   a  structured, schema- 

 

 
Figure 8. Query result in JSON format [7]. 

 
Figure 9. Sample SQL++ value [25]. 

 
Figure 10. Sample SQL++ query [25]. 

based data model based on relations. Although it is not a 

requirement, most relational database systems use SQL as 

a query language [1]. To bridge the gap between SQL and 

NoSQL databases and to utilize the existing SQL skills of 

many database programmers, a query language SQL++ 

[25] was developed. SQL++ is backward compatible with 

SQL and supports both relational and semi-structured data 

models. Its data model is a superset of relational data 

model and JSON. 

Figure 9 shows a sample SQL++ value named sensors 

which contains data about sensor readings of 

environmental pollutants. As shown in the figure, the 

syntax of SQL++ values resembles that of JSON. Tuples 

are written inside curly braces. The tuple sensors contains 

two attributes: location and readings. 

The readings attribute is an array of two tuples. We can 

see that these two tuples are heterogeneous: the ozone 

attribute in the first one is a number while in the second 

one it is a bag (unordered collection of elements which 

may contain duplicates). Additionally, the two tuples 

contain different sets of attributes: the first one contains 

time, ozone and no2 while the second one contains time, 

ozone and co. A sample SQL++ query is shown in Figure 

10. 

Obviously, SQL++ bridges the gap between database 

heterogeneity by allowing access to elements of JSON data 

structures. Such data structures can represent relations of a 

relational data model, but also documents, rows, columns, 

or other data structures. There are two main disadvantages 

of SQL++ as a tool for data integration: 

• It is an extension of SQL, so it requires knowledge 

of programming (therefore it is not intended for 

nonprogrammers). 

• If used to access semi-structured databases, it 

requires understanding of their semi-structured 

data model. 

Unlike the previous two approaches to data integration, 

SQL++ does not provide generic data model layer that 

allows users to work with data at a higher level of 

abstraction. On the other hand, SQL++ is not designed as 

just a data integration tool, but primarily as a query 

language that provides access to both relational and non-

relational data sources. 

D. Other approaches 

Besides the three approaches described previously, here 

we briefly mention some other approaches. Unified 

Modelset Definition is described in [26]. It provides a 

framework for querying SQL and NoSQL database 

systems. In [27] a unified REST-based API is described. It 

can be used on both relational and nonrelational databases, 

but it does not offer data migration facilities. In [28] an 

extended SQL language is proposed to seamlessly query 

data in relational and document databases. In [29] a 

method of translating an SQL query referring to both 

relational and nonrelational data into NoSQL API is 

described. This was achieved by using a virtualization 

layer on top of nonrelational database system. The Partiqle 

system is described in [30]. It allows transactional SQL 
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queries over key-value databases. One of the more recent 

proposals is SQLtoKeyNoSQL [31], a layer for translation 

between SQL and key-oriented nonrelational database. In  

[32] a mapping language is defined where schema on 

which queries are defined corresponds to a relational data 

model, allowing queries to be specified in SQL, while the 

source systems can be column, key-value, or document 

stores. 

V. CONCLUSION 

This paper presented the main issues, principles, and 

approaches to data integration between heterogeneous 

databases. While many solutions are based on components 

or layers that translate data operations from a common, 

generic data model into the language of a particular 

database system, SQL++ is a query language extension 

solution that supports both relational and semi-structured 

data models. It remains to be seen what level of industry 

adoption each of these approaches will achieve over time 

as there is no supporting data at the time of this writing. 

Some other approaches to data integration not covered in 

this paper, such as ontology-based data integration and 

Datalog, will be the focus of our future work. 
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