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Abstract—The cloud-to-thing continuum is emerging today
as a solution to the requirements of next-generation Internet
of Things (IoT) systems that integrate an immense number of
heterogeneous devices generating massive amounts of data with
applications that require real-time processing, extremely low
service response times, and improved reliability and security.
The concept of fog computing aims to offload the cloud by
moving services to the edge of the network, closer to IoT devices,
where the cloud-to-thing continuum refers to a highly distributed,
decentralized, and dynamic environment that spans from devices
to the cloud. Service orchestration is key to continuously ensuring
optimal service placement in this complex environment, both
in time and space, in accordance with specific real-time appli-
cation requirements, taking into account workload balancing,
fault tolerance, and system stability. In this paper, we identify
service orchestration technologies as enablers for the cloud-to-
thing continuum and present a general architecture for service
orchestration in the cloud-to-thing continuum. The architecture is
implemented using Eclipse ioFog to demonstrate and evaluate the
service orchestration strategies in an emulated network, and to
explore the applicability of ioFog for real-world next-generation
IoT solutions.

Index Terms—fog computing, Internet of Things, microser-
vices, containerization, service orchestration, service migration

I. INTRODUCTION

The concept of the Internet of Things (IoT) as a system
of networked devices with unique identifiers connected to the
Internet has led to a significant increase in the number of
Internet-connected devices, but also in the amount of data
generated and transmitted over the Internet. The standard
centralized architecture, where data processing is performed
mainly in the cloud, has recently proven to be unsustainable as
the overwhelming amount of data leads to network congestion
and slows down processing in the cloud. Moreover, many
IoT solutions require (near) real-time data processing, which
cannot be provided by a centralized architecture. For these
very reasons, in addition to improving system security and
reliability, the concept of Fog Computing has been developed.

Fog computing is a distributed and decentralized archi-
tecture, defined as an extension of cloud computing, where
data processing services are moved from the cloud to the
edge of the network, closer to the end devices [1]. To enable
the deployment, upgrading, and migration of fog services
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running on various nodes located between IoT devices and
the cloud, forming the so-called cloud-to-thing continuum, a
solution must be provided to orchestrate fog services within
this environment. The focus of this paper is on technologies
and tools that enable service orchestration in a distributed fog
computing environment.

Fog computing extends the cloud by bringing its functions
closer to a “thing” that is the source of IoT data. Fog nodes are
the core building blocks of this concept and can be installed
on any Internet-connected device and deployed in a factory,
next to a railroad, in a vehicle, or on an oil rig. Any device
that has computing, storage, and networking capabilities can
become a Fog Node and enable a wide range of applications
in different domains.

Fig. 1: Fog computing in a cloud-to-thing continuum.

Fig. 1 presents an abstract view of the cloud-to-thing con-
tinuum by dividing it into three sub-layers: cloud, fog and end
device layer. It is designed as a hierarchical multi-tier system
where each layer offloads the upper layer by taking over some
of its functionalities, e.g., data processing or control over the
entities of a lower layer. Moreover, there is a possibility for fog
nodes to connect to other nodes at the same layer so as to share
the processing tasks and optimize the placement of services
within a given layer. By extending the cloud and bringing
its capabilities closer to end devices, fog computing provides
benefits such as the following [1]: business agility, improved
security, faster threat detection and privacy control, as well as
reduced operational costs.

In the highly dynamic cloud-to-thing continuum, where end
devices and fog nodes are constantly changing states and



locations, the services running on the fog nodes have to be
orchestrated to ensure their high availability. Service orches-
tration is needed to schedule, deploy and manage services in
a distributed fog computing environment, and in this paper
we highlight the key functionalities required to be implement
within this environment.

Our contribution can be summarized as follows: We propose
a general architecture for service orchestration in the cloud-
to-thing continuum that focuses on improving the quality of
service for IoT devices and associated services. Note that
compared to [2] and [3], we assume that any QoS parameter,
not only latency, may be used for optimization of service
placement. In addition, we also consider service migration
as one of the key aspects of orchestration. Next, we present
our implementation of a service orchestrator following the
proposed architecture while using latency as the key QoS
parameter. The implementation was built on top of the Eclipse
ioFog [4] edge computing platform by extending its function-
alities to implement the required and essential functionalities
of the proposed orchestrator. Finally, we demonstrate the
advantages of our solution by performing an emulation using
the Imunes network emulator [5] and analyzing the measured
QoS parameters.

The paper is organized as follows. Section II presents a
review of related work in the area of cloud-to-thing service
orchestration. Section III introduces the general architecture
for service orchestration in a fog computing environment and
Section IV demonstrates the implementation of the architec-
ture using network round trip time and geographical distance
as the main parameters for the service placement. Section V
provides the numerical results of latency measurements in our
implemented case study to demonstrate the advantages of our
solution. Finally, section VI provides the conclusion and lists
future work.

II. RELATED WORK

Salaht et al. [6] present a survey of current research on
the Service Placement Problem (SPP) in Fog/Edge Comput-
ing. They divide the service placement problem into three
parts: the infrastructure model, the application model, and the
deployment pattern with associated constraints. In the end,
they propose a classification of service placement approaches
into scenarios that focus on meeting the QoS requirements of
end devices and the scenarios that focus on data and service
replication at the edge of the network.

Pallewatta et al. [7] focused on a decentralized
microservices-based IoT application placement policy for
heterogeneous and resource constrained Fog environments.
They propose a scheduling policy with the main goal of
minimizing latency and network usage. In their solution,
they have divided placement problem into three challenges:
placement algorithm, microservice discovery method and the
load balancing mechanism.

Souza et al. [3] emphasize advantages of fog computing
to provide low latency, while cloud computing provides high
capacity: they are combined into a Combined Fog-Cloud

(CFC) environment. The authors introduce and formulate the
QoS-aware service allocation problem for CFC architectures
whose solution minimizes the latency experienced by the
services while guaranteeing to meet the capacity requirements.
In the end, they propose a dual-layer fog architecture where
the higher layer has more capacity to reduce the demands for
cloud computing resources. This is in line with the layered
vision of the cloud-to-thing continuum.

Velasquez et al. [2] propose a service placement architecture
that focuses on reducing latency in IoT systems and cosists
of two main components, the service repository and service
orchestrator. Their service placement model is based on three
main objectives: minimizing the number of hops between
users’ location and serving nodes; minimizing the number of
hops between communicating nodes, i.e., between services that
communicate between each other; and minimizing the number
of service migrations.

III. FOG SERVICE ORCHESTRATION ARCHITECTURE

The main goal of fog computing is to increase the quality
of service (QoS) for IoT devices and also for application-level
services exposed to end users in a cloud-to-thing continuum by
distributing cloud functions closer to the edge of the network.
To continuously ensure the best possible QoS, it is desirable
to implement service orchestration mechanisms so that a given
cloud service can migrate to the optimal fog node where it is
deployed and executed, while the orchestrator monitors service
performance over time and migrates the service to another fog
node as needed. Note that client requests targeting a specific
service, e.g., IoT devices generating sensor readings that are
forwarded to a specific service for preprocessing, also need
to be redirected to a new instance of that service. In this
section we propose a service orchestration architecture for fog
computing environments and its main building blocks.

Fig. 2: Fog service orchestration architecture with its main
building blocks.

There are four main building blocks, as shown in Fig. 2, that
form our designed architecture: 1) IoT device, 2) fog node, 3)
fog service, and 4) orchestrator.

Fog computing is mainly focused on providing services to
IoT devices with limited resources. These devices implement



at least one of the following tasks: sensing the environment
to generate measurements, publishing data, and actuation.
Thus, in the proposed architecture, an IoT device connected
to the Internet through a gateway is a resource-constrained
device requiring an additional computing node to receive and
(pre)process the generated data or to send an action to the
actuator.

Data processing and sending actuation commands are the
functionalities implemented by fog services. A fog service
assigned to an IoT device must be autonomous, stateless, and
portable to keep fog service migrations short and service avail-
ability high. The best solution for easy-to-migrate services is
the container virtualization, because once packaged, a service
can easily be migrated with reduced startup time compared to
the other methods.

The role of the fog node is to run containerized services.
This node should be located at the far edge of the network, as
close as possible to the IoT device, and must be able to start a
required service in the shortest possible time. Fog nodes can
be organized in a single layer or a multi-layer network, as
shown in Fig.1.

The orchestrator is the central component of our proposed
architecture. The orchestrator’s role is to discover fog nodes,
find the optimal node for service deployment and manage fog
services running on fog nodes. The orchestrator is designed
to provide a number of functionalities, which are discussed
further in this section. It can be implemented in a centralized
manner, i.e., a single node contains all the functionalities, or
it can be distributed within the fog computing environment
so that the functionalities are placed on different nodes. In a
cloud-to-thing continuum, shown in Fig. 1, each orchestrator
functionality can be placed in the cloud or on any fog
computing layer, depending on a given use case.

A. Orchestrator functionalities

The key component of the proposed architecture is the
orchestrator which implements the functionalities listed in
Fig. 3. The functionalities are classified by color into three
categories: node-, service- and device-related functionalities.

Fig. 3: The main functionalities of the orchestrator.

Node discovery. The orchestrator needs to implement a
mechanism for introducing fog nodes into the fog computing
system. Node discovery involves connecting new nodes to the

system and reconnecting them after they have returned from
unavailable to the available state. The process of a new fog
node joining the system can be initiated by the orchestrator
inviting the node or by the fog node sending a request to join
the system.

Node management. Once the fog node has joined the
system, the orchestrator needs to manage it remotely. Node
management tasks include the following:

• ensuring the fog node is constantly available;
• managing software and hardware updates on the node;
• monitoring node’s resource consumption; and
• acting when a runtime error occurs on the node.
Service registry. The orchestrator must include a registry

to store information about the fog services to be able to know
which service to deploy on a particular fog node when a
request for a service is received. This information includes:

• service ID, name and description;
• service image ID and the location of the image;
• the minimum computing resources required to run the

service; and
• the configuration to run the service.
Service scheduling. The key functionality of the orchestra-

tor is service scheduling. Once the request for a service is re-
ceived, containing a device ID, service ID and the desired QoS
parameters, the orchestrator retrieves the requested service
information from the service registry. Then, an algorithm based
on the QoS parameters and service resource requirements
is run to identify the optimal node to run a service. It is
important to emphasize that the architecture is not limited to
the specific service placement algorithm or the QoS parameters
to obtain the optimal node. Any algorithm based on integer
programming, constrained optimization or other placement
problem formulation, explained in more detail in [6], can be
used depending on the system requirements.

Service management. Once the service is scheduled to
run on a specific node, the service management component
needs to ensure that the service is deployed on that node
and managed during the service lifetime. Service management
includes the following steps:

• service deployment;
• ensuring the continuous availability of the service;
• monitoring resource usage of fog node;
• performing service upgrades or downgrades based on user

requests; and
• acting when a runtime error occurs.
Service migration. When a node becomes unavailable or a

new optimal node is found, the service needs to be migrated to
another node. The service migration mechanism should ensure
continuous availability of the service by deploying it to another
node and stopping the previous instance once the new instance
is up and running.

IoT device registry. As the fog computing environment is
very dynamic, the orchestrator needs to store the information
about IoT devices in the system. The IoT device registry needs
to store:



• device ID;
• desired QoS parameters for service deployment;
• instances of a service the device is connected to and the

nodes where they are deployed; and
• optionally, the history of the device’s state, network

information, movements, and various other parameters
which can help improve the service placement algorithm.

B. Communication between the building blocks

In this section, we define the communication flow between
the aforementioned fog computing building blocks to explain
the design of our solution using sequence diagrams.

Fig. 4: Starting a fog service.

After an IoT device is booted, it contacts the orchestrator
via the orchestrator service URL with a request for a service
and the minimum QoS requirements. The process of starting
a service is shown in Fig. 4. The orchestrator triggers the
service scheduling algorithm to find the optimal node once
the request from the IoT device is received. After the optimal
node is calculated, the service information is retrieved from
the service registry, the service is deployed on the fog node,
and the service URL is returned to the IoT device.

Then the device connects to the fog service and continu-
ously measures QoS parameters. If the QoS level is below
a threshold set by the IoT device, the request is sent to the
orchestrator to check whether the node running the service is
still the optimal node. The orchestrator runs the scheduling
algorithm, migrates the service if necessary, and returns the
new service URL to the end device.

Fig. 5 shows service migration from the orchestrator’s
perspective. After receiving the service verification request,
the orchestrator runs another service scheduling algorithm to
obtain the optimal node. Then, it retrieves from the IoT device

Fig. 5: The service migration.

registry the current node to which the device is connected to
and compares it with the optimal node. If the optimal node
is different from the current node, the migration process is
triggered.

The service migration is performed by first starting the
service on a new node. After the service is successfully started,
the new service URL is sent to the end device. If no other
devices are connected to the service on the previous node, the
service is removed. With this type of solution, the service is
available throughout the migration process because, from the
end device’s perspective, only the URL of the service to which
it connects to has changed.

IV. CASE STUDY

A. Service orchestration tools in a distributed computing
environment

To optimize the implementation of fog computing, it is
desirable to use tools that enable the configuration and man-
agement of services on remote nodes. This chapter presents
tools that by their characteristics can contribute to the imple-
mentation of such goals within the concept of fog computing.

1) Kubernetes: Kubernetes is the most popular open-source
platform for container orchestration. According to the defini-
tion in [8], it is an open-source system for automating deploy-
ment, scaling, and management of containerized applications.
The main features of Kubernetes are the following: service
discovery and load balancing; storage orchestration; automated
rollouts and rollbacks; automatic bin packing; self-healing; and
secret and configuration management.

Kubernetes creates a computer cluster which consists of a
set of working machines, called nodes, that run containerized
applications. Each cluster can consist of one or more nodes.
Worker nodes serve as hosts to run components of an applica-
tion which in Kubernetes terms are called pods. The control
plane controls the workers and the pods in the cluster and it
can be deployed on multiple nodes.



2) KubeEdge: KubeEdge is an open-source platform that
extends container orchestration and device management at the
network edge [9]. The platform is built upon Kubernetes and
provides infrastructural support for networking, application
deployment and metadata synchronization between cloud and
network edge. It also supports the MQTT protocol and allows
developers to implement their own logic of communication
between resource constrained devices at the edge of the
network.

KubeEdge architecture consists of three layers: cloud, edge
node and end device layer. The component that orchestrates
edge nodes and end devices, as well as the Kubernetes master
node, are located in the cloud. The main parts of the edge node
layer are the core, where the agent for managing containerized
services is running, and the Mosquitto MQTT broker for
communication with the end device via the publish-subscribe
mechanism.

3) ioFog: Eclipse ioFog is an edge computing open-source
platform for deploying, running, and networking distributed
microservices at the network edge [4]. The project is a part of
the Eclipse Foundation with company edgeworx as one of its
main contributors.

The Edge Computing Network (ECN) on which ioFog runs
consists of one or more nodes. Each node runs a daemon
service called agent. Each agent is in charge of one or more
microservices running on that particular node. Microservices
are running using a containerization platform with Docker
being one of the most commonly used among them. The ioFog
controller is responsible for orchestrating various agents and
microservices in the system by monitoring their work and
status. If there is a need for microservices to communicate
with each other, ioFog includes an optional process called
connector. The connector enables automatic service detection
and NAT translation, as well as peer-to-peer communication
between services.

B. Selection of the service orchestration tool

Based on the analysis of the available tools and the orches-
tration architecture presented in Section III, we had to decide
which tool to use for the implementation of the orchestrator.

TABLE I: Service orchestration tool comparison.

Parameter Kubernetes KubeEdge ioFog
Node Discovery Yes Yes Yes

Node Management Yes Yes Yes
Service Registry Yes Yes Yes

Service Management Yes Yes Yes
Service Migration Yes No Yes

Resource-Constrained No Yes Yes
Edge Environment No Yes Yes

Deployment Complexity Medium Medium Low
Documentation Quality High Medium Medium

As shown in Table I, all tools implement node discovery,
node management, service registry and service management
from the list of the required orchestrator functionalities, while
KubeEdge is the only one that doesn’t support service migra-
tion. As it was explained in the previous section, KubeEdge

and ioFog are specifically designed for resource-constrained
devices at the edge of the network. When it comes to deploy-
ment complexity, ioFog has shown to be the simplest to deploy
as it only needs an SSH connection to deploy the controller
and the agents. Kubernetes is by far the best documented
among the mentioned tools, while both KubeEdge and ioFog
are missing a detailed documentation.

Based on the comparison of the orchestration tools, ioFog
was selected for the implementation of the orchestrator. The
main reasons why ioFog was chosen are the ease of im-
plementation and the fact that it is designed for distributed
and resource-constrained environments, while it also supports
service migration. KubeEdge has proven to be a useful tool for
managing the states of end devices, but the lack of support for
migration and poorly documented instructions for developing
services are currently sufficient reasons to dismiss KubeEdge
as a tool for implementing the orchestrator architecture. On the
other hand, Kubernetes is a truly powerful, stable and well-
documented tool, but the implementation complexity and high
resource requirements were the reason to choose ioFog over
Kubernetes.

C. Implementation details

To demonstrate the advantages of the proposed architecture,
we implemented a single layer fog computing environment
on top of the ioFog edge computing network (ECN). As
the orchestrator demands a lot of computing resources and
high availability, we decided to place all its functionalities
in the cloud. The ioFog controller already implements the
following orchestrator functionalities: node discovery, node
management, service registry, service management and service
migration. So we decided to build the orchestrator service
on the same host where ioFog controller is deployed. The
orchestrator service was implemented as a NodeJS HTTP
server which communicates with the ioFog system via the
controller REST API.

The service placement algorithm was implemented within
the orchestrator service and it currently uses two parameters:
network round trip time and geographical distance. An end
device initiates the request for a service by providing its loca-
tion and the maximum acceptable distance between the device
and the node where the service is running. The orchestrator
service filters available fog nodes by the maximum distance
and returns a set of closest nodes to the end device. Then
the end device measures the average latency by sending three
ICMP “ping” requests to all identified nodes, and requests a
service to be started on the node with the lowest latency.

The last remaining orchestrator functionality, device reg-
istry, was implemented as a Mongo database also deployed
on the cloud machine. The orchestrator service stores the
information about end devices connected to a specific service
on a particular node into the database. The fog node is
implemented as an ioFog agent which is managed through the
ioFog controller and runs containerized fog services. The fog
service for this demonstration was implemented as a simple
IoT HTTP service that receives measurements from an end



Fig. 6: Network topology of the solution in the Imunes
simulator.

device, processes them and sends a response back to the
device in the form of an action to be taken. The service
is registered as a microservice in the ioFog microservice
registry, so the agents know which service to deploy. In
addition, one instance of the service is deployed in the cloud
which is always available so that end devices can connect
to this service instance when there are no available services
running on the fog nodes. An end device was simulated as a
NodeJS program which generates random measurements for
temperature and humidity, publishes measurements to the fog
service and receives actuation commands from the service.

Four virtual machines were created, which are running
the operating system ”Ubuntu 18.04 LTS”, to form our fog
computing environment: one virtual machine that runs the
orchestrator service, the ioFog controller and the database; and
three machines running as ioFog agents which represent the
fog nodes.

Since the fog computing environment is very dynamic and
highly distributed, it is desirable to use a network simulation
tool to simulate network delays and failures. For this purpose,
we used the Imunes network emulator/simulator. Imunes is an
integrated multiprotocol network emulator/simulator based on
the FreeBSD and Linux operating system kernel, partitioned
into several lightweight virtual nodes that can be intercon-
nected via kernel-level links to form arbitrarily complex net-
work topologies [5]. It was chosen for its ease of use and
ability to include the actual virtual machine interfaces into the
simulated network.

Fig. 6 shows the Imunes network topology of the system
described earlier. It consists of routers, links, computers that
represent end devices, and external interfaces connected to
the previously created virtual machines representing the ioFog
controller and fog nodes. The Imunes simulator allows us to
define link parameters, such as the delay displayed on the link.

D. Performance Evaluation Scenarios

Two scenarios were designed for the demonstration of our
solution. All the scenarios used end devices located in the area
A to demonstrate fog nodes filtering by location.

The first scenario named “S1” is designed to demonstrate
our placement algorithm using location filtering and average
response time. After the closest nodes were retrieved by the
orchestrator, the end device measured the average response
time for all the filtered nodes, in this case fog nodes A, B
and C, by sending three ICMP “ping” requests to each node.
After the optimal node was selected, the end device requests
the orchestrator to start a desired microservice on the optimal
node.

The first scenario has two subscenarios:
• S1A - service scheduling with microservices already

deployed on all the fog nodes; and
• S1B - service scheduling with service deployment.
The “S1A” scenario considered the case where many devices

use the same microservice, so that the microservice is already
deployed on all fog nodes, since there are already devices con-
nected to it. The simulation was run by launching 10 devices
on a simulated machine in the Imunes network called ”End
Device A” and another 10 on ”End Device B”. During the
simulation execution, all three fog nodes were disconnected
from the network for 10 seconds at separate moments to
demonstrate the rescheduling of services to other nodes.

The “S1B” scenario considers a serverless system with
service provisioning on demand. A serverless system repre-
sents a solution where there are no services running if there
are no devices requesting them. In this case, there are no
running microservices in the system. So, when the request
for a microservice is received, the microservice is deployed to
the desired node and the URL of the microservice is returned
to the end device once it is up and running. For the simulation
scenario, only one device was launched on the machine named
”End Device A” and the nodes were disconnected in the same
way as in the previous sub-scenario.

The second scenario, “S2”, was designed to use random
service placement as a baseline solution. The random place-
ment was implemented such that after the end device sends a
request for a microservice, the orchestrator filters fog nodes
by location and randomly selects a node for the end device to
connect to. The simulation was performed in the same way as
in the “S1A” scenario, i.e., 10 devices were launched on the
“End Device A” and another 10 were launched on the “End
Device B”, and also the microservice was already deployed
on all three fog nodes.

V. RESULTS

Fig. 7 illustrates the advantage of our service placement
algorithm by showing the latency distribution for all scenarios.
The latency was divided into three categories based on two
thresholds: 100 ms as the threshold for the desired latency
and 200 ms as the threshold for the acceptable latency.

As expected, most requests in “S1A” fall within the desired
response time category because our algorithm uses the optimal
fog nodes selected based on the average latency. On the other
hand, most of the measured response times in “S2” are in
the range of 100 to 200 ms because fog nodes are randomly



Fig. 7: Latency distribution by scenario.

Fig. 8: Average latency for each scenario.

selected, which means that on average one out of three devices
is connected to a microservice on an optimal node.

Scenario “S1B” has witnessed more requests falling within
the category above 100 ms compared to “S1A”. The main
reason for this type of latency distribution is that the service
migration is done by deploying the service on the other node
and during the migration time the end device is connected to
the previous node or directly to the cloud. Due to limitations
of ioFog current implementation, the average time to start our
microservice is 16.85 seconds, although the container itself
takes less than a second to start, and this is a shortcoming of
the ioFog environment that should definitely be improved in
the near future.

Fig. 8 and Fig. 9 clearly demonstrate the reduction in
latency when our service placement algorithm is used to obtain
the optimal node, compared to randomly selected fog nodes
and direct device-to-cloud communication. It is important to
emphasize that the difference between our solution and random
node selection would be even more significant in a scenario
with hundreds or thousands of fog nodes.

VI. CONCLUSION AND FUTURE WORK

To enable remote management of fog services, it is bene-
ficial to use tools for remote service orchestration in a dis-
tributed environment. Thus, we have presented and compared
the most notable tools for fog computing implementations. In

Fig. 9: Average latency by the node.

the practical part of the paper, we presented our architecture
for fog service orchestration. We chose the ioFog tool for
the use case implementation to orchestrate deployment and
migration of IoT services between distributed fog nodes.
Finally, by analyzing the service latency, we demonstrated
the advantage of our solution compared to random service
scheduling in fog computing and the direct device-to-cloud
communication.

In the dynamic world of fog computing, predicting the
future behavior of the system, i.e. states of fog nodes and
end devices, will highly improve service quality, so the de-
velopment of proactive placement algorithms will be one of
our main research focuses in the near future. We also plan to
work on reducing service startup time on fog nodes as it has
shown to be an important factor to improve service quality in
the fog computing environment.
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