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Abstract 

Student success is paramount at all levels of education, especially for universities. Improving 

the success and quality of enrolled students is one of the most important concerns. It is 

important to monitor the early symptoms of at-risk students and take preventive measures 

earlier to identify the cause of student dropout rate. In this research, we will use data mining 

techniques to identify the factors that influence student success. We use the Open University 

Learning Analytics Dataset (OULAD) education dataset code module FFF and code 

presentation 2014J with 2364 students. We used grid search along with ANOVA ranked feature 

combinations in a pipeline to build our model. In this context, we will use Logistic Regression 

and Decision Tree for classification models. This research focuses on evaluating how 

predictions change over time after each test and how early we can obtain good predictive power. 

We built the model immediately after each exam in the course. The results showed that we can 

get good results very early in the course, which gives much more room for timely intervention. 
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1 INTRODUCTION 

Many areas of life are now dominated by digitalization, including education. The primary goal 

of these digital systems is to help businesses and institutions, and digital systems are producing 

more data than ever before (Guo et al., 2014). This data is not only used for business support in 

the context of transaction data but also increasingly used for decision making (Lei et al., 2016). 

By using data mining and machine learning, better decisions can be made in less time and 

proactively. To get a better prediction of student performance, an accurate predictive model is 

needed. There are a variety of insights that can be of interest to learners and instructors, such 

as providing student profiles, adopting course modules, etc. It makes most sense to find students 

who have a very high probability of failing an assessment and then help them with tutoring, but 

in time, before they fail the course. Of course, not all students have the same abilities, and some 

of them choose the learning path wrongly, and to avoid that, Learning Analytics intervenes by 

helping to create the learning path for each student based on their past performance and 

preferences. It can also help learners and teachers to intervene in time to support students or 

improve or adjust learning programs. 

In Section 2, we will show some related work that has analysed the prediction of student 

performance using machine learning. In Section 3, we will describe the materials and methods 

used to achieve our goal. The results and discussion are presented in Section 4, while the ethical 

aspect is commented. Conclusion and future work can be found in Section 5. 

2 LITERATURE REVIEW 

Student performance refers to how well short- and long-term educational goals are met (Abu 

Zohair, 2019). To achieve these goals, there are many challenges and influences. It depends on 

how motivated the student is, how much effort they put in, how good the lecturer is, how good 



the environment is for each student, how social (Ukut & Krairit, 2019) and all these influences 

have different effects before or during the exam (Starecek et al., 2017). 

Most studies predict student performance after completion of the course, and these results are 

very useful in seeing what causes students to fail the course, but there are not as many studies 

on how to help students from failing or dropping out. Nowadays, virtual learning platforms 

generate enormous amounts of data at the very beginning of the course in terms of student 

interaction, clickstreams, courses, etc. By using this data right at the beginning of the course, a 

good predictive model can be developed to predict student performance early and give more 

room to help them proactively. 

There is a study on predicting student outcomes in a course (Umer et al., 2019). For 

performance prediction Random Forest, Naïve Bayes, Logistic regression, Linear 

Discriminating analysis, and ensemble classifier which used weighted majority voting of all 

other listed classifiers. Four types of datasets were used: instructions partially online, course 

Introductory mathematics (C1), instructions fully online, course Introductory mathematics 

(C2), instructions internally on campus, course Software development (C3) and, fully online, 

course Introduction to finance (C4). 

They saw that there is a big difference in the prediction of C1 and C2 record type. C2 has much 

higher predictive power than C1 in the early stages, but this is intuitive because C2 is fully 

online and provides much more information about student behaviour than C1. C3 was partially 

online but had five assessments during the course, while C4 was fully online but had no 

assessments. In these scenarios, C3 performed well in the early stages (not as well as C2, but 

much better than C1), while C4 did not. This led them to conclude that both the LMS and 

assessment results are very important in predicting student performance. There should be at 

least 3 assessments to get a good prediction, and more LMS data does not directly improve the 

prediction accuracy, but since it was only used at one institution, it cannot be generalized. 

Another study used OULAD and prove that submitting the first assessment is a very good 

predictor of student performance (Wolff et al., 2014). This fact was used to split the data for 

the Markov chains and found that students who turned in the first assessment and had at least 

minimal contact with VLE did not withdraw from the course, and even if they had no contact 

with VLE, they still had a very low probability of withdrawal (Kuzilek et al., 2018). 

Not only is classification used for prediction, but also regression. Prediction for student 

assessment using regression and prediction of final results using classification was performed 

for data from Massive Open Online Courses (MOOC) (Hassan et al., 2019). They predicted the 

student assessment scores and classification for the final results. They conclude that lower 

preliminary grades are a very significant factor for dropout, while engagement with the digital 

material is a very important factor determining overall student success.  

All the studies discussed address predicting student success or what characteristics affect 

student success, and even predicting dropout at different percentages of course length, but none 

use exams as time points to model the data. This study with the proposed solution could help 

establish a proactive intervention system that could track and improve overall student 

performance. 

3 METHODOLOGY 

Many studies in the literature have used data mining techniques to predict students' performance 

(Injadat et al., 2020; Hassan et al., 2019; Helal et al., 2018). These studies have used individual 

classifiers such as Decision Tree (Myles et al., 2004), Support Vector Machine (SVM) (Noble, 

2006), Artificial Neural Network (ANN) (Wang, 2003), Naive Bayes (Rish, 2001), and Random 



Forest (Belgiu & Dragut, 2016). For this study, we will use Open University Learning Analytics 

Dataset (OULAD) (Kuzilek et al., 2017). 

The aim of this paper is to predict student performance at different stages of the course. 

Predictions will be made after each exam, where we will see what predictive power, we have 

through the course timeline. The OULAD data is first pre-processed. Then feature extraction is 

performed to prepare the input for machine learning algorithms that classify student 

performance into one of two classes: failing or passing. Logistic regression and decision tree 

are used and compared based on the area under the ROC curve (ROC AUC). ANOVA is used 

for feature ranking, and k-fold cross validation of the different models is repeated with all 

features. 

3.1 Data 

The dataset for this study was provided by the research group Learning Analytics at Knowledge 

Media, The Open University. The dataset is publicly available and consists of tables containing 

information on student demographics, modules taken, module commencement (module 

presentations) and information on student academic success in the form of marks for 

assignments and examinations, and student interactions with the university's Virtual Learning 

Environment (VLE). OULAD consists of student data from 2013 and 2014, which was 

compared to 2015 data to see if there were any differences in the data. The conclusion was that 

there was no significant difference between OULAD and 2015 (test) data. OULAD has student-

centred data where there are multiple data categories spread across multiple tables and linked 

to reference keys. The data categories are demographics, enrolment, assessments, and Virtual 

Learning Environment (VLE) interactions. The data includes 7 courses, 22 module 

presentations with 32,593 students (Kuzilek et al., 2017). 

We chose module code FFF and presentation code 2014J for our modelling. There are 2,365 

students in this module presentation. The OULAD data is divided into seven tables that are 

linked together with reference keys. The largest data is the data relating to student interaction 

with VLE. Student interaction with VLE is stored in the studentVle and vle tables (Kuzilek et 

al., 2017). After loading the data, we merge these two tables and filter data that does not relate 

to module code FFF and presentation code 2014J. We pivoted the student VLE interactions to 

get the sum of clicks for each activity type for each assessment date. We then merged 

studentAssesment and the assessment table (Kuzilek et al., 2017) and filtered the data not 

related to module code FFF and presentation code 2014J. We multiplied the weighting by the 

score, grouped by student and summed the values up to each assessment date. The assessment 

date is information about the final submission date of the assessment, calculated as the number 

of days since the start of the module presentation. For the selected course and presentation dates, 

we have 24, 52, 94, 136, 199 and 241 for the different assessment dates and the module 

presentation length is 269. A strong trend evident from the analysis of the VLE click patterns 

is that students often click more immediately before submitting an assessment. This can be 

clearly seen in Fig. 1 where the peaks of activity coincide with the period immediately prior to 

submitting an assessment. Therefore, when using VLE data, predictions are most useful when 

made during the periods between assessments. 

 



 

Fig. 1 – VLE total clicks per date. Source: own research 

Having dealt with the VLE and assessment data, we filtered and merge all the other tables to 

have all the available features in one file, filtered for the chosen course and presentation. For 

the categorical features we have done the encoding. For the ordinal feature, we performed a 

label encoding where we replace the category name with a number corresponding to the rank. 

For ordinal encoding, it is important to maintain the order of the class so that no valuable 

information is lost, while for nominal features we should be careful not to create ordered 

features if we simply replace the classes with numbers, as this would provide misleading 

information to the algorithm, which could lead to a worse model. To encode nominal features, 

we used one-hot encoding. This involves removing the integer encoded variable and adding a 

new binary variable for each unique integer value in the variable. For binary features, we change 

the feature name to one of the two categories and set it to true if it was the same category as the 

feature name, and to 0 if it was not.  

For the output variable, we mapped the final results with the four categories withdrawn, fail, 

pass, distinction to the binary variable fail where we mapped withdrawn and fail as 1 and pass 

and distinction to 0. As can be seen in Fig. 2, the distribution of students who did not pass and 

students who passed is balanced: 52.77% did not pass and 47.23% passed. 

 

Fig. 2 – Student’s course mapped (withdrawn, fail to fail; distinction, pass to pass) outcome distribution. Source: 

own research 

The original distribution is shown in Fig. 3, where we can see that pass and withdrawn have 

almost the same ratio (36.32% and 36.15%), while there is an imbalance in fail and distinction 



(16.62% and 10.91%), but when transformed into a binary variable, it is a balanced data set. 

We chose this mapping because the machine learning algorithms work better for binary 

classification (Sánchez-Maroño et al., 2010). 

 

Fig. 3 – Student’s original course outcome distribution. Source: own research 

3.2 Methods 

After data is prepared the modelling is the next thing to do. All techniques and methods for 

modelling in this study were performed in Python, version 3.9.1, using the following libraries: 

sklearn version 0.24.2, numpy version 1.20.1, pandas 1.2.1, and matplotlib version 3.3.3. 

PyCharm professional version 2020.3.4 is used to write the code, while Jupyter notebook is 

used for code mobility with the same Python version and packages defined previously (Project 

Jupyter, n.d.). RapidMiner version 9.9 was used, and everything is programmed on MacBook 

Pro with 2,4 GHz 8-Core Intel Core i9 processor, 32 GB 2667 MHz DDR4 and macOS BigSur 

version 11.4. 

On prepared data, we output the Grid Search with features and hyperparameters in grid search 

and repeated stratified K-fold with 10 folds and 3 repetitions for cross validation. In grid search, 

care must be taken to train the model in a reasonable time, as there may be too many 

combinations to check. 

For feature selection in Grid Search, we used the range from 1 to the total number of features 

in the dataset. For ranking the features, we used ANOVA scores (Gayatri et al., 2012). The 

hyperparameter grid is presented for each model as each model has different hyperparameters, 

as well as the final hyperparameters along with the number of best features selected based on 

ANOVA scores. ANOVA is an acronym for analysis of variance and is a parametric statistical 

hypothesis test for determining whether or not the means of two or more samples of data are 

from the same distribution (Gayatri et al., 2012).  

For models, Logistic Regression and Decision Tree were used. Logistic regression is used for 

classification and uses the logistic sigmoid function to return a probability value. The most 

common use is for binary classification (e.g., email: spam or not spam). The algorithm is very 

similar to linear regression, but uses a more complex cost function, the sigmoid function.  

Classification and Regression Trees or CART for short is a term introduced by Leo Breiman to 

refer to Decision Tree algorithms that can be used for classification or regression prediction 

problems. Classically, these algorithms are called decision trees, but on some platforms such as 

R they are referred to by the more modern term CART. The decision tree does not require the 

data to be scaled and it uses mutual information to obtain feature importance, which works for 

numeric and categorical data. Not only is it easy to work with enumerated things, but it also 

gives us results that are easy to interpret and code. 

 



4 RESULTS & DISCUSSION 

In this research, a set of problems for predicting student performance was defined. Data were 

processed, several models were developed and tested. The main findings are that we can predict 

student performance early in the course using data from OULAD. In addition, the choice of 

characteristics has a large impact on the reliability of a model generated from the data, 

regardless of what type of model is chosen. 

The bar graphs showing the ANOVA scores for the data immediately after each of the 

assessments are shown in Fig. 4-9. We can see that the assessment scores are the strongest 

feature, while other features are important but not as much as the assessment scores, such as 

some of the VLE activity types and demographics. This is to be expected as the assessment 

score is strongly associated with the outcome. To pass the course at the Open University, you 

need to score at least 40 out of 100 to pass the course (Kuzilek et al., 2017). 

In the Fig. 4, the ANOVA scores after the first assessment, we see that the weighted score is 

the highest at 1101.38, as expected, followed by subpages and homepages with scores of 633.44 

and 612.80, respectively. 

 

Fig. 4 – First assessment ANOVA scores. Source: own research 

The ANOVA scores after the second assessment is shown in Fig. 5, and we can see that the 

weighted score is now much stronger than after the first assessment, but it is expected to become 

stronger after each assessment because we have more knowledge about the main part of the 

grade after each assessment. Here the weighted score is 2092.70, almost double. All the features 

related to assessments and VLE are higher because the time is further forward and there is more 

data, except for the information about students, which has not changed in the time after the first 

assessment to the second assessment. 



 

Fig. 5 – Second assessment ANOVA scores. Source: own research 

In the third assessment ANOVA scores, which we can see in Fig. 6, the picture has changed in 

a similar way as after the first assessment and after the second assessment. The weighted score 

is now much stronger with a score of 4042.5, which is again almost double more than after the 

second assessment, while the other VLE activities now have a slightly better score, and the 

student information has the same ANOVA scores as before. 

 

Fig. 6 – Third assessment ANOVA scores. Source: own research 

After the fourth assessment ANOVA, which can be seen in Fig. 7, a change has occurred. As 

expected, the weighted score of 5837.31 is the highest and almost half better than after the third 

assessment, but now some of the VLE ANOVA values are higher and some lower than after 

the third assessment, but these are just indications of where there is more and where there is 

less activity. 



 

Fig. 7 – Fourth assessment ANOVA scores. Source: own research 

After the fifth assessment ANOVA (Fig. 8) there are still big changes in the weighted score, 

which is now 8038.39, and some of VLE activities are higher and others lower, which only 

shows the dynamics. 

 

Fig. 8 – Fifth assessment ANOVA scores. Source: own research 

After the last assessment or at the end of the course, the results of ANOVA are very similar to 

the results after the fifth assessment, as we can see in Fig. 9. In this case, the weighted score 

ANOVA has not changed, while the score for the VLE activities ANOVA is now higher, except 

homepage, suggesting more activities before the end of the course in the VLE system. As 

expected, there is no change in the ANOVA score for student information. 



 

Fig. 9 – Sixth assessment ANOVA scores. Source: own research 

To get a more detailed overview of the results from ANOVA, we present in Tab. 1 the ANOVA 

scores after each assessment for the VLE features and the weighted score. Here we can see the 

trends in detail and how the activities change over the course. If we look at the last two features, 

dataplus and oucollaborate, we will see that the score of ANOVA was 0 until the fourth 

assessment, which means that this VLE activity did not exist until the fourth assessment. As we 

can see, oucollaborate is not a feature that has a great impact on the final result. On the other 

hand, dataplus has no immediate influence, which indicates that dataplus was not very active at 

the beginning, but after the fifth and sixth assessment it becomes a strong feature with a high 

ANOVA value, as we can see in Tab. 1 in the last two columns. 

Tab. 1 – ANOVA scores after each assessment for VLE features and weighted score. Source: own research 

Feature name 

ANOVA 

after 1. 

assessment 

ANOVA 

after 2. 

assessment 

ANOVA 

after 3. 

assessment 

ANOVA 

after 4. 

assessment 

ANOVA 

after 5. 

assessment 

ANOVA 

after 6. 

assessment 

Subpage 633,44 863,96 948,89 863,65 761,01 803,00 

Page 143,67 150,75 231,87 456,14 685,08 764,07 

Foruming 454,33 475,61 552,12 491,27 532,74 536,31 

Oucontent 449,61 361,81 358,21 310,24 338,45 392,73 

Quiz 423,02 594,56 572,69 564,79 718,67 813,11 

Homepage 612,80 633,77 638,72 592,12 629,10 572,36 

Resource 184,16 209,52 423,65 599,79 775,26 934,93 

Url 306,23 323,67 402,29 540,49 934,18 956,70 

Ouwiki 270,92 286,06 293,46 312,44 404,76 415,81 

Glossary 2,45 3,71 10,32 14,16 16,32 19,55 

Questionnaire 71,82 533,50 552,76 559,86 763,57 790,60 

Dualpane 10,47 30,54 32,80 39,30 227,73 386,14 

Oucollaborate 138,18 199,33 204,77 278,52 302,77 301,88 

Htmlactivity 296,87 293,11 295,82 339,72 354,01 380,06 

Weigthed score 1101,38 2092,70 4042,55 5837,31 8038,39 8038,39 

Dataplus 0,00 0,00 0,00 6,42 414,79 617,83 

Oucollaborate 0,00 0,00 0,00 1,12 1,12 1,12 

After the analysis of the ANOVA scores, the next part follows with the hyperparameters, and 

the features ranked by ANOVA for the grid search and the results of the logistic regression and 

the decision tree.  



The hyperparameters for Logistic regression are shown in Tab. 2 and these are only the values 

used for the grid search, while the other values are default values in the defined sklearn version 

0.24.2. The penalty hyperparameter defines the norm used in penalty. The C value is inverse to 

the strength of the regularization and must be a positive floating-point number. Smaller values 

mean stronger regularization. Intercept scaling specifies what is used as the scaling value for a 

constant (also called bias or intercept) (Scikit-Learn, n.d. a). For the search of hyperparameters, 

the execution resulted in about 14 thousand combinations for each assessment dataset. 

Tab. 2 – Grid search parameters and outputs for Logistic regression in sklearn. Source: own research 

 Penalty C Intercept scaling ANOVA Best K features 

Grid values L1, L2 0.1, 0.3, 0.6, 1.0 1, 2, 3 1, 2, … all 

First exam L1 0.3 1 28 

Second exam L1 0.1 2 30 

Third exam L1 0.1 1 34 

Fourth exam L1 0.1 1 37 

Fifth exam L1 0.3 3 37 

Sixth exam L1 0.3 3 37 

The hyperparameters for decision tree are shown in Tab. 3 and these are only the values used 

for the grid search, while the other values are default values for the defined sklearn version 

0.24.2. The function to measure the quality of a split. Supported criteria are Gini for Gini 

impurity and entropy for information gain. Splitter is the strategy used to select the split at each 

node. Supported strategies are best to choose the best split and random to choose the best 

random split. Min Samples Split is the minimum number of samples required to split an internal 

node. (Scikit-Learn, n.d. b) For hyperparameter search, we ended up with more than 50 

thousand combinations to run for each assessment dataset. 

Tab. 3 – Grid search parameters and outputs for Decision tree in sklearn. Source: own research 

 Criterion Splitter Min samples split ANOVA Best K features 

Grid values gini, entropy best, random 2, 3, 4 1, 2, … all 

First exam gini random 4 1 

Second exam gini best 2 1 

Third exam gini best 4 1 

Fourth exam gini random 4 1 

Fifth exam gini random 4 1 

Sixth exam gini random 4 1 

After grid search the best models were chosen and the prediction results of the stratified 10-

fold cross-validation for the binary class fail true/false are shown in Tab. 4. From the results we 

can see that the deeper into the course the models are the more accurate, but this was to be 

expected, the more important it is that early in the course we can predict students who may fail. 

The decision tree shows less accurate models, but it only uses the score as a feature for 

prediction as it dominates all other features due to the very high correlation to the final score, 

whereas logistic regression uses more features and therefore performs slightly better. We can 

see that from the third test onwards the predictive power is very high. The standard deviation 

(STD) for stratified 10-fold with 3 repetition (30 tests in total) is stable. 

Tab. 3 – Grid search parameters and outputs for Decision tree in sklearn. Source: own research 

      Method performance 

 

Exam number 

Logistic Regression Decision tree 

ROC AUC (STD) Accuracy (STD) ROC AUC (STD) Accuracy (STD) 

1. Exam 0.865 (0.019) 0.780 (0.024) 0.798 (0.028) 0.721 (0.029) 

2. Exam 0.910 (0.016) 0.839 (0.017) 0.884 (0.019) 0.818 (0.022) 

3. Exam 0.950 (0.011) 0.898 (0.017) 0.916 (0.018) 0.883 (0.016) 

4. Exam 0.969 (0.009) 0.921 (0.016) 0.936 (0.013) 0.907 (0.015) 

5. Exam 0.984 (0.006) 0.934 (0.012) 0.951 (0.014) 0.919 (0.016) 

Final Exam 0.985 (0.005) 0.937 (0.014) 0.951 (0.014) 0.919 (0.016) 



If we compare the results of this study with another study in which student performance was 

predicted at different percentages of course length (20%, 40%, 60%, 80%, and 100%) on the 

OULAD dataset (Adnan et al., 2021), we can draw a similar conclusion, when more and more 

course data were provided, the performance of the model improved. The improvement in 

student performance at the end of the course is not so useful to help the student, but the 

performance of the predictions is good in their case after 60% of the course and in our case after 

the 3. assessment and onwards which is the same as in the other study (Umer et al., 2019), but 

of course it depends how many assessments there are in the course. 

4.1 Ethical Aspect of the Research 

Since, in the research, OULAD dataset will be used which is already anonymized and prepare 

for public usage it will not result in personal information reveal. If any other university dataset 

will be used it is important that during publication no personal information will be published. 

5 CONCLUSION 

It would be helpful if the professor could predict student performance and identify students who 

need extra help in the course or in the field of study in general, or better yet, automate it to have 

a proactive system. In this work, the Logistic Regression and Decision tree algorithms are used 

on OULAD data to predict whether a student will fail or pass immediately after each 

assessment. We used ROC AUC as the assessment measure because it is a balanced metric for 

binary classification since it considers the true-positive rate and the false-positive rate. 

Considering this measure, logistic regression performs better than the decision tree. From the 

third exam, we get very accurate models where we can still help students in distress to overcome 

the problems and pass the course, which could be used for an automated early warning system 

where teachers can be notified and help the student or even automate it and the notifications to 

the student and try to motivate them early enough. We could combine a monitoring, alerting, 

and notification system where when it is detected, it first sends a notification with help to 

students with a high probability of failing, and if that doesn't help after the next test, it could 

alert the teacher where they intervene and try to help the student. This research confirmed the 

obvious, that the more time that passes in the course, the more accurate the models are, and that 

assessment results are the strongest feature. The more interesting part is that we can get very 

accurate models early in the course. The only downside is that we have 2365 students, which 

could be problematic for smaller institutions. Of course, since the decision tree only uses a 

single feature (the assessment scores), we could do this manually by checking what the student's 

score is after each exam, and we would most likely have a good prediction of which way the 

student will go, fail or pass. So why bother with all the modelling? Because why should we 

waste our time on something we don't need, it's better to use that time to help students pass the 

exam, and not only that, but some more complicated algorithms could give us an even better 

performance. 

Future work should include more modules and presentations to check if this way of data 

preparation and modelling works for all Open University modules and presentations, and after 

that if it shows good results, it should be extended to other educational institutions. Future work 

should include more supervised machine learning algorithms to get even better performance 

earlier, the best case would be to get the good models immediately after the first exam. 
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