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Abstract—Particle filters are a group of filtering methods based
on recursive Bayesian filters which can be used to estimate the
state of an observed dynamical system. The main advantage
of the particle filters when compared to other similar filtering
methods is that it can handle a nonlinear system which includes
non-Gaussian noise sources. A hardware accelerator represents
a digital module which is specifically made to perform some
function. The module is adapted exclusively to the designed
function which the module executes more efficiently and faster
than it is possible using a software implementation on a general-
purpose processing core. This paper analyses a hardware ac-
celerator which implements a particle filter used in the inertial
measurement unit (IMU) measurements. The accelerator is used
in periphery of a low power and low gate count Cortex-M1 core.
The accelerator is evaluated with respect to the area utilization
and execution performance and it is compared to a software
implementation of an equivalent particle filter executed on the
Cortex-M1 core. The results show that the hardware accelerator
has a 30% smaller cell count than the accompanying Cortex-
M1 core. The hardware implementation of the particle filter
has a two-orders of magnitude shorter execution time than the
reference software implementation running on the Cortex-M1
core.

Index Terms—particle filters, digital integrated circuits, micro-
processor core

I. INTRODUCTION

Particle filters are a set of Monte Carlo algorithms also
known as Sequential Monte Carlo (SMC) filters which are
based on recursive Bayesian filters. They are used to estimate
the state of an observed dynamical system and they are
particularly suitable for nonlinear systems which feature non-
Gaussian noise sources. The particle filters use a weighted
set of samples, i.e. particles to represent the probability
distribution of the state [1], [2], [3].

The particle filter can be used to combine measurements
from multiple sources to give a more accurate and a more
precise estimate of the system state and such a particle filter
constitutes a sensor fusion algorithm. In [4] a particle filter
was used to combine inertial navigation system and barometer
measurements with GPS location measurements for accurate
underwater localization. Sensor fusion algorithm was used in
[5] for 3D orientation detection with an inertial measurement
unit (IMU). In [6] smartphone sensors including IMU, camera
and WiFi measurements were used in a particle filter for indoor
localization.

This work was in part supported by FFG, Austria through project ”Sensor
Fusion”.

Hardware accelerators are digital modules which are custom
made to execute some functions. The accelerators execute
these functions more efficiently than it is possible when
implemented in software running on a general-purpose central
processing unit (CPU). A cascade particle filter used in object
recognition is implemented as a hardware accelerator in [7].
Hardware acceleration of a particle filter can be also achieved
using a graphics processing unit (GPU) as shown in [8].
Efficient hardware architecture for particle filter used in object
tracking is presented in [9]. A parallel hardware implementa-
tion of a particle filter used for tracking in wireless networks
is shown in [10]. An overview of architectures and memory
schemes for sampling and resampling in particle filters is given
in [11].

This paper presents an IMU-specific particle filter imple-
mented as a hardware accelerator in the periphery of an ARM
Cortex-M1 core and compares it to a software implementation
running on the Cortex-M1 core with respect to the area
utilization and performance.

Descriptions of a general algorithm used in particle filters
and an IMU-specific algorithm are given in Section II. Sub-
section II-A introduces the general algorithm and its most
important steps, i.e. the prediction, update, resampling and
estimation steps. The specifics relating to the IMU measure-
ments in the particle filter are described in Subsection II-B.
The implementations of the particle filter in a System-on-Chip
(SoC) are described in Section III. Description of the System-
on-Chip is given in Subsection III-A. Subsection III-B consists
of the description of the software implementation of the
particle filter, while Subsection III-C pertains to the specifics
of the hardware implementation of the particle filter. The
particle filters are evaluated with respect to to the performance
and the area in Section IV. Subsection IV-A gives the area
utilization of the complete System-on-Chip, while the specific
performance of the software and the hardware implementations
are evaluated in Subsections IV-B and IV-C. The evaluation
results are compared and discussed in Section V which is
followed by conclusions in Section VI.

II. PARTICLE FILTERS

A. General Algorithm

Particle filtering uses a set of weighted particles to represent
the posterior distribution of some stochastic process given
noisy or partial observations. It is a recursive Bayes filter
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Fig. 1. The flowchart of a general particle filter.

which takes the current estimate and updates it based on
observations. Fig. 1 shows the flowchart of a general particle
filter. Similar to the Kalman filter, the particle filter has a
prediction step and an update (correction) step in order to
estimate how the states evolve. The first step in any particle
filtering algorithm is to generate an initial prior distribution.
Most commonly the initial prior distribution is generated uni-
formly and the weight of each particle is initialized to be 1/N ,
where N represents the number of particles. Each particle
represents a possible state of the system. The prediction step
uses the state model to update each particles’ state based on
the particles current state to which some noise is added and it
is defined as

Xk = g(Xk−1) +Wk−1 (1)

where Xk represents the particles new state, Xk−1 the particles
current state and Wk−1 the current noise, while g(·) represents
the state model.

The next step is the update, or correction, step which takes
the observation into account. For each particle it assumes that
the system is in the state described by that particle and updates
the weights W of the particles based on how likely it is
to obtain the observation that was obtained in reality. This
recursively updates the prior distribution through iterations of
the algorithm, which is a realization of the Bayes theorem

P (x|z) = P (z|x)P (x)

P (z)
(2)

Fig. 2. The flowchart of the IMU-specific particle filter.

where P (z|x) represents the prior distribution, P (x) and P (z)
the probabilities of events x and z respectively and P (x|z) the
posterior distribution.

The last step of the particle filter is the resample step. As we
only have a limited number of particles, we want to discard the
particles that describe our observation very poorly and repli-
cate the ones that describe it well. This is done by resampling
the particles based on their importance weights, with the ones
having higher weight being more likely to be selected for the
future iterations of the algorithm. As resampling is generally
computationally expensive, sometimes the particles are not
resampled in each iteration. Instead, they are only resampled
once the effective number of particles - which approximates
the number of particles that meaningfully contribute to the
probability distribution - falls below a threshold. Finally, the
particle filter estimation is obtained as a weighted average of
all the particles’ states which is defined as

µ =

i∑
wixi (3)

where µ represents the particle filter estimation, wi the i-th
particles’ importance weight and xi the i-th particles’ state.

B. Particle Filtering of Inertial Measurement Unit (IMU)
Measurements

In this section, a particle filtering method of Inertial Mea-
surement Unit (IMU) measurements is presented. The mea-
suring system is composed of a tri-axis gyroscope, a tri-axis
accelerometer and a tri-axis magnetometer. Fig. 2 shows the



Fig. 3. The block diagram of the System-on-Chip with the hardware
accelerator.

flowchart of the IMU-specific particle filter. Like in any other
particle filtering method, the first step is generating an initial
prior distribution. The next step is predicting the next state
of particles using the state model. In this step the gyroscope
measurements are used as input. After predicting the next state,
we use the accelerometer measurements to calculate rotation
around x-axis, i.e. roll Φ and rotation around y-axis, i.e. pitch
Θ. If Ax, Ay and Az are accelerometer measurements in the
x, y and z-axis respectively then the roll Φ is defined as

Φ = arctan
−Ay√
A2

x +A2
z

, (4)

while the pitch Θ is defined as

Θ = arctan
Ax√

A2
y +A2

z

. (5)

The roll and pitch calculated from acceleration data are
then used to update the weights of the particle filter – the
particles more similar to the calculated data get their im-
portance weights increased. Filter state is then estimated and
the particles resampled. The particles are resampled in every
iteration, without degeneracy checking, in order to obtain the
most accurate results. Lastly the rotation around z-axis, i.e.
yaw Ψ is defined as

Ψ = arctan
Mx cosΘ +My sinΘ sinΦ +Mz sinΘ cosΦ

MycosΦ+Mz sinΦ
(6)

where Mx, My and Mz are magnetometer measurements in
the x, y and z-axis respectively, while Φ and Θ are the particle
filter estimated roll and pitch.

III. PARTICLE FILTER IMPLEMENTATION ON CORTEX-M1
CORE

A. System-on-Chip Description

The hardware accelerator of the particle filter is prototyped
in a System-on-Chip which is implemented on an FPGA
(hardware details are given in Section IV). Fig. 3 shows the
System-on-Chip which consists of the ARM Cortex-M1 core
and the hardware accelerator of the particle filter which is
located in the core periphery. The hardware accelerator and

Fig. 4. The architecture of the weight update block.

the SPI communication interface are connected to the Cortex-
M1 core using an AXI bus. The SPI communication interface
is used to communicate to an inertial measurement unit. The
System-on-Chip also features clock and reset circuits required
by the Cortex-M1 core.

B. Software Implementation

Measurements used in this implementation come from an
IMU module on a breakout board which is connected to the
FPGA development board. The IMU uses a 3-axis accelerome-
ter, a 3-axis gyroscope, a 3-axis magnetometer and a barometer
which is not used for the particle filter. It communicates with
the host board via the SPI protocol. Data from any of the
four sensors is collected by pulling the appropriate chip select
line low. The accelerometer provides full-scale 16-bit signed
data for all 3 Cartesian axes. The data is measured as linear
acceleration since each axis is measured individually. The
gyroscope measures the angular rotation rate of the module,
indicating the degrees per second the module is being rotated
around each axis. The magnetometer detects the magnetic field
present around the module. Before using the magnetometer it
is recommended to run a calibration routine to correct any
hard iron bias present around the module.

In this implementation a particle filter is used on roll
and pitch only, yaw is calculated from the magnetometer
readings and filtered values of roll and pitch. This reduces
memory requirements and computation time while having an
insignificant impact to yaw accuracy.

The states of particles in the filter are initialized uniformly
in [-180, +180] degree range with each particle having impor-
tance weight 1/N where N is the number of particles in the
filter and in this particular case N = 128 particles are used.

Gyroscope measurements are used as input in the predict
step. During each predict step it is necessary to check if
the particle states fall out of [-180, +180] degree range and
rewind them if they do. In the update step, inverse L2 norm
[12] between each particle and measured state was used as
similarity measure to update the importance weights.

Finally, in the resampling step, residual resampling is used.
In residual resampling (also called “remainder resampling”) it
is assumed that the particles with importance weights greater
than 1/N are always included in the new, i.e. resampled
distribution. In the first step of residual resampling, particles
with importance weights greater than 1/N are selected and



their importance weight is reduced by a multiple of 1/N . In
the second step, weight normalization and simple resampling
with drawing is performed.

C. Hardware Accelerator Implementation

Particles of the hardware accelerator are stored in a Simple
Dual Port BRAM (SDP-BRAM) [13] with depth N and with
width of 32 bits. The upper 16 bits for roll particle, rollp,
and the lower 16 bits for pitch particle, pitchp. On start-up,
or after reset, the accelerator requires N cycles to generate
N uniformly distributed particles, this is achieved by a 32-bit
wide Linear Feedback Shift Register (LFSR) which is later
used to generate normally distributed noise in the predict step
of particle filtering.

The predicted particles are pipelined to the weight update
block. Fig. 4 shows the architecture of the weight update block.
The inputs rollp and pitchp are pipelined outputs of the predict
block. The inputs rollm and pitchm are estimations of Φ and
Θ and they are preprocessed measurements of the accelerom-
eter by the Cortex-M1 processor using the equations (4) and
(5). The weights are stored in a Simple Dual Port BRAM with
depth N and with width of 8 bits. The Resample & Allocate
block on Fig. 5 implements the improved residual resampling
[14] algorithm and particle allocation with arranged indexes
[15] in order to resample all particles for the next set of
measurements. SDP-BRAMs are used to store particles and
weights since they are to be read and written to during predict
step.

The hardware accelerator is implemented as a Finite State
Machine (FSM) with three states. The first state is the ini-
tialisation state during which all the memories are initialised.
During this stage, uniformly distributed numbers are written
to particle memory and all weight coefficients are set to the
highest possible value.

The predict and update step of particle filtering are per-
formed during second state of FSM. The blocks that are

TABLE I
THE AREA UTILIZATION OF THE SYSTEM-ON-CHIP.

Module Cells [] Percentage [%]
Cortex-M1 core 3878 42.29
Hardware acc. 2767 30.17
SPI interface 1230 13.41
AXI bus 1217 13.27
Clock and Reset 78 0.85
Total 9170

TABLE II
THE EXECUTION TIMINGS OF THE SOFTWARE

IMPLEMENTATION.

Step Clock cycles [] Percentage [%]
Predict 14 416 53.18
Update 5 436 20.06
Resample 5 681 20.96
Estimate 1 570 5.79
Total 27 103

enabled during this state are shown on the STAGE 1 side of
Fig. 5.

After the last weight factor is calculated and written to the
weight memory FSM enters the third state. This is the same
moment the final S (accumulation of all weights) is calculated.
During the third state of FSM, resample and estimate steps
of particle filtering are performed. The enabled blocks during
this state are shown on the STAGE 2 side of Fig. 5. After
calculating all indexes and corresponding replication factors
FSM goes back to the second state until the reset signal is
detected.

After the reset signal is detected the FSM enters the first
(initialisation) state during which it rewrites all memories as
explained before.

IV. EVALUATION OF THE IMPLEMENTATIONS

A. Area utilization of the System-on-Chip

Table I shows the area utilization of the System-on-Chip
(SoC) after synthesis. The area utilization report is generated
for the targeted Zynq-7000 FPGA system using the Vivado
IDE and shows the number of logic cells for each part of the
System-on-Chip. The synthesized System-on-Chip utilizes in
total 9170 logic cells. The greatest number of cells are utilized
by the Cortex-M1 core followed by the hardware accelerator.
The SPI interface and the AXI bus utilize approximately the
same number of cells, while the auxiliary clock and reset
modules utilize a negligible number of logic cells.

B. Software Implementation Performance

Table II shows the execution timings of the software imple-
mentation of the particle filter. The execution timings shows
the number of clock cycles required for each operation, i.e.
each step of the particle filter. The predict step consists of
determining the future state of the particle and adding some
noise to it and it has the largest execution time taking up
approximately a half of the total execution time of the particle
filter algorithm. The update step corrects the particle step with
respect to the measurements and its duration is approximately
equal to the resample step which determines the weights of
each particle and resamples accordingly. The estimation step
uses the weights to determine the system state and this step
has the smallest execution time.

C. Hardware Implementation Performance

Table III shows the area utilization of the synthesized
hardware accelerator. The area utilization shows the number of
logic cells used by the modules representing each operation,
i.e. each step of the particle filter. The synthesized hardware
accelerator utilizes in total 2767 logic cells, i.e. approximately
a third of the logic cells of the whole system on chip.
Furthermore, the module which executes the update operation
consists of approximately a third of total logic cells of the
synthesized accelerator. The estimate operation module and
the finite state machine module accompanying the hardware
accelerator each take up approximately 20% of the total logic
cell count. Finally, the predict and the resample steps each



Fig. 5. The block diagram of the hardware accelerated particle filter.

TABLE III
THE AREA UTILIZATION OF THE HARDWARE ACCELERATOR.

Step Cells [] Percentage [%]
Predict 262 9.46
Update 888 32.09
Resample 346 12.50
Estimate 633 22.87
FSM 638 23.05
Total 2767

TABLE IV
THE EXECUTION TIMINGS OF THE HARDWARE

IMPLEMENTATION.

Step Clock cycles [] Percentage [%]
Predict & Update 146 48.18
Resample & Estimate 157 51.82
Total 303

consist of approximately 10% of hardware accelerator logic
cells.

Table IV shows the execution timings of the hardware
implementation of the particle filter. The execution timings
show the number of clock cycles required for each operation,
i.e. each step of the particle filter. The particle filter in the
hardware accelerator is implemented in two stages as shown
in Fig. 5. The first stage executes the predict and the update
steps of the particle filter algorithm, while the second stage
executes the resampling and the estimation steps. In each
stage the particles are processed in a pipeline which results
in a relatively small number of clock cycles required for
the execution of the calculation steps. The stages require an
approximately the same number of clock cycles to perform a
single iteration of the particle filter.

V. DISCUSSION

The Cortex-M1 core and the hardware accelerator for the
particle filter utilize most of the area of the System-on-Chip
as Table I shows. They are much larger than the rest of the
modules in the System-on-Chip and they are comparable in
size, the Cortex-M1 core being approximately 40% larger than
the hardware accelerator.

The predict step in the software implementation takes the
greatest number of clock cycles to execute as it uses the normal
distribution to generate the noise data points required for each
particle in this step. The normal distribution as implemented
in software involves calculating values of nonlinear functions
such as the exponential function which requires a great number
of clock cycles to calculate. The update and the resampling
steps execute in a similar number of clock cycles as they
iterate over the same particles and perform relatively simple
calculations, i.e. a number of summations, multiplications and
divisions.

The Update block has the largest area of all hardware
accelerator blocks because of the pipelined reciprocal value
calculation, as shown in Fig. 4. The smallest block is the
Predict block since it mainly consists of two Gaussian pseudo
random number generators (one for each particle dimension)
which are accumulations of the decimated outputs of LFSR
generators. The FSM block accounts for all control and
pipeline registers, as well as all memory blocks.

The hardware accelerator consists of two stages and each
stage executes a single iteration of the particle filter in a
number of cycles which is comparable to the number of used
particles N in the filter. The first stage executes the predict
and update steps in parallel, while the second stage executes
the resampling and estimation steps in parallel. Both stages
process the particles in a pipeline and this results in a very
short execution time as shown in Table IV.



The software implementation of the particle filter requires
two orders of magnitude more clock cycles to execute a single
iteration of the particle than the hardware implementation. This
is mainly due to the hardware specifically designed for the
particle filter algorithm present in the accelerator which allows
for a highly parallelised and pipelined execution of the algo-
rithm. The hardware accelerator takes a much smaller number
of clock cycles to execute the algorithm and it consists of a
smaller number of cells than the ARM Cortex-M1 core used
to run the software implementation. It can be assumed that
the hardware implementation is more power efficient than the
software implementation of the filter. This makes the hardware
accelerator particularly suitable for near-sensor measurement
processing where electrical power is often scarce.

The presented System-on-Chip was prototyped on an FPGA
and further work consists of implementing the System-on-
Chip in an integrated circuit, processing it and then evaluating
and comparing the power efficiency of the software and the
hardware implementations of the particle filters.

VI. CONCLUSIONS

This paper presents a particle filter used to fuse the measure-
ments of an inertial measurement unit to estimate an accurate
orientation in space. The particle filter is implemented in
software running on ARM Cortex-M1 core and in a dedicated
hardware accelerator. The implementations are integrated in
a System-on-Chip which is prototyped on an FPGA. The
synthesis shows that the hardware accelerator has a 30%
smaller cell count than the accompanying Cortex-M1 core.
The hardware implementation of the particle filter has a two-
orders of magnitude shorter execution time than the reference
software implementation running on the Cortex-M1 core. The
acceleration of the execution of the particle filter is achieved by
executing the appropriate calculation steps in parallel and by
using a pipeline digital design to efficiently process all of the
particles in the filter. Finally, it is concluded that the hardware
accelerated particle filter is a power-efficient solution

for near-sensor measurement processing.
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[4] H. Martı́nez-Barberá, P. Bernal-Polo, and D. Herrero-Pérez, ”Sensor
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