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Abstract: Training times of ML algorithms is one of their biggest pitfalls, with a large number of 
researchers and developers working on ways to speed up the process. This paper attempts to determine 
the influence of used storage, within a realistic environment – foregoing bloated datasets and models, 
on the training times. The research utilizes two models, on two different architectures, across four 
different storage options: Solid State Drive (SSD), Hard Disk Drive (HDD), RAMDISK and network 
accessed storage. The results show that there is not a large difference in training times, when observing 
realistic cases and suggests that a significant influence on training times is not exhibited by storage. 
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1. introduction 
 
Artificial intelligence algorithms have a growing range of applications, including medicine [1, 2], 
propulsion systems [3], robotics [4], economy [5] and others. AI has many branches, and one of the 
most commonly used is Machine Learning (ML). ML algorithms consist of training and testing stages, 
with the training stage of the algorithms being extremely computationally complex [6]. Many efforts 
have been made in the past in order to lower the training times, such as using pretrained models in the 
so-called transfer learning, exhibited by as shown by Sai et al. (2020) [7], Pathak et al. (2020) [8], 
Pesciullesi et al. (2020) [9] and others, with more examples being shown in a survey performed by 
Zhuang et al. (2020) [10]. Another way of speeding up the training procedure is using different 
computer architectures for training such as Graphic Processing Units (GPU) as shown Ridnik et al. 
(2021) [11] by or Tensor Processing Units (TPU)‚ as shown by Wongpanich (2020) [12]. 
Another important feature of ML algorithms is that they develop data driven models. In the training 
stage, the algorithms will read and utilize the existing data in order to adjust the internal parameters of 
the models. This data needs to be loaded from the persistent memory into memory from which it will 
be read. For this reason, a question arises – is it possible to speed up the training process of ML 
algorithms, by using a higher speed storage? This paper will time the execution time of training 
processes of two distinct ML algorithms on different sets of data, in a realistic environment (using 
realistic datasets and algorithms) to determine the influence of data storage on the training times. 
Furthermore, two different computer architectures will be used for training – Central Processing Unit 
(CPU) and GPU, details of which are given in the “Methodology” section. 
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2. Methodology 
 
In this section the overview of methodology used in the research will be given. First, the overview of 
used architectures and datasets is provided, followed by the description of used hardware – both the 
training devices and storage options, with the timing approach being described as the final part of this 
section. 
 
2.1. Used Architectures 
 
Two architectures have been used – Multilayer Perceptron (MLP) and AlexNet.  
Both algorithms are implemented in Python 3.7 using Tensorflow 2.3 and built-in keras library [13]. 
 
2.1.1. MLP 
 
MLP is a feed-forward neural network consisting of an input, output and one or more hidden layers. 
Each layer consists of neurons which act as sumators of the output values of the neurons of the previous 
layer, all of which are connected to it [14]. The architecture used in the presented research consists of 
four hidden layers with four neurons each, with the architecture shown in Figure 1. 
The hyperparameters of the MLP are set as follows: SGD is used as solver, with learning rate being set 
to 1, with batch size of 32. The model is trained for a single epoch. Loss function used is cross entropy. 
 

 
Figure 1. Visualization of the used MLP architecture 

 
2.1.2. AlexNet 
 
Alexnet is a convolutional neural network consisting of multiple 2-dimensional convolution layers 
through which the data passes sequentially – with a densely connected layer at the end, connecting to 
the output neuron. [15] The architecture of the AlexNet is given in Figure 2. The solver used is Adam, 
with batch size of 32 and the used model being trained for a total of 5 epochs each execution. Loss 
function used is, again, cross entropy. 
 

 
Figure 2. Visualization of the used AlexNet architecture 
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2.1.3. Datasets 
 
Two datasets have been used. First consists of 1000 grayscale images, sized 224*225 pixels, and stored 
in NPY tensor format with the shape (1000, 224, 224, 1). The  second is a numerical dataset consisting 
of 1000 data points, with 6 input values and a single output value. As the ultimate performance of the 
algorithms does not factor into the conclusion of this paper both datasets are randomly generated for 
the purposes of timing the used algorithms. The numerical dataset is used for MLP training, while the 
image dataset is used for AlexNet training. 
 
2.2 Training Hardware 
 
As previously mentioned the models were trained using GPU and CPU. The CPU used is Intel Xeon 
Gold 6240, with 24 Cores and 48 Threads [16]. The clock of the CPU has been set to a fixed value of 
2.4 GHz. The GPU used for training is Nvidia RTX 6000, with 576 Tensor Cores , 4608 CUDA cores 
and 24GB of GDDR5 RAM, with nominal clock speeds [17]. Both of the training devices are 
implemented within the same server node with 768 GB of Registered ECC DDR4 RAM; implemented 
on the SuperMicro X11DPG-OT-CPU motherboard. 
 
2.3. Used Storage  
 
Four storage variants have been used. First is the SSD used as the boot drive of the server consisting of 
two drives connected in RAID 1, in M.2 format, connected using NVME protocol.. Second is HDD, 
consisting of sic 6 TB drives in RAID 5, connected via 6 Gbps SATA connection. Both HDD and SSD 
storage use BTRFS file system. Third is the Ramdisk, with the size of 10 GB, mounted within the ECC 
RAM of the node and created using ramdisk Linux utility. Finally, the network storage. In this case, the 
data is stored on a separate node connected with a 1 Gbps Ethernet connection, and internally mounted 
using CIFS utility. Due to the speed bottleneck being the Ethernet connection, no matter which media 
is used for remote storage, multiple variants of remote storage have not been tested. 
 
2.4. Timing 
 
The timing is performed using time built-in Linux system command [18]. This command is used by 
specifying it before the execution command, for example: 
 
time python mlp.py 
 
The time command will return three values: 

• Ὕ  – real time, the time passed between the execution and the return of the command. 
Sometimes referred to as “Wall time”, in a reference to this time being equal to user timing the 
execution using a clock. 

• Ὕ  – user time, time spent on command execution outside of the kernel, in User mode. 
• Ὕ   – system time. Time spent on command execution inside the kernel, in Kernel mode. 

 
Real time is of no real consequence in timing the execution of the processes, as the training process can 
be interrupted by various system calls of higher priority, extending the real execution time [19]. To 
obtain the actual time the program has spent on the execution, the time spent on execution on commands 
in User and Kernel mode needs to be added [20]: 
 

Ὕ = Ὕ + Ὕ , (1) 
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where Ὕ  is the actual execution processing time. In the Results and Discussion section, only this times 
will be presented.  
 
3. Results and Discussion 
 
The execution times recorded using the described methodology are given in Table 1. for GPU and Table 
2. for CPU. 
 

Table 1. Average GPU Performance 
Model Storage ╣╔ (Ɑ) [mm:ss.000] 

(N=10) 
MLP SSD 00:48.563 (00:01.752) 

HDD 00:48.083 (00:03.170) 
Ramdisk 00:48.528 (00:01.140) 
Remote 00:46.733 (00:06.113) 

AlexNet SSD 00:39.973 (00:01.081) 
HDD 00:40.049 (00:01.150) 
Ramdisk 00:41.048 (00:01.135) 
Remote 00:40.783 (00:00.869) 

 
Table 1 shows the average execution times over ten runs, with standard deviation noted for CPU. It can 
be easily noticed that execution time for AlexNet is significantly higher on the CPU. 
 
Table 2 shows the execution times for both architectures on the GPU. It can be seen that the execution 
times are relatively similar; with AlexNet execution times being somewhat lower. This is caused by the 
fact that the operations in AlexNet (Convolutions) are more optimal to perform on the GPU architecture 
then the ones in MLP. 
 
 

Table 2. Average CPU Performance 
Device Storage ╣╔ (Ɑ) [mm:ss.000] 

(N=10) 
MLP SSD 00:29.432 (00:01.210) 

HDD 00:29.852 (00:00.919) 
Ramdisk 00:30.378 (00:01.301) 
Remote 00:29.506 (00:00.906) 

AlexNet SSD 14:10.753 (00:14.413) 
HDD 14:07.912 (00:14.228) 
Ramdisk 14:15.180 (00:12.434) 
Remote 14:14.639 (00:09.880) 
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Figure 3. Training time per storage variant for MLP on CPU 

 
Figure 3 shows that all the measured times fall within the margin of error of individual measurements, 
meaning that the influence of storage option is negligent in the observed case. 
 

 
Figure 4. Training time per storage variant for AlexNet on CPU 

 
Figure 4 shows the equivalent case as the previous one with measurements falling within the margin 
of error, determined using standard deviation of individual measurements. 
 

 
Figure 5. Training time per storage variant for MLP on GPU 
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Figure 5 shows the similar case, with only the remotely accessed data showing a statistically 
significant slowdown in comparison to the use of Ramdisk in this case. It should also be noted that 
this case shows a slowdown compared to the CPU times for MLP. The reason for that is easily 
explainable – the training times for CPU and GPU are similar, due to a small architecture being used, 
but loading times for GPU are slower as the data needs to be loaded into the RAM (except in the case 
of the Ramdisk) before being transferred to GPU onboard memory. 

 
 

 
Figure 6. Training time per storage variant for AlexNet on GPU 

 
Figure 6 shows the similar situation in regards to the training times. What should be noted is a 
significantly faster training times exhibited by the GPU in comparison to the same model on the CPU. 
 
4. Conclusion 
 
The observed data shows that storage choice has a negligent influence on the training times, and in 
realistic cases the data may be stored in whichever storage is readily available to the user. Much more 
significant difference in the training times are exhibited in the use of appropriate training architectures, 
which can be easily noted when comparing execution times of AlexNet on CPU and GPU. 
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