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Abstract: The computational complexity of research tasks is ever growing, which is something that is 
extremely apparent in the field of Artificial Intelligence. These computational tasks require High 
Performance Computers (HPC), which may either be rented, per Infrastructure as a Service (IaaS) 
paradigm, or purchased in entirety and installed locally. One local cluster is Z4 HPC Cluster installed 
at the Department of Automation and Electronics, Faculty of Engineering – University of Rijeka. The 
overview of the hardware and software of the mentioned cluster is given in this paper. 
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1. introduction 
 
With an ever-growing need for more computational power due to the increasing complexity of 
computational simulations and calculations needed for computer-based modelling the needs of 
researchers for high-performing computer workstations are getting larger every passing day. Many 
researchers utilize remote supercomputers available for rent, or cloud-based execution paradigms in 
order to address this issue – but these approaches have certain issues. First is service unavailability, due 
to system errors, and second is an ever-present cost which is paid periodically and can be hard to predict 
or prepare funds for in an academical environment. Due to this, the use of local clusters is common. 
This paper will describe the Z4 HPC cluster installed at the Faculty of Engineering, University of Rijeka 
in Rijeka Croatia on the department of Automation and Electronics, at its’ current state in May 2021. 
The paper will provide an overview of the cluster setup, followed by hardware descriptions of individual 
nodes, the description of software packages available on the cluster along with the clustering software 
used, with the final part of the overview being given to the supporting hardware (networking, rack, 
climatization, and others). 
 
2 Cluster setup 
 
At the time the cluster consists of four nodes – a GPU node and 3 CPU nodes, with the GPU node acting 
as the storage and control nodes in addition to executing GPU based simulations. The overview of the 
cluster setup is given in Figure 1. The nodes within the cluster are connected using 1Gb ethernet 
connection. GPU node also serves as the login node which is used for users to connect to and execute 
software using the built-in batch system (noted in section 3.3). The details of each nodes’ hardware are 
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given in sections below. The view of the cluster rack is given in Figure 2. Abbreviations used in the rest 
of the document are given at the end of the paper. 
 
 
 

 
Figure 1. HPC Cluster appearance inside the rack 

 

Figure 2. Cluster setup network map 
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3 Hardware information 
 
The hardware specification of the individual cluster nodes are given below. Table 1 shows the 
specification of GPU node, and Table 2 shows the individual CPU nodes. 

Table 1. GPU Node Specification 
Device Quantity Specification 

CPU 2 
Intel Xeon Gold 6240R 
[1] 

RAM 24 
32GB DDR4-2665 ECC 
REG 

SSD 2 Intel D3-S4510 240GB 

GPU 5 
NVIDIA Quadro RTX 
6000 [2] 

MBO 1 
SuperMicro X11DPG-
OT-CPU [3] 

PLATFORM 1 6049GP-TRTKPL 
 

The GPU node consists of two Xeon Gold 6240R CPUs, with 24 cores and 48 threads. The CPUs are 
clocked at 2.4 GHz, with the turbo frequency at 4.0 GHz, and 35.75 MB of L3 Cache. The node is 
equipped with the total of 768 GB of RAM and 240 GB of storage, consisting of two 240 GB SSD 
drives in RAID 1. The additional storage is setup with six 6 TB drives in RAID 5. The GPU node has 
two 1Gb network cards installed, one of which is in use. 

Table 2. CPU Node Specification 
Device Quantity Specification 

CPU 2 
AMD EPYC Rome 
7532 [4] 

RAM 4 
32GB DDR4-32000 
ECC REG 

SSD 1 Micron 5300 240GB 
GPU - - 
MBO 1 H12SST-PS 
PLATFORM 1 2014TP-HTR [5] 

 

Each of the CPU nodes have a total of 128 GB RAM, with AMD EPYC Rome 7532 CPU, consisting 
of 128 MB L3 Cache, 24 cores and 48 threads, clocked at 2.3 GHz, with 240GB SSD boot drive. No 
onboard GPU is present. Each of the nodes have two 10 Gbps Ethernet cards installed, with a single 
one being in use on each node. 

4 Software information 
 
The software installed on the cluster is described in this section – starting with details on the operating 
system, followed by the list of significant software packages available on the cluster, and finally, 
clustering software. 

4.1 Operating System 

Nodes are based on GNU/Linux. The used operating systems on all the nodes is Ubuntu 18.04.5., with 
the Linux kernel revision 4.15.0-140-generic. The OS was selected due to it being supported by needed 
packages, described in the following section. Between all the needed packages, the support was 
available for two OSes – the selected Ubuntu version 18 and Red Hat Enterprise Linux (RHEL) version 
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8; with priority being given to Ubuntu due to this OS being freely available. 
 
4.2 Notable installed packages 

The notable packages can be separated in two sections: the GPU stack and the Python scientific stack. 
The GPU stack includes the drivers and other software needed to enable the use of the installed NVIDIA 
GPUs. The NVIDIA driver version installed on the GPU node is 418.29, with CUDA version 10.1 [6]. 
In addition, the NVIDIA CUDA Deep Neural Network (cuDNN) library containing GPU-accelerated 
primitives for deep neural network is installed [7]. The Python scientific stack is based on Python 
version 3.8.5 [8], with python modules commonly used in Data Science added to the installation. The 
modules are installed using Pip Python module manager [9]. The following packages are available for 
use (versions given in brackets): 

• tensorflow-gpu 2.3.0 [10], 
• scikit-Learn 0.23.2 [11], 
• numpy 1.18.5 [12], 
• scipy 1.4.1 [13], 
• mpmath 1.2.1 [14], 
• gplearn 0.4.1 [15], 
• pandas 1.1.4 [16], and 
• matplotlib 3.3.1 [17]. 

The addition of customised Python virtual environments is enabled to users who need different 
packages. Virtualization and dockerization is also enabled in case custom environments are necessary. 
In addition to Python, additional scientific simulation/computation software is installed such as 
LAMMPS [18], GNU Octave [19], and FreeCAD [20]. These packages have been selected based on 
the current users’ needs, with the possibility of additional packages being installed through the contact 
with the system administrator.  

4.3 Clustering 

Clustering software used is OpenPBS [21], which is an integrated batch system. The details on the 
system are available in the provided documentation. The software control node is setup on the GPU 
node, along with the Login and management nodes.   The  other hardware nodes are setup as execution 
nodes. This allows the users to connect to the main node and execute software directly on it, which will 
then get run on any node which has available resources. In addition to the above, OpenPBS allows 
queueing of commands for execution, with the setup of multiple queues available. OpenPBS also has 
the capability of sending e-mail notifications by using the installed SMTP server, to send a notification 
e-mail at the beginning of the execution of the queued command, the abort of the queued command or 
the finish. 

4. Supporting Hardware 

The following additional hardware and devices are installed within the cluster rack or cluster room: 

• HP 1Gbps Intelligent Network Switch 
• Mellanox Infiniband 24-Port Switch 
• UPS 
• Patch Panel 
• Climate control Unit 
• TP-Link KC115 Security Camera 
• LN646806 power Delivery Unit 
• EVO42U8010DU Rack 
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5 Current work on cluster 

The cluster has been applied in multiple scientific researches and projects. The work has mostly focused 
on the application of AI in biomedicine – either for cancer diagnosis [22, 23], infective disease spread 
modelling [24, 25], patient diagnosis [26], complex engineering system modelling [27], and robotics 
[28-30]. 

6 Conclusions 

The Z4 HPC cluster has been described in the paper. This document is meant to be informative and the 
information within it is subject to change without prior notice. For up to date information, please check 
for newer publications of this type or contact the system administrator. 
Future updates are planned to the cluster – namely the addition of the at least one CPU node, and at 
least one more GPU node is planned; with upgrades to the networking equipment to enable faster 
communication speeds between the cluster nodes. 

Abbreviations 

CPU Central Processing Unit 
GPU Graphical Processing Unit 
MBO Motherboard 
RAM Random Access Memory 
HDD Hard Disk Drive 
SSD Solid State Drive 
ECC Error Correction 
REG Registered 
PBS Portable Batch System 
OS Operating System 
GB Gigabyte 
Gb Gigabit 
GHz Gigahertz 
TB Terabyte 
MB Megabyte 
UPS Uninterruptible Power Supply 
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