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Abstract
Fitness landscape analysis is a tool that can help us gain insight into a problem, determine how hard it is to solve a problem
using a given algorithm, choose an algorithm for solving a given problem, or choose good algorithm parameters for solving
the problem. In this paper, fitness landscape analysis of hyperheuristics is used for clustering instances of three scheduling
problems. After that, good parameters for tree-based genetic programming that can solve a given scheduling problem are
calculated automatically for every cluster. Additionally, we introduce tree editing operators which help in the calculation of
fitness landscape features in tree based genetic programming. A heuristic is proposed based on introduced operators, and it
calculates the distance between any two trees. The results show that the proposed approach can obtain parameters that offer
better performance compared to manual parameter selection.

Keywords Fitness landscape analysis · Genetic programming · Scheduling · Tree operators · Clustering ·
Parameter configuration

Article Highlights

– Hyperheuristic fitness landscape with tree representa-
tion is examined.

– Operators that help obtain random walk and a heuristic
for calculating the distance between any two trees are
introduced.

– Clustering similar instances based on fitness landscape
features leads to better parameters for genetic program-
ming.
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domagoj.jakobovic@fer.hr

1 Department of Mathematics, J.J. Strossmayer University
of Osijek, Gajev trg 6, 31000 Osijek, Croatia

2 Faculty of Electrical Engineering and Computing, Unska 3,
10000 Zagreb, Croatia

1 Introduction

Fitness landscape analysis is a tool for gaining insight into
a problem structure and acquiring more information about
the problem we are trying to solve. It can be used for
various purposes, such as acquiring a better understanding
of combinatorial optimization problems, determining the
degree of difficulty of solving a problem using a certain
algorithm, determining the effectiveness of the use of
certain algorithms for solving a given problem, identifying
the algorithm or algorithm parameters that are best suited
for solving a given problem, etc. In this paper, the main idea
is to use fitness landscape analysis in order to identify good
parameters for genetic programming (GP) (with individuals
represented as trees) that can solve the scheduling problems.

GP is an evolutionary algorithm inspired by the biolog-
ical evolution proposed by Koza in 1992 [29]. GP aims to
find computer programs that perform a user-defined com-
putational task rather than providing a solution to the task
itself. It has been widely used in many different areas
throughout the years after its introduction. Its applications
are explored in some of the newer papers that range from
those on medicine [48], mechanics [16, 18], hydrology
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[31, 34], and forecasting storm surges [21] to those on
economy [25], customer satisfaction prediction [7], home
energy-management systems [56], music [9], psychology
[1], and many other areas. In addition to its various applica-
tions, the more recent papers also investigate the theoretical
aspects of GP. The authors in [50] propose two approaches
for reducing code bloat in GP, while the authors in [46]
evolve dynamic fitness measures for GP. A body of work
also adresses GP for symbolic regression, from analyzing
and applying it in order to improve the results in sym-
bolic regression [19] to predicting GP performance [2]
and proposing frameworks for solving symbolic regression
problems by using GP [10]. The authors in [51] describe
how a grammar-guided GP model was used and defined as
a free-parameter algorithm that self-adapts to the required
parameters and searches for highly representative continu-
ous patterns. This work uses GP for parameter tuning, but it
does not use fitness landscape analysis to do so.

Scheduling is a process of allocating resources to tasks
over a period of time with a goal to optimize one or more
objectives [42]. It plays an important role in manufacturing
and production systems, information processing environ-
ments, transportation, and many other areas; therefore, it is
widely explored by researchers. The process of scheduling
involves a certain number of jobs that need to be scheduled
on one or more machines while accounting for constraints.
Based on the number of machines and the types of con-
straints, scheduling problems can be divided into different
categories. Some of the scheduling environments are the fol-
lowing: single machine environment, identical machines in
parallel, unrelated machines in parallel, flow shop, job shop,
etc. Some of the constraints that can appear in the aforemen-
tioned environments are the following: release dates of jobs,
preemptions, precedence constraints, breakdowns, etc. Fur-
ther information about environments and constraints can be
found in [42]. Every scheduling task needs to include one or
more objective functions that must be optimized. The most
common objective functions are the following: makespan,
total weighted completion time, total weighted tardiness,
weighted number of tardy jobs, etc. By combining different
environments, constraints, and objective functions, one can
describe almost every scheduling problem that arises in real
life. Therefore, it is not surprising that researchers continue
to work in this area actively. Some of the newer papers focus
on analyzing ideal schedules for parallel machine environ-
ment [23], proposing methods for scheduling in flexible
job shop environments [6], comparing schedule genera-
tion schemes for unrelated machines environment [15],
studying single machine environments with different con-
straints [55], etc.

In this paper, a single machine environment, an unrelated
machine environment, and RCPSP will be used as underly-
ing problems for the proposed approach toward obtaining

good parameters for GP. These three problems will be
described in Section 2.

The previous work in the area of fitness landscape
analysis has primarily focused on determining the fitness
landscape features for heuristics and not hyperheuristics.
Ochoa et al. defined hyperheuristic search space for
production scheduling and timetabling problems in [40] and
[39]; however, in those papers, individuals are represented
in binary and permutation representation. The question that
arises, then, is how to carry out fitness landscape analysis
on tree individuals. Some tree edit distance functions are
available for measuring the distance between two trees [33,
41], but those distance functions do not take into account
the fact that in cases of genetic programming where an
individual is represented as a tree, the nodes can be either
function or terminal nodes and function nodes can have
a varying number of child nodes. In this paper, dedicated
tree operators will be proposed, and they will enable us
to calculate the distance between any two trees while
taking into account those different nodes. In [30], Liefooghe
et al. used fitness landscape features for sorting out
instances of the NK model [24] into clusters and then they
determined optimal parameters for the given metaheuristic
in every cluster. They only used three fitness landscape
features: autocorrelation coefficient, average fitness, and
neutrality. This paper draws on this idea and expands it. The
contributions of this paper are the following:

– instead of the metaheuristic landscape, the hyperheuris-
tic landscape is examined;

– new operators are introduced in order to obtain random
walk on an expression tree representation;

– a heuristic for calculating the distance between any two
trees is presented;

– multiple fitness landscape features are taken into account.

As mentioned previously, hyperheuristic fitness landscapes
are not as widely examined as metaheuristics fitness
landscapes. Ochoa et al. stated that in a hyperheuristic
fitness landscape, one has to deal with two search spaces:
the search space of heuristics and the optimization problem
solution space; however, there is a single landscape that
is obtained after evaluating a point from the heuristic
search space in the problem solution space [39]. In this
paper, the fitness landscape of genetic programming is
examined and used, following the principle described in
the aforementioned paper; however, tree representation is
used here and fitness landscape features are calculated for
tree individuals. In order to obtain the fitness landscape
features of the GP fitness landscape, new operators are
introduced, which enable us to identify the neighbors of
a given tree, thereby obtaining the random walk required
for calculating some of the features. Additionally, in order
to calculate some of the features, the distance between
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any two trees is required; therefore, the heuristic that
uses the introduced operators to calculate the distance
between trees is presented and explained. Additionally,
with three fitness landscape features already mentioned and
used in [30], in this paper, five other fitness landscape
measures are examined for the GP fitness landscape of
scheduling problems. The paper is organized as described
here. Section 2 briefly describes the following scheduling
problems: single machine environment, unrelated machines
environment, and resource constrained project scheduling
problem (RCPSP), which are used in this paper, as well
as GP. In Section 3, the fitness landscape analysis is
described and a list of fitness landscape features that
are calculated for the aforementioned scheduling problems
are given. Additionally, feature selection of those fitness
landscape features is described. Section 4 introduces tree
operators that make it possible to obtain random walks and
calculate fitness landscape features. Moreover, a heuristic
that calculates the distance between any two trees based on
the introduced operators is given in the same section. In
Section 5, problem instances are given and the clustering
procedure is explained. Furthermore, this section explains
how the parameter configurations for the clusters are
obtained, and the results are shown. Finally, Section 6
concludes the paper.

2 Scheduling problems and genetic
programming

In this paper, the problems that were investigated are single
machine scheduling, unrelated machine scheduling, and
resource constrained project scheduling problem (RCPSP).
Each of them is briefly described below. GP is also briefly
explained in the second part of this section.

2.1 Scheduling problems

In scheduling, the single machine environment is very sim-
ple, and it represents a special case of all other environments
[42]. This environment only contains one machine on which
all the activities must be scheduled with various possible
restrictions and constraints, and many possible objective
functions. In this paper, single machine environment was
used with the following assumptions: all of the information
about jobs is known in advance, scheduling is done online,
no preemption is allowed, and the machine is always avail-
able (there are no breakdowns). The objective function that
was minimized indicates the total weighted tardiness.

In order to schedule the jobs on the machine, the fol-
lowing schedule generation scheme was used (as suggested
in [22]): as long as unscheduled jobs exist, wait until the
machine becomes available, calculate the priorities of all

unscheduled jobs, choose the job with the best priority, and
schedule it on the machine. A schedule was obtained in this
way, and it was evaluated in order to derive a value (fitness)
of the objective function.

In an unrelated machines environment, m machines are
available in parallel. For every machine and every job, there
is a certain speed at which a machine can process a job.
[42] The goal is to assign jobs to machines and optimize
the criterion function. In this environment, the following
assumptions were used: not all information about jobs is
known in advance, jobs become available for scheduling at
some point of time and, therefore, online scheduling is used,
no preemption is allowed, and all the machines are always
available (there are no breakdowns). As in the case of the
single machine environment, the total weighted tardiness
was used as the objective function here, and the goal was to
minimize it.

As with the single machine environment, it was necessary
to define the schedule generation scheme. The following
procedure was used (as suggested in [13]): while unsched-
uled jobs exist, wait until at least one job and one machine
are available. Calculate the priority values for each avail-
able unscheduled job on every machine. Based on priority
value, the best machine for every available unscheduled job
should be determined. Out of all jobs for which the best
machine is available, the one with the highest priority for
scheduling is to be selected. If there are no jobs for which
the best machine is available, scheduling is to be postponed
until another job or another machine becomes available.

RCPSP is an NP-hard scheduling problem that involves
n activities with known durations, certain precedence con-
straints for those activities, and m resources for which the
capacity is constrained. Every activity needs to avail a cer-
tain amount of given resources in order to be completed.
The goal is to find a schedule so that the precedence con-
straints and constraints on resource amount are met and
the chosen optimization criteria are minimized or maxi-
mized (based on the nature of the chosen criterion). In this
paper, the normalized makespan was given as fi = Ci

p
avg
i ·√ni

(Ci indicates the achieved makespan, p
avg
i indicates the

average duration of the activity, and ni indicates the num-
ber of activities for project instance i), which is defined in
[14] and was chosen as the optimization criterion and mini-
mized. The number of activities ni was used in this formula
because RCPSP can have a different number of activities in
multiple problem instances, and this function takes that pos-
sibility into account and balances the end result. A formal
definition of RCPSP can be found in [3].

While solving RCPSP, one can use exact methods or
heuristic methods. As RCPSP is NP-hard, it is impossible
to solve it exactly in a reasonable amount of time in cases
where there is a large number of activities. Many heuristic
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approaches have been developed for solving this problem,
and they can be classified into two categories: priority rules-
based methods (constructive heuristics) or metaheuristic-
based approaches (improvement heuristics) [27]. The first
category (which was used here) is based on the construction
of a complete schedule (starting from an empty schedule)
using a schedule generation scheme [28] and priority rules
[27]. The schedule generation scheme starts with an empty
schedule and builds and updates partial schedules until all
activities are scheduled, and during that process, it takes
into account the precedence and resource constraints. When
choosing the activity that is to be scheduled next, the
schedule generation scheme looks at the priorities assigned
to the activities by using the priority rule and chooses the
activity with the minimum or maximum priority (based on
the nature of the rule). Schedule generation schemes can
be serial or parallel, and they differ in regard to the way
in which activities and time slots are handled during the
scheduling procedure. Here, a parallel schedule generation
scheme was used. More details about schedule generation
schemes as well as a description of the parallel schedule
generation scheme can be found in [28].

2.2 Genetic programming

GP is an evolutionary algorithm inspired by the biological
evolution, and it aims to find computer programs that
perform a user-defined computational task rather than
providing a solution to the task itself. The main advantage
of GP is that it is able to evolve higher-level programs that
can be used to generate solutions to a variety of problem
instances. GP is used in a variety of scheduling problems,
such as single machine scheduling [12], job shop scheduling
[38], unrelated machines scheduling [13], RCPSP [14], etc.
In the case of scheduling problems, it is used to evolve
priority rules that the schedule generation scheme will
take into account while creating a feasible schedule. GP
is mostly used in dynamic environments because the rule
that is once evolved can be used for different problem
instances and can provide results in a short time as opposed
to metaheuristic approaches. Additionally, GP can react
to unforeseen changes that happen dynamically in such
systems. In order to be able to make useful priority rules, GP
needs to have a set of functions and terminals from which
it can choose building blocks for priority rules. The set of
functions that was used can be seen in Table 1. It was up
to GP to use these simple functions in order to create more
complex operators. For RCPSP, all of the functions from
Table 1 were used, while in the case of a single machine and
unrelated machine environments, only addition, subtraction,
multiplication, protected division, and the POS function
were used.

Table 1 Subset of functions for genetic programming

Function Description

+, -, * addition, subtraction and multiplication

/ Protected division: DIV(a, b)=
{

1, |b|<0.000000001
a
b
, otherwise.

MAX MAX(a) =
{

a, a > 0

0, otherwise.

POS POS(a) =
{

a, a > 0

−a, otherwise.

NEG NEG(a) = −a

IF IF (a, b, c) =
{

b, a > 0

c, otherwise.

In regard to terminal set, it is always advisable to chose
domain-specific terminals. In this paper, different terminals
were used for different scheduling problems.

Table 2 depicts the terminals for the single machine
scheduling environment. The terminals pt , dd , and w pro-
vide relevant information about the jobs that need to be
scheduled, so it is logical to include them in the terminal set.
The terminals SP and SD also provide useful information
about the state of the system. The terminals Nr and SP r

were added to the terminal set because in every step, priori-
ties were recalculated; therefore, the history of system work
did not have an impact on the decision about the next job. In
order to acquire information about the urgency of schedul-
ing a job, SL was added, which provides information about
the length of time for which the scheduling of a job can be
postponed while ensuring that the due date is not exceeded.

Table 3 shows the terminals for the unrelated machines
scheduling environment. The first four terminals are the
same as in the single machine environment because they
are related to jobs that have the same properties in both
the single machine as well as the unrelated machines
environment. The unrelated machines environment includes

Table 2 Terminals for genetic programming for the single machine
scheduling environment

Terminal Description

pt processing time of job j on the machine i (pij )

dd due date (dj )

w weight (wj )

N total number of jobs

Nr number of unscheduled jobs

SP sum of job processing times

SPr sum of job processing times for unscheduled jobs

SD sum of due dates of all jobs

SL positive slack (max{dj − pj − t ime, 0})
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Table 3 Terminals for genetic programming for the unrelated
machines scheduling environment

Terminal Description

pt processing time of job j on the machine i (pij )

dd due date (dj )

w weight (wj )

SL positive slack (max{dj − pj − t ime, 0})
pmin the minimum job processing time on all

machines: mini(pij )

pavg the average processing time on all machines

PAT patience

MR machine ready

age the time that the job spent in the system: t ime − rj

more machines, so the information about the processing
times on different machines (pmin and pavg) can be useful
while building an individual for GP. The terminal PAT

provides information about the amount of time that will be
needed for the machine with the minimum processing time
for the current job to become available, while the terminal
MR provides the information about the amount of time that
will be needed for the current machine to become available.
Finally, the terminal age indicates the time spent by the job
in the system before the system can determine which job to
schedule next so that no job has to wait for too long.

The terminals that were used for RCPSP are shown in
Table 4. The terminals were divided into project-specific
and activity-specific terminals. Additionally, the terminals
can be static (i.e., their value is unchanged throughout the
entire execution) and dynamic (i.e., their value can change
according to the current state of activities and resources).
The dynamic terminals include the following: NUA, NAA,
NPA, SUD, SAD, SPD, NSP , and SL, while all other
terminals are static. Project-specific terminals deal with
information regarding the entire project. The terminals
RF and RS as well as T NA can be obtained from the
configuration file for the RCPSP instance. The total project
duration (T D) is obtained by summing up the processing
times of all the activities. While running the program, some
activities will be scheduled (i.e., processed), some will be
active (i.e., available for scheduling because constraints
are satisfied), and some will remain unscheduled (i.e.,
unprocessed). The terminals NUA, NAA, NPA, SUD,
SAD, and SPD deal with the quantities and durations
of those activities. Activity-specific terminals deal with
information that can be obtained from a specific activity.
The activity duration represents an important information
in the process of determining a priority, so it was added to
the terminal set. The terminals RR, RRT , and ARU deal
with the resource constraints, while DPC, DSC, T PC,
T SC, SPC, and SSC deal with the precedence constraints.

In order to calculate a priority, it is important to know
the amount of resource that an activity needs and the
number of predecessors and successors that an activity has.
Activities that have many successors should probably get
higher priority so that its many sucessors can be scheduled
earlier rather than later. The terminal GRPW∗ provides
information about the greatest positional weight rank of
the activities’ successors. The terminals ES, EF , LS, and
LF provide information about the earliest and the latest
time at which an activity can be started or finished so
that one can know the timespan during which an activity
must be scheduled. Activities with smaller timespans should
probably get higher priority. SL has the same meaning as
that in the single machine environment.

Additionally, in all three cases, the terminals 0 and 1 were
added so that the operators described in Section 4 could be
used.

Details about the implementation of GP for solving
RCPSP, which was used for experiments here, can be found
in [14]. It is also important to mention that while looking
at the fitness landscape of GP, we look at the space of trees
(expressions), which represent evolved priority functions,
and as the fitness value of a tree we use the value of the
objective function selected for the chosen problem as the
fitness value of a tree, which is obtained when the schedule
generation scheme makes a schedule using that evolved
priority rule.

3 Fitness landscape analysis

While solving a certain problem using heuristics or hyper-
heuristics such as genetic algorithm or GP, it is important to
determine the appropriate algorithm parameters in order to
obtain better solutions. That is where fitness landscape anal-
ysis can help. Fitness landscape was first introduced as an
idea in Wright’s paper [54] in 1932. Although the term “fit-
ness landscape” is not mentioned anywhere in that paper,
Wright is considered to have conceptualized that idea. The
concept of fitness landscape indicates the mapping of the
genome of a population of individuals and the visualization
of such mapping [26]. If a problem is two-dimensional, it is
easy to depict individuals on a plane and their fitness on the
third axis; in this way, a landscape with peaks and valleys is
obtained, and the structure of the problem can be observed
and studied. However, in higher-dimensional problems, that
kind of depiction cannot be made; therefore, some kind of
formal definition is needed. Fitness landscape F can be
defined as a tuple (f, d,S) where f is a fitness function and
d is a distance function between individuals which come
from a given set of individuals S [43]. It can be seen that the
fitness landscape depends not only on the fitness values of
individuals but also on their position relative to each other.
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Table 4 Terminals for genetic
programming for RCPSP Category Terminal Description

Project-specific RF resource factor

RS resource strength

TNA total number of activities (not including dummies)

TD total project duration (horizon)

NUA number of unprocessed activities

NAA number of active activities

NPA number of processed activities

SUD sum of durations of unprocessed activities

SAD sum of durations of active activities

SPD sum of durations of processed activities

Activity-specific D activity duration

RR number of required resources

RRT RR times quantity required for each resource

ARU average resource usage

DPC number of direct predecessors

DSC number of direct successors

TPC total number of predecessors

TSC total number of successors

SPC number of stages (levels) in predecessors’ tree

SSC number of stages (levels) in successors’ tree

GRPW* greatest rank positional weight all

ES earliest activity start

EF earliest activity finish

LS latest activity start

LF latest activity finish

NSP number of scheduled predecessors

SL slack: max(EF − D − t ime, 0)

Using this formal definition, many measures are devel-
oped, and they can describe the fitness ladscape of a
given problem. Some of them are the following: modality
[43], landscape walks (e.g., random walk, adaptive walk,
uphill-downhill walk) [43], ruggedness [53], fitness dis-
tance correlation [43], neutrality [43], average fitness [30],
lengthscale [37], random probing [5], information content
[52], information stability [52], etc.

Fitness landscape analysis can be used in various ways.
Some of them are the following: fitness landscape analysis
of combinatorial optimization problems [4, 45, 49], using
fitness landscape analysis to determine the degree of diffi-
culty of solving a problem using an algorithm [26], using
fitness landscape analysis to determine the effectiveness
of the use of some algorithms in solving a given prob-
lem [35], using fitness landscape analysis to determine the
algorithm or algorithm parameters that are best suited for
solving a given problem [30, 44], etc. At the beginning of
this section, it has already been stated that while solving a
problem using a hyperheuristic such as GP, it is important

to somehow determine the best parameters for GP in order
to get better solutions. We can use measures that describe
the fitness landscape of a problem to acquire a better under-
standing of that problem and determine the best parameters
for GP that will solve our problem. Here, one should use
those fitness landscape measures that can be determined rel-
atively fast so that the algorithm parameter configuration
does not take up more time than that taken to solve the
problem itself.

The measures used in this paper are the following: ran-
dom walk, average fitness of a random walk, autocorrelation
coefficient, rate of neutral neighbours, random probing
measures, information content, partial information content,
information stability, and lengthscale measures. Random
walk helps us to obtain some of the other measures (chapter
Section 4 will explain the exact process by which ran-
dom walk can be obtained for the problems given in this
paper). The average fitness of a random walk is calculated
as f̄ = 1

l

∑l
t=1 f (xt ) where f (xt ) is the fitness value of

a candidate solution xt , which comes from a random walk
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〈x0, x1, . . . , xl〉 of length l. The autocorrelation coefficient

is calculated as r̂(k) =
∑l−k

t=1(f (xt )−f̄ )·(f (xt+k)−f̄ )∑l
t=1(f (xt )−f̄ )2

, and here,

the autocorrelation coefficient r(1) was used; the larger
r(1), the smoother the landscape [30]. The rate of neutral
neighbours was calculated as |NN |

l
where NN is a set of

neighbours in a random walk of length l, which have the
same fitness value. The random probing measures include
the following: random probing min, random probing max,
and random probing range, and they were calculated as
described in [5]; however, instead of a 100 random candi-
date solutions, l of them were used, where l is the length
of a random walk. The information content, partial infor-
mation content, and information stability were calculated
as described in [52]. Finally, lengthscale was calculated as

r = |f (xi )−f (xj )|
d(xi ,xj )

[37] where d denotes the distance between
the candidate solutions xi and xj . Lengthscale was calcu-
lated for every pair of candidate solutions in a random walk,
and for every random walk, minimum, maximum, median,
lower and upper quartile, average, and standard deviation
of lengthscales were calculated in order to derive compara-
ble measures. Additionally, the lengthscale mesures for data
from which zeros are removed were calculated.

3.1 Feature selection of fitness landscape features

Feature selection approaches can be broadly categorized
into four categories: filters, wrappers, hybrid, and embed-
ded. [20] Feature selection for supervised learning is
much more investigated than feature selection for unsu-
pervised learning (such as clustering); therefore, not many
approaches are available for feature selection for clustering
in the case of hybrid and embedded categories. The authors
in [20] provide an overview of feature selection methods
for clustering. One of those methods, introduced by Dy and
Brodley [17], was used in this paper.

The idea is as follows: sequential forward search is
implemented, which starts from an empty feature set and
adds features to the feature set one by one. For every
feature, the expectation-maximization (EM) algorithm is
run with initialization values obtained by the sub-sampling
initialization algorithm. This algorithm takes 10% sub-
sampling and has 10 sub-sampling iterations. In every
iteration, k-means algorithm is run on sub-sample; if one
of the clusters is empty, it is restarted, and the centroid of
an empty cluster is set to the data point furthest from its
cluster centroid. After obtaining centroids for every sub-
sample, they are combined into one set, which is then
clustered again using k-means, resulting in new centroids.
The centroid (from the new set of centroids) that maximizes
the likelihood of a combined set of centroids is selected as
the initial cluster centers for the EM algorithm.

For every feature set in the sequential forward search,
EM is run, and when it converges, the value of the criterion
function is compared to the values of criterion functions for
every feature set with the same number of features as the
one currently observed. The feature with the best criterion
function value is selected, and a new feature set is formed,
which now includes the selected feature. Once again, all the
other features are added one by one, and the procedure is
repeated.

When one iteration of passage through every feature
is completed and the feature set is obtained (e.g., with
two features), the procedure is repeated and a feature set
with one more feature is obtained (in this case, with three
features). In order to compare the criterion values for feature
sets of different dimensions, the cross-projection method of
normalization is used. The sequential forward search is run
as long as the criterion function is improved by the addition
of another feature.

Another question that arises is what is the number of
clusters that should be selected. In this procedure, the
number of clusters is automatically selected. A maximum
number of clusters is given, and then, for every feature set
and for every K from the maximum number of clusters
to 2, EM is run as described. Since the estimate of the
maximum likelihood increases as more clusters are used, a
Bayesian Information Criterion penalty term is added to the
log-likelihood criterion.

4 Tree operators for randomwalk

In this section, new tree operators are proposed and their
usage is explained and justified.

While solving a certain problem using GP, oftentimes,
tree representation is used. Sometimes, the need arises to
measure the distance between two individuals, and for that
purpose, one can use Tree Edit Distance, which is calculated
as the minimum cost sequence of node edit operations that
transform one tree into another [41]. The problem with
existing tree edit distances is that they do not take into
account the fact that the nodes of the trees can have different
degrees of importance. For example, in the case of symbolic
regression, the tree individual has two types of nodes:
function nodes and terminal nodes. So, one has to be careful
while performing edit operation on the tree because if a
function node is replaced by a terminal node, the resulting
tree will not be feasible. Additionally, if there is a need to
do a random walk through tree individuals of some search
space, it is not clear how to obtain a feasible individual
whose distance from the current individual is exactly one.
That is why the new way of changing the tree individual
has been designed such that it pays attention to the type of
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Fig. 1 Insert a function that has one child node

the node (function or terminal) and changes it accordingly.
Three operators were designed for that purpose: insert, edit,
and delete a node, and they have restrictions in order to
produce feasible trees. The way in which those operators
work is discussed below along with a description of the
heuristic that measures the distance between any two trees
regarding defined operators.

4.1 Description of operators

In this subsection, it is assumed that trees are denoted in
prefix annotation. These operators were defined for our
predefined subset of functions, but they can be expanded
to different functions using the same rules if needed. The
functions used here are shown in Table 1.

The insert operator allows the insertion of only a
function node. That is because if a terminal node is added,
the feasibility of the tree will be disrupted and there is no
obvious way how to correct it and make it feasible again.
The procedure is as follows: first, the node in front of which
the new function node will be inserted is selected. If the
new function node only needs a single child node, then the
new node is only written down before the selected node.
An example can be seen in Fig. 1 where POS is a function
that only has one child. If the new function node needs to
have two child nodes, the new node is written down before
the selected node. Then, depending on the new node, a 0
or 1 is written down after all the children of the selected
node. If the new function node is + or −, then 0 is written
down after the child nodes of the selected node because 0
is a neutral element for addition and subtraction. If the new
function node is ∗ or /, then 1 is written down after the child
nodes of the selected node because 1 is a neutral element
for multiplication and division. The examples can be seen in
Fig. 2.

If the node for insertion is IF function (the only one with
three child nodes in the experiments conducted), then the
selected node and all its children become the middle branch
of IF , while 1 is put as a left and 0 as a right child of IF .
The example can be seen in Fig. 3.

Fig. 2 Insert a function that has
two child nodes. a Insert / node.
b Insert – node

Fig. 3 Insert a function that has three child nodes

The last restriction for this insert operator is that it cannot
insert function nodes as the leaves of a tree.

The edit operator exchanges the selected node with
one of the allowed nodes. First, a node from the tree is
selected. If the selected node is a function node, it can be
replaced by another function node as long as those two
function nodes have the same number of child nodes. If
the selected node is a terminal node, it can be replaced by
any other terminal node. The examples are given in Fig. 4a
and b.

The delete operator can delete any tree node except the
root node. During deletion, a node from the tree has to be
selected at first. If the selected node is a terminal node, it
will be deleted and in its place, 0 or 1 will be placed. If the
parent of the deleted node is +, −, IF , or any of the function
nodes that has only one child, then 0 will be put in the place
of the deleted node. If the parent of the deleted node is ∗
or /, 1 will be placed instead of the deleted terminal. The
example is given in Fig. 5a.

If the selected node is a function node, that node as well
as all its children are removed from the tree. After that, in
the place of selected node, 0 or 1 is placed in the same way
as above. The example is given in Fig. 5b. If the selected
node is a function node but of arity one, then only that
node should be deleted without deleting any of its children
nodes because such deletion will not violate the feasibility
of a tree.

4.2 Description of distance heuristic

In practice, it is important to have ways of measuring the
distance between any given trees. A heuristic that takes into
account previously described operators is provided in this
section.

For any two given trees in prefix annotation, the tree with
more nodes is to be denoted as tree 1 and the other tree is to
be denoted as tree 2 (if both trees have the same number of
nodes, then one can choose which tree will be tree 1). Tree
1 and tree 2 are the input for the heuristics for which the
pseudocode is given in Algorithm 1.
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Fig. 4 Edit operator. a Edit function node (change + to –). b Edit terminal node (change a to b)

An example of measuring distance between two arbitrary
trees by using the given heuristic can be seen below. The
functions that are used in the example are +, /, ∗, and POS,

and the terminals are RS, D, SPD, T SC, and RR. In every
step of the given example, a pair of nodes that is currently
being compared is denoted as bolded and underlined.

T1: / + RS TSC + POS RS POS * D RR
T2: * POS / RS D + POS SPD RS
edit / to * → distance = 1

T1: * + RS TSC + POS RS POS * D RR
T2: * POS / RS D + POS SPD RS
insert POS before + → distance = 2

T1: * POS + RS TSC + POS RS POS * D RR
T2: * POS / RS D + POS SPD RS
edit + to / → distance = 3

T1: * POS / RS TSC + POS RS POS * D RR
T2: * POS / RS D + POS SPD RS
same terminal nodes → distance = 3

T1: * POS / RS TSC + POS RS POS * D RR
T2: * POS / RS D + POS SPD RS
edit TSC to D → distance = 4

T1: * POS / RS D + POS RS POS * D RR
T2: * POS / RS D + POS SPD RS
same function nodes → distance = 4

T1: * POS / RS D + POS RS POS * D RR
T2: * POS / RS D + POS SPD RS
same function nodes → distance = 4

T1: * POS / RS D + POS RS POS * D RR
T2: * POS / RS D + POS SPD RS
edit RS to SPD → distance = 5

T1: * POS / RS D + POS SPD POS * D RR
T2: * POS / RS D + POS SPD RS
delete POS → distance = 6

T1: * POS / RS D + POS SPD * D RR
T2: * POS / RS D + POS SPD RS
delete * → distance = 7

T1: * POS / RS D + POS SPD 0
T2: * POS / RS D + POS SPD RS
edit 0 to RS → distance = 8

It can be seen that 8 steps are needed to reach from tree 1 to
tree 2, so the distance between them is equal to 8.

Fig. 5 Delete operator. a Delete
terminal node (a). b Delete
function node (–)
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5 Experiments

The main idea of this work was to group problem instances
into similar clusters based on fitness landscape features and
to, then, determine optimal parameters for GP on every
cluster, not by hand but by using automatic algorithm
configuration. This section explains how the clustering was
made and how the GP parameters were obtained. Finally,
the results will be shown.

5.1 Clustering using fitness landscape features

As the authors in [30] stated, while solving heterogeneous
instances of a problem, it is perhaps better to group those
instances with regard to a certain problem feature and to,
then, try and find the best parameters for a similar group of
instances than to try and find parameters that are the best for
all problems at once.

In the case of the single machine environment, 100
train instances and 600 test instances were defined in a
manner that is similar to [22]. For each scheduling instance,
the number of jobs, their processing times, due dates,
and weights were defined. Job durations may take integer
values between 1 and 100, while their weights can take
values between 0.01 and 1 in steps of 0.01. In order
to generate the due dates for the jobs, two parameters
were used: T (due date tightness), which represents the
expected percentage of late jobs, and R (due date range),
which represents the dispersion of due date values. Using
those two parameters, the due dates were calculated using
the following expression: dj ∈ [∑n

j=1 pj (1 − T −
R/2),

∑n
j=1 pj (1 − T + R/2)] where n represents the

number of jobs in the test instance. For all train and test
instances, the number of jobs in an instance takes the values
of 12, 25, 50, or 100, while the parameters T and R take
values of 0.2, 0.4, 0.6, 0.8, and 1 in various combinations.

For the unrelated machines environment, 60 train
instances and 60 test instances were defined. As in the
single machine environment, for each scheduling instance,
the number of jobs, their processing times, due dates,
and weights were defined along with the release dates
for the jobs. Job durations, weights, and processing times
were defined equally as in the case of the single machine
environment. The difference being that processing times
must be defined for every pair of job and machine; therefore,
m×n processing times were defined where n is the number
of jobs in an instance and m is the number of machines in
an instance. The due dates were generated from the interval
[p̂(1−T −R/2), p̂(1−T +R/2)] where p̂ is calculated as
p̂ = (

∑n
j=1

∑m
i=1 pij )/(m

2) and represents the estimated
total processing time. The parameters T and R have the same
meaning as in the case of the single machine environment.
Additionally, the release times were chosen randomly from

the interval rj ∈ [0, 1
2

∑n
i=1 pi]. Here, for all train and test

instances, the number of jobs in an instance takes the values
of 12, 25, 50, or 100, while the parameters T and R take
values of 0.2, 0.4, 0.6, 0.8, and 1 in various combinations.
Additionally, the number of machines in instances were
taken from the values 3, 6, 10, 15, or 20.

In RCPSP, the focus was on problems with 90 activities.
Instances differ with regard to network complexity, resource
factor, and resource strength; therefore, it seemed logical
to try and find fitness landscape features that would help
differentiate one particular problem instance from another.
The test cases were obtained from the project scheduling
problem library.1 The test cases were divided into the train
set (288 instances) and the test set (192 instances).

After fitness landscape features described in Section 3
of the given problems have been calculated, EM algorithm
[36] with Gaussian mixture was used for clustering those
problems. The following procedure was used: first, for
every problem instance in the train set, 30 individuals were
randomly initialized. From every individual, a random walk
of length 1000 was calculated using the operators described
in Section 4. Every tree in a random walk was evaluated,
and the fitness values obtained in that evaluation, were used
for calculating the fitness landscape features. In this way,
30 sets of every feature for each problem were obtained.
The mean and the standard deviation were calculated;
therefore, there were only two values for every feature in
a problem. After obtaining those values, clustering was
made for every fitness landscape feature using the mean
and the standard deviation together (clustering based on two
variables) as well as by using the mean and the standard
deviation separately (clustering based on one variable).
In this way, 22 clusterings based on two variables and
44 clusterings based on only one variable were obtained.
For each of those clusterings, the problem that arised is
how to determine the number of clusters. For solving that
problem, 10 runs were made for each clustering, and in
each run, the Bayesian Information Criterion (BIC) and
the Akaike Information Criterion (AIC) were calculated
for the number of components from 1 to 6. After all 10
runs were completed, the model with the lowest BIC value
among all the runs and the model with the lowest AIC
value among all the runs were selected. Between those
two models, the one with fewer components was selected
and used to fit the data and obtain clusters. Table 5 shows
log likelihood and the number of clusters for features that
had the best log likelihood values for the RCPSP. Column
FL feature contains the fitness landscape features from the
set of all calculated fitness landscape features that had the
largest log likelihood values in EM clustering. For every
feature in the table, the number of clusters with the lowest

1http://www.om-db.wi.tum.de/psplib/getdata sm.html

http://www.om-db.wi.tum.de/psplib/getdata_sm.html
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Table 5 Cluster numbers and log likelihood based on mean and
standard deviation for features: lengthscale median, lengthscale
without zeros lower quartile, lengthscale average, lengthscale standard
deviation, lengthscale without zeros standard deviation, lengthscale
without zeros median, lengthscale without zeros average, lengthscale
upper quartile, lengthscale without zeros upper quartile, partial
information content and rate of neutral neighbors

FL feature # of clusters log likelihood

lengthscale median 4 9.891009425

lengthscale w/o 0s lq 3 9.519606422

lengthscale average 3 9.209791325

lengthscale stdev 3 8.853975226

lengthscale w/o 0s stdev 3 8.760618422

lengthscale w/o 0s median 3 8.732951897

lengthscale w/o 0s avg 3 8.688751344

lengthscale uq 4 8.424637449

lengthscale w/o 0s uq 3 8.17710097

partial information content 3 7.528115953

rate of neutral neighbours 3 7.254059803

AIC or BIC value is given in column # of clusters. The
third column contains log likelihood, which was calculated
by the EM algorithm for a given number of clusters for
appropriate fitness landscape feature. The bigger the log
likelihood, the more probable it is that the observed data
fit Gaussian mixture obtained by the EM algorithm. It can
be seen that almost every fitness landscape measure divides
problem instances into 3 clusters, while only lengthscale
median and lengthscale upper quartile divide instances into
4 clusters. It is interesting to notice that for the RCPSP,
lengthscale measures give the best clusterings based on
obtained log likelihood. Further experiments for the RCPSP
were made for clustering obtained by lengthscale median,
lengthscale without zeros lower quartile and lengthscale
average because the obtained log likelihoods for those three
fitness landscape measures are the greatest.

The use of the EM algorithm for the single machine
environment and the unrelated machines environment did
not yield good results, so instead, the k-means algorithm
was used for clustering data in those two cases. Again, as
in the case of the EM algorithm, the main problem was
determining the number of clusters for the chosen fitness
landscape features. For every fitness landscape feature
(containing the average and standard deviation of values
for that feature), the silhouette score [47], the Davies–
Bouldin index [11], and the Calinski and Harabasz index
[8] were calculated for the number of clusters from 2 to
10. The silhouette score for each sample was calculated as
the difference between the mean intra-cluster distance and
the mean nearest-cluster distance divided by the maximum
value between those two distances. Its values vary from

-1 to 1, and the bigger score means better clustering.
Davies–Bouldin index is defined as the average similarity
measure of each cluster with its most similar cluster
where similarity is the ratio of within-cluster distances
to between-cluster distances. In this case, lower values
indicate better clustering. The Calinski and Harabasz index
is defined as the ratio between the within-cluster dispersion
and the between-cluster dispersion. As in the case of the
silhouette score, larger values indicate better clustering.
After the inspection of the obtained scores, lengthscale
average with 3 clusters and lengthscale without zeros
maximum with 3 clusters were selected for the single
machine environment. In the case of the unrelated machines
environment, lengthscale without zeros standard deviation
with 6 clusters was selected.

5.2 Genetic programming parameters configuration

As mentioned previously, while using hyperheuristic such
as GP, it is important to determine algorithm parameters
in order to arrive at better solutions in the end. One
can determine those parameters manually or use some
method of automatic algorithm configuration. In order to
get baseline algorithm parameters, they were determined
manually on all instances from the train set (without
clustering). The parameters that were tuned are the number
of individuals in the population, mutation probability,
maximum depth of a tree, and the size of the tournament
in the tournament selection. For RCPSP, the number of
generations was used as a stopping criterion, and it was
set to 25 generations. In order to get the best parameters
manually, every other parameter was fixed and the one
that needs to be determined is varied. For every parameter
that needs to be tuned, GP was run 30 times with every
parameter value from the value set chosen in advance.
The parameter value that yielded the smallest median
of the criterion function values was chosen for further
experiments. So, the number of individuals was chosen
from set {250, 500, 750, 1000, 1024, 1500}, and it was
determined that the best number of individuals is 1024.
After that, the mutation probability was selected from set
{0.1, 0.2, 0.3, 0.4, 0.5}, and it was determined that mutation
probability should be 0.5. The maximum tree depth was
chosen from set {3, 4, 5, 6, 7}, and it was determined that
the maximum tree depth should be 5. At last, the tournament
size was chosen to be 5 from the set {3, 4, 5, 6, 7, 8, 9}.
Table 6 shows the parameters that were used for GP in
experiments “by hand” for RCPSP.

For the single machine and the unrelated machines envi-
ronment, the same procedure was carried out for determin-
ing GP parameters manually, and the obtained parameters
are shown in Tables 7 and 8. In these two cases, the num-
ber of generations is set to 30. The stopping criterion was



R. Čorić et al.

Table 6 Parameters for genetic programming and RCPSP obtained
manually

Parameter Initial values Optimized values

population size 1000 1024

mutation probability 0.3 0.5

maximum tree depth 7 5

tournament size 3 5

met when the algortihm reached that maximum number of
generations.

The package that was used for automatic algorithm
configuration was the irace package for R [32]. The irace
package implements iterated racing procedure. It receives
a parameter space definition, a target algorithm that will
be run, and a set of instances on which it will tune the
parameters. It then executes the target algorithm on different
instances and with different parameter configurations; in
this way, it carries out the exploration of the parameter
search space in order to obtain good performing algorithm
configurations. For every clustering and for every cluster,
irace was run on the corresponding train set in order to
obtain good GP parameters. As in the case of determining
parameters manually, irace was tasked to determine the
number of individuals in the population, the mutation
probability, the maximum depth of a tree, and the size of
the tournament in tournament selection. The number of
individuals in the population was chosen from the integer set
[200, 2000], the mutation probability was chosen from the
set [0.01, 0.99], the maximum tree depth was chosen from
the integer set [3, 10], and the tournament size was chosen
from the integer set [3, 7]. The parameter configuration for
irace is depicted in Table 9. The only difference in the
parameter space was noted for the number of individuals
in the population for the single machine and the unrelated
machines environment. Unlike RCPSP where the maximum
number of generations was set to 25, in these two cases, the
maximum number of generations was set to 30; therefore,
the interval from which the number of individuals in the
population can be chosen was changed to [200, 1500].

Table 7 Parameters for genetic programming and the single machine
environment obtained manually

Parameter Initial values Optimized values

population size 1000 1250

mutation probability 0.3 0.3

maximum tree depth 7 7

tournament size 3 3

Table 8 Parameters for genetic programming and the unrelated
machines environment obtained manually

Parameter Initial values Optimized values

population size 1000 1000

mutation probability 0.3 0.3

maximum tree depth 7 5

tournament size 3 3

5.3 Results

After obtaining the parameters for every clustering and
every cluster, GP was run 30 times on the corresponding
train set both with manually determined parameters (i.e.,
the parameters that were determined manually on the entire
train set before clustering) and parameters obtained by irace
(for the corresponding cluster). The best individuals were
then evaluated on the corresponding test set (instances from
the initial test set that belonged to a cluster based on their
fitness landscape features).

The results obtained for the three best clusterings of
RCPSP (based on log likelihood as shown in Table 5; the
larger the likelihood, the better the clustering) are shown
below.

The parameters obtained by irace for every cluster for
lengthscale median can be seen in Table 10.

It is observed that irace found different parameters for
different clusters, which means that there is some difference
between them, and that the fitness landscape feature
lengthscale median managed to differentiate instances of a
given problem. It is also interesting to note that the larger
the population size, the smaller is maximum tree depth
obtained. Table 11 shows the basic statistical measures
(minimum, first quartile, median, mean, 3rd quartile,
maximum, and standard deviation) of the fitness values
for the individuals, which were obtained from 30 runs of
GP using parameters obtained manually and parameters
obtained by irace for clusters based on lengthscale median.
Additionally, the table reports the p-value obtained by
conducting the Wilcoxon sum rank test calculated in R.
This test takes two samples and estimates the median of the
difference between a sample from the first given vector and

Table 9 Parameter configuration for irace

Name Switch Type Values

tsize “–tsize” i (3, 7)

maxdepth “–maxdepth” i (3, 10)

popsize “–popsize” i (200, 2000)

mutProb “–mutProb” r (0.01, 0.99)
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Table 10 GP parameters obtained by irace for clusters based on
lengthscale median feature for RCPSP

Parameter Cluster 1 Cluster 2 Cluster 3 Cluster 4

Population size 733 1187 1320 1480

mutation probability 0.65 0.36 0.66 0.83

maximum tree depth 10 7 5 3

tournament size 3 3 7 5

a sample from a second given vector. It is a non-parametric
test that doesn’t require data to be normally distributed. The
null hypothesis is that the true location shift is equal to 0.

It can be seen that in the case of almost every cluster, the
medians are smaller the for parameters from the irace run
for the corresponding cluster, and the standard deviations
are small in both cases. In cluster 1, the median is slightly
smaller for manually obtained parameters, but the minimum
value is better for the parameters obtained by using irace.
Additionally, for every cluster, the minimum value is better
for the parameters from irace. Boxplots can be seen in
Fig. 6a-d.

The same behavior can be seen for the fitness landscape
feature lengthscale without zeros lower quartile. Table 12
shows the parameters obtained by using irace for every
cluster for lengthscale without zeros lower quartile. Again,
the obtained values are different for different clusters. Here,
the mutation probabilities are smaller than those in the
clusters obtained for lengthscale median, which indicates
that the clusters obtained by these two features indeed
possess different characteristics.

Table 13 depicts the median of fitness values, the min-
imum fitness value, and the standard deviation of fitness
values for individuals obtained by conducting 30 runs of
GP using parameters obtained manually and by irace for
clusters based on lengthscale without zeros lower quartile.

It can be observed that the median and the minimum
value is the same or better for parameters obtained by irace

Table 11 Comparison of
fitness values for clusters based
on lengthscale median for
RCPSP

Cluster 1 Cluster 2 Cluster 3 Cluster 4

manually irace manually irace manually irace manually irace

min 1.69451 1.69409 2.56866 2.5623 1.84721 1.84313 2.5355 2.53248

1st qu. 1.695265 1.695938 2.594908 2.615698 1.85003 1.84794 2.553758 2.546463

median 1.696535 1.69694 2.658145 2.64807 1.85311 1.85005 2.559135 2.549805

mean 1.69688 1.697595 2.650749 2.651161 1.855899 1.852741 2.557996 2.552692

3rd qu. 1.69783 1.69858 2.687268 2.686103 1.860388 1.855968 2.56279 2.559048

max 1.70072 1.70725 2.75543 2.78116 1.88404 1.8768 2.57017 2.5817

stdev 0.001793 0.002618 0.054638 0.052508 0.008205 0.007859 0.007963 0.010326

p-value 0.8263 0.4646 0.03117 0.005608

Table 12 GP parameters obtained by irace for clusters based on
lengthscale without zeros lower quartile feature for RCPSP

Parameter Cluster 1 Cluster 2 Cluster 3

population size 884 1061 1911

mutation probability 0.35 0.28 0.4

maximum tree depth 8 6 7

tournament size 7 3 5

on clustered data. The standard deviation of fitness values
is approximately the same for parameters selected manually
and those found by irace for every cluster. Instances in
cluster 3 are those whose optimal value can be found;
therefore, GP with parameters obtained manually and GP
with parameters obtained by irace for a given cluster provide
the same results. The boxplots for cluster 1 and cluster 2 can
be seen in Fig. 7a-d.

Finally, Tables 14 and 15 depict the comparison
between the parameter values and the fitness values for
clusters obtained by using the fitness landscape feature
lengthscale average, and Fig. 8a–d show the corresponding
boxplots.

Table 14 shows that in cluster 3, irace resulted in a
very small population size and relatively small tree depth.
Although the population size is much smaller than the
one selected manually, the median of the fitness values is
smaller in the irace column of cluster 3 in Table 15 than in
the column which contains results obtained with manually
determined parameters, which means that better results are
achieved in a smaller amount of time for that cluster. It
can be seen that the medians are better or equal for all
three clusters in the case of using parameters obtained by
irace, but the minimum values are smaller for GP runs
with manually obtained parameters in clusters 2 and 3. In
cluster 1, obtained median values are the same in both cases
which means that for instances in this cluster, GP with both
sets of parameters managed to find best solutions. It can
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Fig. 6 Boxplots for clusters
based on the average and the
standard deviation of
lengthscale median for RCPSP.
a Cluster 1. b Cluster 2. c
Cluster 3. d Cluster 4

be assumed that by getting better clusters (with greater log
likelihood), one could obtain better results. For clustering
using only one variable (mean or standard deviation of a
fitness landscape feature), the results were not as good as in
the case of clustering using two variables.

The results obtained by the same procedure as in RCPSP
for clusters based on lengthscale average and lengthscale
without zeros maximum for the single machine environment
are presented below.

Table 16 shows the parameters obtained by irace for
every cluster for lengthscale average. It can be observed
that, here, irace also provided different parameters for
different clusters. Although the values for population
size, maximum tree depth, and tournament size are the
same or very similar for clusters 1 and 2, the value
of mutation probability differs significantly. Perhaps, this
indicates that in cluster 2, there were fewer local optima,
so the mutation probability did not need to be high in
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Table 13 Comparison of
fitness values for clusters based
on lengthscale without zeros
lower quartile for RCPSP

Cluster 1 Cluster 2 Cluster 3

manually irace manually irace manually irace

min 1.7936 1.7936 2.5024 2.4964 1.6555 1.6555

1st qu. 1.8493 1.8493 2.5249 2.5267 1.6555 1.6555

median 1.8878 1.8785 2.5311 2.5301 1.6555 1.6555

mean 1.8945 1.8813 2.5282 2.5292 1.6555 1.6555

3rd qu. 1.9172 1.9031 2.5343 2.5379 1.6555 1.6555

max 2.0093 2.0090 2.5438 2.5473 1.6555 1.6555

stdev 0.0508 0.0485 0.0112 0.0116 0.0000 0.0000

p-value 0.2041 0.5617 1

order to promote extensive exploration over convergence to
promising neighboring solutions.

Table 17 shows the basic statistical measures of fitness
values for individuals obtained by conducting 30 runs of
GP using parameters obtained manually and by irace for
clusters based on lengthscale average in the single machine
environment as well as the p-value obtained from the
Wilcoxon sum rank test.

It can be observed that in all three obtained clusters, the
fitness values obtained by running GP with the parameters
from irace and the minimum, and median values are
lower than those for the fitness values obtained by running
GP with parameters determined manually. Additionally,
the standard deviations are smaller in the irace columns
of the table, which indicates that the results are less
dispersed in the case where the parameters were determined
automatically. It can be observed that in the case of all
three clusters, mean fitness values that are achieved are

much better for parameters obtained automatically than
for manually obtained parameter values. This results in
fewer outliers in fitness values obtained by the GP run
with automatically determined parameters. Boxplots for the
obtained clusters can be seen in Fig. 9a–c.

Table 18 depicts the parameters obtained by irace for
every cluster for lengthscale without zeros maximum. It can
be observed that in this case, irace also resulted in different
parameters for different clusters and that in all three cases,
the mutation value is high. In this case, irace concluded
that there is a need to escape local minima, so the mutation
probabilities are higher.

Table 19 shows the basic statistical measures of fitness
values for individuals obtained by 30 runs of GP using
parameters obtained manually and by irace for clusters
based on lengthscale without zeros maximum in the single
machine environment along with the p-value obtained by the
Wilcoxon sum rank test.

Fig. 7 Boxplots for clusters
based on the average and the
standard deviation of lengthscale
without zeros lower quartile for
RCPSP. a Cluster 1. b Cluster 2
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Table 14 GP parameters
obtained by irace for clusters
based on lengthscale average
feature for RCPSP

Parameter Cluster 1 Cluster 2 Cluster 3

population size 1690 1844 278

mutation probability 0.89 0.79 0.18

maximum tree depth 3 5 3

tournament size 5 3 4

Table 15 Comparison of
fitness values for clusters based
on lengthscale average for
RCPSP

Cluster 1 Cluster 2 Cluster 3

manually irace manually irace manually irace

min 1.65664 1.65664 1.7343 1.73701 2.50826 2.52411

1st qu. 1.65699 1.65699 1.738253 1.738943 2.563685 2.61086

median 1.65699 1.65699 1.74145 1.740645 2.6445 2.63489

mean 1.656981 1.657014 1.742834 1.743792 2.644536 2.658473

3rd qu. 1.656998 1.65699 1.745655 1.7455 2.71177 2.715253

max 1.65735 1.65766 1.75878 1.76969 2.79849 2.8256

stdev 0.000197 0.000223 0.006424 0.007657 0.087447 0.079728

p-value 0.4763 0.6049 0.6848

Fig. 8 Boxplots for clusters
based on the average and the
standard deviation of
lengthscale average for RCPSP.
a Cluster 2. b Cluster 3

Table 16 GP parameters
obtained by irace for clusters
based on lengthscale average
feature for the single machine
environment

Parameter Cluster 1 Cluster 2 Cluster 3

population size 1492 1444 660

mutation probability 0.44 0.02 0.49

maximum tree depth 5 5 6

tournament size 7 7 5
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Table 17 Comparison of
fitness values for clusters based
on lengthscale average for the
single machine environment

Cluster 1 Cluster 2 Cluster 3

manually irace manually irace manually irace

min 5.7855 5.77658 1984.27 1980.23 68.0418 67.7454

1st qu. 5.919615 5.826545 1987.773 1987.288 68.97585 69.12405

median 5.954185 5.921155 1989.885 1988.64 70.029 69.92875

mean 5.976624 5.911362 1996.12 1990.591 69.94372 69.78849

3rd qu. 6.03374 5.946313 1996.61 1990.705 70.65295 70.51508

max 6.18379 6.09352 2039.49 2010.2 71.792 72.2765

stdev 0.101632 0.086486 15.44785 6.872063 1.142094 1.124739

p-value 0.006105 0.129 0.2413

Fig. 9 Boxplots for clusters
based on the average and the
standard deviation of
lengthscale average for the
single machine environment. a
Cluster 1. b Cluster 2.c Cluster 3
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Table 18 GP parameters obtained by irace for clusters based on
lengthscale without zeros maximum feature for the single machine
environment

Parameter Cluster 1 Cluster 2 Cluster 3

population size 850 955 1141

mutation probability 0.46 0.87 0.97

maximum tree depth 5 3 4

tournament size 6 8 7

It can be observed that in clusters 1 and 3, the medians of
values are better for the parameters obtained by irace, while
in cluster 2, the median of values is slightly better for the
parameters obtained manually. However, in the case where
irace provides better results, the improvement is 2.52% for
cluster 1 and 0.38% for cluster 3, while the deterioration
in cluster 2 is 0.099%. This indicates that the improvement
is greater than deterioration, and therefore, these results
exhibit a certain improvement of the fitness values, which
is the goal of solving a problem by using hyperheuristics.
Clusters 1 and 2 have much smaller dispersion of fitness
values in the case of GP with parameters obtained by irace
than in the case of GP with parameters obtained manually. It
is also interesting to notice the large difference in medians
of fitness values between clusters. The reason for such large
diferences lies in the number of problem instances in test
sets of obtained clusters. Cluster 1 has fewest instances, so
the obtained values are the smallest, while cluster 2 has the
most instances amongst the clusters, so the obtained fitness
values are the largest. Boxplots for the obtained clusters can
be seen in Fig. 10a-c.

Finally, the results obtained by using the same procedure
as in the other two scheduling problems for clusters based
on lengthscale without zeros standard deviation for the
unrelated machine environment will be presented below.

Table 20 shows parameters obtained by irace for every
cluster for lengthscale without zeros standard deviation. As in
the case of the first two scheduling problems, ivrace produced

Table 19 Comparison of
fitness values for clusters based
on lengthscale without zeros
maximum for the single
machine environment

Cluster 1 Cluster 2 Cluster 3

manually irace manually irace manually irace

min 1.15895 1.18281 2020.43 2022.9 34.7672 34.7283

1st qu. 1.235658 1.22815 2024.183 2026.258 35.06853 35.12828

median 1.2878 1.25616 2028.205 2030.22 35.40675 35.27305

mean 1.294969 1.251622 2036.984 2037.446 35.44197 35.47329

3rd qu. 1.344593 1.284115 2034.938 2047.78 35.7262 35.77808

max 1.5156 1.34746 2229.93 2069.95 36.3611 37.153

stdev 0.079405 0.045844 37.41355 14.00665 0.468791 0.565669

p-value 0.01013 0.9614 0.4735

different parameters for different clusters in this case as
well. Here, the mutation probabilities vary from very low to
very high values, which indicates that the obtained clusters
have different landscape features since in some clusters, the
mutation probability needs to be high in order to escape
local minima, while in others, it can be kept low because
there is less probability of being stuck in local minima.

Table 21 shows the basic statistical measures of fitness
values for individuals obtained by 30 runs of GP using
parameters obtained manually and by irace for clusters
based on lengthscale without zeros standard deviation in
the unrelated machine environment along with the p-value
obtained by the Wilcoxon sum rank test.

It can be observed that in the case of four out of six
clusters, the median values are smaller with parameters
obtained by irace for a given cluster than with parameters
obtained manually for all instances without clustering. In
cluster 3, the median values are the same, while in cluster
4, the mean value in the irace column is slightly worse
than that in the column where the results obtained by
using manually obtained parameters are shown. Overall, the
parameters obtained by irace achieve better results in most
cases. Boxplots for the obtained clusters can be seen in
Fig. 11a–f. In cluster 5, the y-axis is limited to values of
up to 0.6; therefore, the outlier achieved in GP runs with
manually obtained parameters is not shown.

It can be seen that in many of the problem instance clus-
ters, there is no statistically significant difference between
the two parameter configurations. There may be several rea-
sons behind this kind of behaviour, which can contribute to
the outcome. One of the possible causes is less than optimal
grouping of problem instances in clusters due to inadequate
landscape measures or their inability to separate problem
instances into meaningful groups. This is certainly an area
that should be explored in future work. The other reason may
be the fact that parameter values do not play such an impor-
tant role in certain clusters or problem instances. However,
most of the time, automatically selected parameters yielded
improved or at least a more stable performance, which
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Fig. 10 Boxplots for clusters
based on the average and the
standard deviation of lengthscale
average for the single machine
environment. a Cluster 1. b
Cluster 2. c Cluster 3

makes this a particularly useful property in regard to deal-
ing with unseen problem instances. That is why we deem
the use of the proposed approach while devising dispatching
rules for solving scheduling problems using GP justified.

5.4 Time consumption

While presenting the fitness landscape features used in this
paper, it was mentioned that one should use fitness landscape
measures that can be calculated relatively fast. The main
idea is that the process of calculating the measures should

not take longer than the solving of the initial problem.
So, a brief discussion about the time consumption of
measures used for RCPSP in the experimental section
is presented here. All time measurements are conducted
on a machine with Intel i3-5005U CPU @ 2.00GHz
processor and 8GB of RAM memory. On this machine,
running genetic programming for unclustered data (i.e. on
the entire train set) takes approximately 8384 seconds for
25 generations and 1024 individuals, which have been
determined previously. On the other hand, calculating
30 random walks for one instance of a problem takes
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Table 20 GP parameters obtained by irace for clusters based on lengthscale without zeros standard deviation feature for the unrelated machine
environment

Parameter Cluster 1 Cluster 2 Cluster 3 Cluster 4 Cluster 5 Cluster 6

population size 1165 1163 964 995 1165 610

mutation probability 0.42 0.3 0.11 0.46 0.03 0.86

maximum tree depth 7 5 8 5 7 8

tournament size 3 6 5 3 5 7

approximately 1.33 seconds, whereas calculating the
distance between all pairs of trees in those random
walks takes approximately 1819 seconds. To determine
the fitness value of every tree in all the random walks,
approximately 124.49 seconds is needed per instance. After
calculating random walks and distances, one can calculate
the lengthscale measures. To calculate the lengthscale
median for one instance of a problem, it takes 50.8 seconds
on average. Most of that running time is used on loading
fitness values of trees in random walk and distances between
those trees. It is observed that calculating lengthscale
without zeros lower quartile takes 48.1 seconds on average,
while calculating the lengthscale average takes 50.6 seconds
on average. One should bear in mind that in this case, fitness
landscape analysis has to be conducted only once; then, for
every instance, one only has to determine the cluster that the

instance belongs and use the parameters determined for that
cluster to solve the given instance.

5.5 Feature selection

It is interesting to check whether some form of feature
selection could select fitness landscape features to obtain
clusters for which parameter tuning will be carried out.

For RCPSP data, the procedure described in Section 3.1
was run and the feature set with three features was
obtained: lengthscale without zeros minimum – average,
lengthscale without zeros minimum – standard deviation
and lengthscale median – standard deviation. The number
of obtained clusters was 8. After obtaining the clusters, the
procedure described in Section 5.2 was carried out. Table 22
shows the parameters obtained by irace for every cluster.

Table 21 Comparison of fitness values for clusters based on lengthscale without zeros standard deviation for the unrelated machine environment

Cluster 1 Cluster 2 Cluster 3

manually irace manually irace manually irace

min 7.1251 7.15717 0.186766 0.1602 0 0

1st qu. 7.914348 8.012988 0.208729 0.213156 0 0

median 8.31334 8.20533 0.219857 0.217573 0 0

mean 8.25544 8.319772 0.24058 0.232507 0 0.001418

3rd qu. 8.596428 8.506123 0.248001 0.241289 0 0

max 9.43371 10.741 0.433637 0.458366 0 0.042551

stdev 0.579388 0.643819 0.057064 0.054607 0 0.007769

p-value 0.4383 0.3951 0.8493

Cluster 4 Cluster 5 Cluster 6

manually irace manually irace manually irace

min 4.2349 4.31663 1.11114 1.12143 0.065203 0.065203

1st qu. 4.365478 4.500293 1.189258 1.199133 0.07583 0.071972

median 4.538645 4.575555 1.273115 1.24316 0.099468 0.078383

mean 4.525762 4.586342 1.284145 1.273132 0.711515 0.122222

3rd qu. 4.635878 4.642215 1.34004 1.314728 0.121269 0.114038

max 4.97366 5.14845 1.5318 1.63751 17.7828 0.575197

stdev 0.179976 0.16569 0.114342 0.117207 3.225743 0.102372

p-value 0.8915 0.305 0.1084
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Fig. 11 Boxplots for clusters
based on the average and the
standard deviation of lengthscale
without zeros standard deviation
for the unrelated machine
environment. a Cluster 1. b
Cluster 2. c Cluster 3. d Cluster
4. e Cluster 5. f Cluster 6
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Table 22 GP parameters obtained by irace for clusters based on feature selection

Parameter cl. 1 cl. 2 cl. 3 cl. 4 cl. 5 cl. 6 cl. 7 cl. 8

population size 1039 505 861 809 1059 649 1219 840

mutation probability 0.95 0.16 0.44 0.31 0.34 0.63 0.78 0.47

maximum tree depth 6 3 5 7 6 8 5 9

tournament size 3 6 3 5 4 4 6 5

Again, it should be noted that the parameters differ for every
cluster, which means that it makes sense to cluster the data
into similar groups because for every cluster, a different set
of parameters yields the best results. The comparison of the
results obtained by running GP with parameters obtained
manually and parameters obtained using irace can be seen
in Table 23. The table shows the basic statistical features of
the data and the p-value for the Wilcoxon sum rank test.

It can be observed that for 5 out of 8 clusters, the
median is smaller in the case of results obtained by running
GP using the parameters from irace experiments. Cluster
4 provides the same values for both cases. In the two
clusters where the median is smaller with manually obtained
parameters, the difference between medians is less than
0.0006, while in clusters where the median is smaller
with parameters obtained by irace, the difference ranges
from 0.002 to 0.0035. This shows that the improvement
in those clusters is more pronounced than the deterioration

in the other two clusters. Although the improvement is
not achieved in every cluster and the p-values are not so
small, it makes sense to use clustering and, then, parameter
configuration based on fitness landscape features. The
reason behind that is that an improvement can be achieved
in this procedure, and that is the goal to be fulfilled while
solving a problem using hyperheuristics.

Additional improvement could potentially be achieved
by using some other form of feature selection or by using
some other clustering algorithm; therefore, that is an inter-
esting venue that can be explored in future research.

6 Conclusion

This paper shows one method of determining good param-
eters for solving scheduling problems using GP and fitness
landscape analysis. It can be observed that the use of fitness

Table 23 Comparison of fitness values for clusters based on feature selection

Cluster 1 Cluster 2 Cluster 3 Cluster 4

manually irace manually irace manually irace manually irace

min 1.84558 1.84378 2.10707 2.09289 1.94486 1.94672 1.65552 1.65552

1st qu. 1.857833 1.856445 2.128553 2.133463 1.950133 1.950555 1.65552 1.65552

median 1.86268 1.861515 2.148625 2.14613 1.95592 1.9565 1.65552 1.65552

mean 1.862805 1.860745 2.155716 2.15353 1.956923 1.95795 1.65552 1.65552

3rd qu. 1.866308 1.86512 2.16709 2.16878 1.962218 1.966153 1.65552 1.65552

max 1.88494 1.88201 2.25051 2.24167 1.97834 1.97139 1.65552 1.65552

stdev 0.008688 0.007949 0.038177 0.034476 0.00884 0.007977 4.52E-16 4.52E-16

p-value 0.1996 0.5177 0.7471 1

Cluster 5 Cluster 6 Cluster 7 Cluster 8

manually irace manually irace manually irace manually irace

min 1.77248 1.77248 1.74874 1.74877 2.37149 2.36339 2.25054 2.24787

1st qu. 1.778675 1.778615 1.750725 1.75061 2.37878 2.376708 2.267918 2.265555

median 1.7802 1.780715 1.757085 1.753745 2.3832 2.3826 2.278255 2.276605

mean 1.781644 1.782569 1.755553 1.754889 2.38476 2.382752 2.283204 2.28351

3rd qu. 1.78448 1.785683 1.75882 1.75882 2.38918 2.386295 2.289523 2.290583

max 1.79604 1.80388 1.76332 1.7691 2.41386 2.40907 2.36092 2.36092

stdev 0.005076 0.006516 0.004259 0.004941 0.010531 0.009923 0.024606 0.027312

p-value 0.5992 0.2017 0.2998 0.4267
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landscape features for clustering given problem instances
leads to better results in GP runs. In order to calculate
the fitness landscape features for this problem, three new
operators are introduced, which enables us to obtain ran-
dom walks for expression tree individuals. Additionally, a
heuristic that can calculate the distance between any two
given trees using those operators is proposed. The con-
ducted experiments show that the better the clustering, i.e.,
the better the instances are divided into clusters, the better
the results. This means that for future work, it would be use-
ful to find good combinations of fitness landscape features
that can lead to better clusterings or to try some different
fitness landscape features that can be calculated relatively
fast. Moreover, it may be promising to test this approach on
other scheduling problems or any problem that uses GP and
tree individuals in order to see if it will yield good results.
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