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Abstract
The VZ algorithm proposed by Charles F. Van Loan (SIMA, 1975) attempts to
solve the generalized type of matrix eigenvalue problem ACx = λBDx, where
A, B ∈ Rn×m, C, D ∈ Rm×n, and m ≥ n, without forming products and inverses.
Especially, this algorithm is suitable for solving the generalized singular value prob-
lem. Van Loan’s approach first reduces the matrices A, B, C, and D to a condensed
form by the finite step initial reduction. The reduction finds orthogonal matrices Q,
U , V , and Z, such that QAZ is upper Hessenberg, and QBV , ZT CU , and V T DU

are upper triangular. In this initial reduction, A is reduced to upper Hessenberg form,
while simultaneously preserving triangularity of other three matrices. This is done
by Givens rotations, annihilating one by one element of A, and by generating three
more rotations applied to other matrices per each annihilation. Such an algorithm is
quite inefficient. In our work, we propose a blocked algorithm for the initial reduc-
tion, based on aggregated Givens rotations and matrix–matrix multiplications, which
are applied in the outer loop updates. This algorithm has another level of blocking,
exploited in the inner loop. Further, we also consider a variant of the algorithm in a
hybrid CPU–GPU framework, where compute-intensive outer loop updates are per-
formed on GPU, and can be overlapped with the reduction in the next step performed
on CPU. On the other hand, application of a sequence of rotations in the inner loop is
parallelized on CPU, with balanced operation count per thread. Since a large number
of aggregated rotations are produced in every outer loop step, they are simultane-
ously accumulated before outer loop updates. These adjustments speed up original
initial reduction considerably which is confirmed by numerical experiments, and the
efficiency of the whole VZ algorithm is increased.
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1 Introduction

The VZ algorithm proposed by Charles F. Van Loan in [34] is a QR-iteration type
method for solution of the generalized matrix eigenvalue problem

ACx = λBDx, (1)

where A, B ∈ R
n×m, C, D ∈ R

m×n, and m ≥ n, which leaves left and right sides of
the eigenvalue problem in the factored form. Especially, this algorithm is suitable for
solving the generalized singular value (GSVD) problem, and GSVD is equivalent to
the generalized eigenvalue problem

AT Ax = μ2BT Bx.

There is even more generalized eigenvalue problem which we can take into consid-
eration, defined for the matrix product with arbitrary number of factors:

ApAp−1 · · · A1x = λx, (2)

where A1, . . . , Ap ∈ R
n×n, see [10, 22, 35].

There are different approaches to solving the generalized singular value prob-
lem. One group of algorithms is based on generalization of the Kogbetliantz method
introduced by Paige in [30] and by Bai and Demmel in [3]. The other group of
algorithms has its roots in the Falk–Langemeyer method [14] and includes implicit
Hari–Zimmermann method described in [17] and [28]. In both cases, there is a pre-
processing phase where matrices are transformed into a condensed form: A and B

are reduced to particular triangular forms by orthogonal transformations (see [3, 4]).
Eigenvalue problems involving matrix products arise in a variety of applications.

Generalized singular value decomposition is used for obtaining solution of the least
squares problem with a quadratic inequality constraint (LSQI) (see [16, Subsection
12.1.1]), in the method of weighting for solving equality constrained least squares
(LSE) (see [16, Subsection 12.1.5]), in comparative analysis of genome-scale expres-
sion data sets of two different organisms [1], in ionospheric tomography [8], and
in incomplete boundary element formulation [23]. Product eigenvalue problems (2)
with p ≤ 6 appear in various areas of systems and control theory (see [2, 5–7, 19,
22, 26, 32, 33]) (for other applications where the number of factors can be arbitrary
large, see [22, Section 4.2]).

Transforming the generalized eigenvalue problem to the standard form

(BD)−1(AC)x = λx

represents a possible numerical danger, since formation of the products AC and
BD, as well as formation of the inverse (BD)−1, can produce a result with a large
backward error. This problem was already observed by Golub and Reinsch [15] for
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singular value decomposition, Moler and Stewart [25] for generalized eigenvalue
problem, Van Loan [34] for (1), and many others. By Problem 3.5 in [18], it is obvi-
ous that in the case of ill-conditioned matrices, there might be a large backward error
even for matrix–matrix products. To check whether matrix multiplications are going
to be harmless or not for the computation of the eigenvalues is not an easy task. At
least one should compute conditions of four matrices, which is expensive. It is a com-
mon approach to leave the matrix products in factored form in order to avoid possible
numerical instability (see for example [22]). Even for the simplest case of comput-
ing singular values of matrix A, which is equivalent to finding eigenvalues of AT A

or AAT , all standard algorithms transform only matrix A while implicitly computing
eigenvalue decomposition of AT A, see [13, 15, 21].

Thus, the VZ algorithm attempts to solve the problem without forming these prod-
ucts and inverses. This approach transforms each of the four matrices separately into
a suitable form, which is a generalization of the Schur decomposition. More pre-
cisely, the algorithm computes orthogonal matrices Q,U ∈ R

n×n and V,Z ∈ R
m×m

such that Ā =QAZ is upper quasi-triangular (a block triangular matrix whose diag-
onal blocks are of dimension either 1 × 1 or 2 × 2), and B̄ =QBV, C̄ =ZT CU and
D̄ =VT DU are upper triangular. The VZ algorithm begins by reducing the matrices
A, B, C, and D to an equivalent condensed form by the finite step initial reduction.
This reduction finds orthogonal matrices Q, U , V , and Z, such that

– Ã =QAZ is upper Hessenberg, and
– B̃ =QBV , C̃ =ZT CU , and D̃ =V T DU are upper triangular,

and thus denoted as Hessenberg–Triangular–Triangular–Triangular (H3T) reduction.
Then, the VZ iterations are applied to the matrices in the condensed form, producing
Q̃, Ũ , Ṽ , and Z̃ such that Ā = Q̃ÃZ̃, B̄ = Q̃B̃Ṽ , C̄ = Z̃T C̃Ũ , D̄ = Ṽ T D̃Ũ , Q =
Q̃Q, U = UŨ , V = V Ṽ , and Z = ZZ̃. In the initial reduction of the VZ algorithm,
B, C, and D are first reduced to the triangular form, independently, and then A is
reduced while simultaneously preserving triangularity of other three matrices. This
is done by Givens rotations, annihilating one by one element of A below the first
subdiagonal, and by generating three more rotations applied to other matrices per
each annihilation. Annihilating an element means that, since Givens rotation affects
only two elements in a row or in a column, its angle can be chosen to zero (or to
annihilate) one of them. Consequently, an update by Givens rotation changes only
two rows or two columns and is implemented by level 1 BLAS operation [27]. Level
1 BLAS operation performs only O(n) operations on O(n) floating point numbers,
which implies low arithmetic intensity (i.e., low number of operations per memory
read), and does not utilize the fast cache memory in the optimal way. Thus, such an
algorithm is quite inefficient, and our intention was to make Van Loan’s approach
more competitive when compared with other algorithms.

In [11] and [12], we were dealing with a similar but simpler problem, where for
given matrices A, E ∈ R

n×n, and B ∈ R
n×m, m � n, the aim was to compute

the m–Hessenberg–Triangular–Triangular (mHTT) reduction by finding orthogo-
nal matrices Q, Z ∈ R

n×n such that QAZ is upper m-Hessenberg, and QB and
QEZ are upper triangular. In [11], a cache-blocked (and implicitly parallelized with
multi-threaded BLAS [27]) CPU implementation of mHTT reduction is described.

Author's personal copy



Numerical Algorithms

Blocking strategy is based on aggregated rotations developed in [24] and [20]. In
[12], a parallel and heterogeneous algorithm for mHTT reduction is described target-
ing shared memory multi-core systems with a GPU accelerator that outperforms the
CPU-only implementation from [11]. The goal of this paper is to extend the ideas
developed for mHTT reduction to an efficient algorithm for H3T reduction; in other
words, we are interested in accelerating only the initial reduction of the VZ algorithm.
Besides aggregated rotations exploited in outer loop, our efficient implementation of
the H3T reduction has another level of blocking in the inner loop, which is imple-
mented in two ways: one variant uses standard blocking techniques for increasing
efficiency on a multi-core CPU by turning the most of the operations into matrix–
matrix multiplications and the other explicitly parallelizes application of a sequence
of the rotations on CPU with balanced operation count per thread and overlaps with
outer loop updates on GPU.

Here, we note that the same techniques can be applied to the problem of computing
eigenvalues of the matrix product with arbitrary number of factors (2). In this case,
the reduction algorithm generates a sequence of Householder reflectors which are
applied interchangeably to the factor matrices, and in the end it produces orthogonal
matrices Q1, . . . , Qp ∈ R

n×n such that

– Ti = QT
i+1AiQi are triangular for i = 1, . . . , p − 1,

– Hp = QT
1 ApQp is Hessenberg,

as presented in [22, Algorithm 18]. Application of our blocking techniques to the
matrix product eigenvalue problem is not covered by this paper, but it is a straight-
forward generalization of the H3T reduction algorithm, and it will be included in
our future work. It seems like this application might offer more localized approach
than the standard way of blocking Householder reflectors (for blocking products of
Householder reflectors, see [9, 31]), which in this case is not possible except in outer
loop updates only.

The rest of the paper is organized as follows. Section 2 sketches original
Van Loan’s sequential non-blocked algorithm for H3T reduction. Blocking tech-
niques applied to H3T reduction together with inner loop blocking are described in
Section 3, and the parallel CPU–GPU algorithm is introduced in Section 4. Results of
the numerical tests which illustrate the efficiency of the new algorithms are presented
in Section 5. The paper ends with the “Conclusion” in Section 6.

2 Sequential non-blocked algorithm

Basic idea of the algorithm introduced in [34] is as follows:

1. perform three QR factorizations and necessary updates:

(a) The first factorization and update

i QR factorization of C: C = ZQRRC

ii initializations: C = RC , Z = ZQR

iii update of A: A = A · ZQR
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(b) The second factorization and update

i QR factorization of D: D = VQRRD

ii initializations: D = RD , V = VQR

iii update of B: B = B · VQR

(c) The third factorization and update

i QR factorization of B: B = QQRRB

ii initializations: B = RB , Q = QT
QR

iii update of A: A = QT
QR · A

reducing B, C, and D already to triangular (trapezoidal) form;
2. using Givens rotations

– annihilate one by one element of A generating one rotation and
– generate three more rotations per each annihilation which are applied to

other three matrices, in order to annihilate fills introduced by the application
of the first rotation.

At the beginning of step 2, matrices B, C, and D are already in the triangular
(trapezoidal) form. In the following procedure, elements of matrix A are annihilated
column by column, from bottom up. When an element of A is annihilated by Givens
rotation from the left, which we will name the A-rotation, the same rotation is applied
to matrix B from the left, introducing a subdiagonal fill. Then, the second Givens
rotation, the B-rotation, is generated to annihilate that fill from the right, and applied
to matrix D from the left, introducing another subdiagonal fill there. The third D-
rotation is generated to annihilate the fill in D from the right, and applied to matrix
C from the right as well. Finally, the fourth C-rotation annihilates the fill in C from
the left, and it is applied to A from the right. This finishes the cycle assigned to one
annihilation in matrix A, as illustrated in Fig. 1. The algorithm then shifts to the next
upper element of A and annihilates it, and so on. The order of annihilation in matrix
A is going column by column, from left to right, and bottom up within a column.
This order of annihilation produces fills in B, C, and D only in the first subdiagonal.

Let us note here that in the example displayed in Fig. 1, dimensions m and n are
related as m ≥ n, which can be found in many applications. This relation is crucial
only for one step of the reduction algorithm. In the case where m < n, annihilation
of the element A(n + 1, 1) will introduce a fill in the element B(n + 1, n) which can
not be annihilated by rotation from the right. On the other hand, the algorithm will
work fine in case when B ∈ R

n×p, and D ∈ R
p×n (p �= m, p ≥ n), and that is

obvious from Fig. 1. Only length of the rows of B, updated by the rotations from the
left, is changed, and the number of zero-rows in D.

Furthermore, rotation applications are level 1 BLAS operations only. As they
switch among four matrices, it makes the whole algorithm very cache-inefficient.
This observation was already made by Van Loan in his paper. That motivated us to
generalize techniques that we had already developed for mHTT reduction to the 2nd
step of this algorithm, in order to increase its efficiency. Thus, the rest of the paper is
dealing only with the 2nd step, and it is possible to compute three QR factorizations
in the 1st step independently either on CPU or on GPU.
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Fig. 1 One annihilation step with corresponding updates. Notation of the matrix elements is as follows:
is annihilated by Givens rotation from the left, is updated by Givens rotation from the left, is

annihilated by Givens rotation from the right, is updated by Givens rotation from the right. Each row in
the figure refers to updates by one rotation
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3 Sequential blocked algorithm

The main goal of the blocked algorithm is to rearrange operations in original algo-
rithm in order to utilize the fast cache memory in the best way. Development of
such an algorithm is performed in several stages, where some of them tend to
localize operations to adjacent data in memory to decrease cache misses, and oth-
ers tend to group operations by using cache-efficient level 3 BLAS operations
(matrix–matrix products). Its layout is displayed in Algorithms 1 and 2. The basic
structure of the algorithm is organized in two nested loops. Matrix A is divided
into block columns, inner loop is dedicated to the operations within a block, and
outer loop is iterating through blocks and performs transformations to rest of the
matrix.

The first logical step is to group all annihilations of one column of A, as well
as all corresponding updates. That means that annihilations of all elements in one
column are performed together at once by a sequence of A-rotations (lines 4 and 5
in Algorithm 1, and Fig. 2), without switching to the updates and reductions of other
three matrices. Matrix B is then updated by this sequence from the left (lines 6–8 in
Algorithm 1, and Fig. 2), introducing multiple subdiagonal fills, and making it upper
Hessenberg.

Here, the order of annihilations in one column of A is going bottom up, and the
same order applies to updates of matrix B. This is important, since any other order
would not transform B into a Hessenberg matrix. Then, the subdiagonal elements of
B are annihilated by a sequence of B-rotations from the right, again from bottom up
(lines 9–14 in Algorithm 1, and left matrix in Fig. 3).

Fig. 2 Annihilation of one column in the block of A and introduced fill by update of B
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Fig. 3 Annihilation of subdiagonal fills in B, introduced fill by update of D and their annihilation,
introduced subdiagonal fills which are immediately annihilated in C, and update of A

The B-rotations sequence is then applied to D from the left in the same order (lines
15–17 in Algorithm 1, and central matrix in Fig. 3), transforming it to the Hessenberg
form. Subdiagonal elements of D are annihilated by a sequence of D-rotations from
the right, as in the case of reduction of matrix B (lines 18–23 in Algorithm 1, and
central matrix in Fig. 3). Update of matrix C is an exception from this approach,
since C is updated from the right and annihilated from the left. Applying the whole
sequence of D-rotations to C from the right would produce full matrix; hence, the
updates and the annihilation steps remain intertwined in this case, meaning that one
D-rotation application is followed by generation of one C-rotation annihilating the
fill and so on (lines 24–31 in Algorithm 1, and central matrix in Fig. 3). Finally,
the whole sequence of C-rotations generated in the annihilation of all subdiagonal
elements of C is applied to matrix A from the right (line 33 in Algorithm 1, and right
matrix in Fig. 3). Hence, this step serves to localize the data, and it will be the basis
of the inner loop in the blocked algorithm. It is also important to note here that in
order to preserve the Hessenberg form of updated matrices B, C, and D, the updates
of these three matrices have to be executed after each column of A is reduced to the
desired form. So, annihilations of matrix A are performed column by column, and
between two columns, they are interrupted by operations on other three matrices.

The second stage of the blocking strategy is crucial and reorganizes operations of
the algorithm in order to perform the updates by level 3 BLAS operations. Operations
on the columns of A are aggregated. The idea is to reduce a block of nb consecu-
tive columns, which we just call a block, while performing only necessary updates
and delaying the rest until all of the nb columns have been reduced. The reduction
of columns within a block is conducted by the inner loop, where each column is pro-
cessed by one inner loop step. Let us define a block as A(jc + 1 : n, jc + 1 : jcmax).
Since all annihilations in the block are occurring in the rows below main diagonal,
rows above the (jc + 1)-st are not included. In a block, left updates of A, shown
in the second row in Fig. 1, are not performed immediately after annihilation. Rota-
tions are accumulated and the updates are postponed. To optimize performance of
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these updates, we reorganize the sequence of Givens rotations into groups with local
effect, like in [11] and [20]. The product of all A-rotations from a local group repre-
sents a matrix Qk named aggregated Givens A-rotations, introduced first by Lang in
[24], so that the application of the whole sequence of Givens rotations is performed
by (multithreaded) matrix–matrix multiplications with smaller number of aggregated
rotations. The B-, C-, and D-rotations are aggregated as well, forming matrices Vk ,
Zk , and Uk . When all elements in one column of the block are annihilated, after
updating and reducing matrices B, C, D and before switching to the next column,
aggregated A-rotations are applied to this next column (line 34 in Algorithm 1). Fur-
thermore, just when all elements of the current block of A have been annihilated,
parts of the matrices not involved in the reduction steps, A(jc + 1 : n, jcmax + 1 : m),
are updated from the left by aggregated A-rotations generated in that block (line 8 in
Algorithm 2, and Fig. 4). Since rows 1 : jc are not included in the block, they are not
included in the updates. Therefore, updates from the right of these rows in all four
matrices are performed by the aggregated rotations after processing the whole block
(lines 9–11 in Algorithm 2, and Fig. 4). Aggregated rotations are reset at the begin-
ning of the next block and reused. Matrix–matrix updates outside the block by the
aggregated rotations represent the core of the outer loop in the blocked algorithm.

If jc is index of the last column of the previous block (meaning that jc + 1 is
the first column of the current block), then in the current block, there will be �b + 1
aggregated rotations, where �b = �n−jc−1

nb
�−1. The first �b aggregated rotations have

dimensions 2nb × 2nb, which is a generalization of the 2 × 2 single-plane rotation,
while the last one is dim0 × dim0 where dim0 = n − jc − 1 − nb�b. If by G

(j)

i−1,i

we denote a Givens rotation used to annihilate the element A(i, j) (or the fill in
the matrices B, C or D introduced in the corresponding updates of the annihilation
cycle), then if i > n−dim0+j−jc then G

(j)

i−1,i is a factor of Q�b+1 (or V�b+1, Z�b+1,
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Fig. 4 Updates by aggregated rotations in the outer loop

or U�b+1), otherwise it is a factor of Qk (or Vk , Zk , or Uk) for k = � i−j−2
nb

� + 1 (for
details on aggregated rotations, see [11] or [20]).

To emphasize this one more time, aggregated rotations are applied to the parts of
matrices outside of the block, as illustrated in Fig. 4, and are operated by the outer
loop, which iterates through blocks of A.

This way, inner loop updates are still performed by single rotations; thus, the next
stage in blocking the algorithm is to introduce another level of blocking exploited
within the inner loop, which we call inner blocking. The rotations generated dur-
ing annihilation of the elements in one column of A are again organized in smaller
groups denoted as inner loop groups. The product of all A-rotations from the inner
loop group represents an (nb + 1) × (nb + 1) matrix Qil,k named inner loop aggre-
gated A-rotations. Matrices Vil,k , Zil,k , and Uil,k are equivalently defined for B-,
C-, and D-rotations determined in one inner loop step. Matrix B is then updated by
matrices Qil,k from the left, where each Qil,k affects appropriate block row (lines 6–
8 in Algorithm 1). Next, annihilation of the subdiagonal elements of B is performed
by B-rotations from the right. For the reduction of B back to triangular form, we first
define (nb+1)×(nb+1) diagonal blocks. Each diagonal block is reduced to triangular
form by Givens B-rotations from the right, and updates in these reductions are per-
formed by single rotations forming corresponding inner loop aggregated B-rotations
matrix Vil,k (lines 11–13 in Algorithm 1). The rest of the (nb +1)-dimensional block
columns above the diagonal blocks are updated by Vil,k from the right (line 14 in
Algorithm 1), which is illustrated in Fig. 5. The same procedure is applied to matrix
D. In matrix C, diagonal blocks are updated with single D-rotations from the right,
and then updated with single C-rotations from the left after annihilation (lines 26–29
in Algorithm 1). Block column above the current diagonal block in C is updated by
inner loop aggregated D-rotations matrix Uil,k from the right (line 30 in Algorithm
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Fig. 5 Elements of matrix B affected by the inner loop aggregated A-rotations from the left and by the
inner loop aggregated B-rotations from the right. Updates are presented only for the middle diagonal
block. Matrix D is structured analogously, and matrix C has a similar structure, except that within the
diagonal blocks, there are no updates with aggregated rotations

1), and block row right to the diagonal block is updated by inner loop aggregated
C-rotations matrix Zil,k from the left (line 31 in Algorithm 1).

To be precise, inner loop aggregated rotations generated in one column of A are
organized in the way that each matrix Qil,k of the inner loop aggregated A-rotations
represents partial product of rotations which constitute one matrix of aggregated A-
rotations Qk . This means that each matrix of inner loop aggregated rotations updates
only one corresponding matrix of aggregated rotations for outer loop updates. Let us
describe now the inner loop updates in more details. Annihilations of the elements in
the column of A are performed in blocks of size nb + 1, starting at the bottom. Only
the bottom block can have a different size. After nb elements are annihilated, nb A-
rotations are generated in this process which will affect nb+1 rows, and they form the
matrix Qil,k , for some k, of inner loop aggregated rotations. After that, the algorithm
switches to the next matrix Qil,k−1 of inner loop aggregated rotations. When the
whole column is processed, matrix B is updated by generated inner loop aggregated
A-rotations Qil,k from the left, for all k. B is then partitioned into overlapping diag-
onal blocks of size (nb + 1) × (nb + 1), whose row indices correspond to the indices
affected by the appropriate inner loop aggregated A-rotations matrix. The blocks are
processed again starting at the bottom. If iblower denotes the lower index of the diag-
onal block, and ibupper the upper, then B(iblower : ibupper, iblower : ibupper) represents
the diagonal block. The update from the right of B(jc + 1 : iblower − 1, iblower :
ibupper) outside the diagonal block is performed by inner loop aggregated B-rotations
generated after reducing the whole block back to triangular form. The same proce-
dure is applied to update and reduction of matrix D. Again, matrix C is an exception.
Diagonal block is updated by a single D-rotation from the right and immediately
reduced back to triangular form by another C-rotation from the left which forms the
corresponding inner loop aggregated C-rotations matrix. After processing the whole
diagonal block, C(jc + 1 : iblower − 1, iblower : ibupper) is updated by the inner loop
aggregated D-rotations from the right, and C(iblower : ibupper, ibupper + 1 : n) is
updated by the inner loop aggregated C-rotations from the left. Finally, matrix A is
updated by the inner loop aggregated C-rotations from the right.
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4 Parallel algorithm

Another approach to speeding-up the algorithm is to parallelize operations by
exploiting multicore CPUs and GPUs. The reason why we use a hybrid CPU–GPU
implementation instead of pure GPU implementation is that the inner loop on GPU
is extremely inefficient. Since most of the operations in the inner loop are related to
generating and applying Givens rotations, there is low arithmetic intensity on GPU
in that part of the algorithm. This problem was detected while developing parallel
implementation of mHTT reduction algorithm in [12], and the cost of the CPU–GPU
transfers is less than the cost of the slow performance of the inner loop on the GPU.

In a parallel algorithm, we are going to reuse blocking techniques with aggregated
rotations for outer loop, but the inner loop is going to be explicitly parallelized with-
out using multithreaded BLAS routines nor inner loop aggregated rotations. Inside
the inner loop, there will be no accumulation of the aggregated rotations Qk , Uk ,
Vk , and Zk , like in line 32 in Algorithm 1; however, this will be done in the outer
loop just before outer loop updates. Inner loop stores only the sines and cosines of
the rotations, and when it finishes its execution, all aggregated rotations are initial-
ized and aggregated at once. Mainly, this is the main reason why we replaced the
aggregation techniques in the inner loop with explicit parallelization. Multicore CPU,
capable of executing several threads simultaneously, excels at computations requir-
ing frequent synchronizations and at the algorithms that require complicated control
flows. Hence, we are going to use CPU for the inner loop and accumulation of the
aggregated rotations. GPU is optimally exploited for large, massively parallel, and
regular computations, where work is equally balanced among GPU cores and where
all cores are constantly occupied in full capacity. Hence, we are going to employ it
for matrix–matrix multiplications (updates) in the outer loop.

Computations on CPU and GPU can be partially overlapped. For that reason, we
will partition each outer loop iteration into four tasks as in [12], extracting outer
loop updates that can be performed independently of the inner loop. The tasks are as
follows:

– INNER corresponds to inner loop, where the updates are performed by a sequence
of Givens rotations,

– ACCUM corresponds to the accumulations of the aggregated rotations in outer
loop, after finishing the inner loop,

– CRITICAL corresponds to outer loop updates of A from the left,
– NON-CRITICAL corresponds to the updates of orthogonal transformations Q, U ,

V , and Z, and outer loop updates from the right that can be overlapped with inner
loop in the next outer loop step.

We will introduce notation as in [12], where h is the outer loop iteration number,
denoting INNER(h), ACCUM(h), CRITICAL(h), and NON-CRITICAL(h) as tasks from
the hth step. The upper bound for h is hmax = 	(n − 2)/nb
. In particular, task
INNER(h) depends on task CRITICAL(h − 1) from the previous step, and nothing
depends on the NON-CRITICAL task, and therefore this task can be delayed. The
heterogeneous algorithm, sketched in Algorithm 3, overlaps INNER(h) on the CPU
with NON-CRITICAL(h − 1) on the GPU.
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The reason why we do not reuse the technique of inner loop blocking in the parallel
algorithm is the following. The blocked algorithm requires updates of aggregated
rotations in each step of the inner loop, after each column of A is processed, and in
the parallel algorithm, it would require frequent communication between CPU and
GPU. Such a version of parallel algorithm with inner loop blocking turns out to be
much slower (between 1.5 and 1.9 times) and very demanding regarding memory
on GPU, since it requires storage for the inner loop aggregated rotations and two
sets of outer loop aggregated rotations (for the current and the previous step, due to
overlapped CPU task with GPU task from the previous step). Thus, accumulation of
all rotations at once is beneficial for the parallel algorithm. On the other hand, an
explicitly threaded version of the inner loop can also be exploited in the CPU bound
algorithm, obtaining more or less the same efficiency as the blocked algorithm with
multithreaded inner loop blocking.

One of the most important things in obtaining a highly efficient algorithm is to
minimize the data transfer between CPU and GPU. Hence, all transfers are per-
formed in the outer loop. Initially, only orthogonal matrices Q, U , V , and Z are
copied to the GPU. They are copied in case when they contain previous transforma-
tions, for example from initial QR factorizations. Otherwise, they can be initialized
directly on the GPU. In each outer loop step of Algorithm 3, the following data are
transferred between the CPU and the GPU. For CRITICAL(h) task, the aggregated
rotations Qk are copied from CPU to GPU in line 12, A(jc + 1 : n, jcmax + 1 : m)

is copied from CPU to GPU in line 13, and A(jcmax + 1 : n, jcmax + 1 : m) is
copied from GPU to CPU in line 15. For NON-CRITICAL(h) task, the aggregated
rotations Uk , Vk , and Zk are copied from CPU to GPU in line 5, B(max{1, jc −
nb + 1} : jc, jc + 1 : m), C(max{1, jc − nb + 1} : jc, jc + 1 : n), and
D(max{1, jc − nb + 1} : jc, jc + 1 : n) are copied from CPU to GPU in line
6, and A(1 : jc, jc + 1 : jcmax), B(1 : jc, jc + 1 : jcmax), C(1 : jc, jc +
1 : jcmax), and D(1 : jc, jc + 1 : jcmax) are copied from GPU to CPU in
line 8.
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At the end of the outer loop, it remains to transfer the appropriate parts of the
matrices to CPU, A(1 : n − 2, n − 1 : m), B(1 : jc, n − 1 : m), C(1 : jc, n − 1 : n),
and D(1 : jc, n − 1 : n), where jc here is the final value of the outer loop index, as
well as the orthogonal matrices Q, U , V , and Z.

4.1 Parallelization on the CPU

Inner loop is executed on the CPU, and application of the rotation sequences is paral-
lelized over multiple cores. Instead of using multithreaded BLAS, the parallelization
is implemented explicitly on top of the POSIX thread library, as it is done in [12].
One inner loop iteration consists of 7 steps, illustrated in Algorithm 4.

As in Algorithm 1, a parallel version of the inner loop iterates through the columns
in the block of A, and after annihilating sequentially all elements in the current col-
umn of A below the first subdiagonal, remaining updates and reductions of B, D, and
C, as well as the updates of A at the end of the iteration are performed in parallel. All
updates are performed by a sequence of single rotations, but each update is divided
among parallel threads. Each thread updates its own part of the matrix, assigned by a
partition obtained in lines 3, 5(b) 6, 8(b), 9(b), 9(c), or 10. Partitions are different for
different types of matrices, and blocks within each partition include approximately
the same number of elements to be updated in order to balance the load of the updat-
ing threads. The load in Steps 2 and 4 is balanced by partitioning the matrices into
non-uniform column blocks, since we are updating triangular matrices. That way, the
number of arithmetic operations per block is approximately balanced. The part of
matrix A which is updated from the right is rectangular; hence, A is partitioned into
uniform row blocks. The partitions are illustrated in Fig. 6.

Fig. 6 Parallel updates in the inner loop
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The reduction steps are performed by iterating through diagonal blocks, start-
ing from the bottom, as in the sequential blocked algorithm, but the updates are
performed by single rotations. Hence, in the parallel algorithm, dimension of the
diagonal blocks is independent of the block dimension nb of matrix A, and it rep-
resents a new parameter nc which is equal to row dimension of the block. The fills
below the diagonal in matrices B and D in Steps 3 and 5 are annihilated sequen-
tially by the B- or D-rotation only within diagonal blocks, and each diagonal block is
appropriately updated by this single rotations from the right. The generated B- or D-
rotations are then applied to the remaining rows above the block in a parallel fashion,
again, by using uniform row block partition as displayed in Fig. 7, where each row
block is updated by a single thread. After synchronization, the next diagonal block is
similarly reduced and so on.

Update and reduction of matrix C in Step 6 is an exception again, where diagonal
blocks are updated and reduced sequentially. The rest of the block column above the
block and the rest of the block row to the right of the block are updated in parallel, by
using uniform row block partition and uniform column block partition, respectively,
as displayed in Fig. 8.

4.2 Parallelization on the GPU

Again, as in [12], the GPU is responsible for matrix–matrix multiplications in
lines 8–11 in Algorithm 2. The computations are implemented by using the
cuBLAS library [29], and intermediate memory copies on the GPU, and between
the CPU and the GPU, are implemented by using CUDA memory copy routines.
The BLAS operations are executed sequentially, but each operation is done in
parallel. Again, level 3 cuBLAS operations use shared and register memory very
efficiently.

Fig. 7 Parallel reduction to the triangular form of matrix B in the inner loop. Matrix D is processed in the
same way, but dimensions are different
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Fig. 8 Parallel update of C from the right and simultaneous reduction back to triangular form from the left

5 Numerical experiments

The idea of numerical experiments was to measure and compare execution times of
several versions of the H3T reduction. The versions are as follows:

1. the original sequential non-blocked algorithm described in Section 2,
2. a sequential implementation with blocked outer loop updates displayed in

Fig. 4, but the inner loop remained non-blocked with single rotation updates;
multithreaded BLAS was used for updates,

3. the fully blocked sequential algorithm, with blocked outer loop updates and inner
blocking in the inner loop, as described in Section 3; multithreaded BLAS was
used for updates,

4. the parallel algorithm described in Section 4.

In our experiments, we wanted to measure how change in all important parameters
affects the performance. For that reason, we organized them in two rounds. In the
first round, we assumed that all four matrices are square of size n × n, and then
we changed n in a loop going from 500 up to 6500 with the step 500. In the sec-
ond round, we tested rectangular matrices. In this case, we fixed n = 4000 and
changed m in a loop going from 4000 up to 10,000 with the step 1000. In both
rounds, in the case of blocked algorithms, we chose optimal blocking dimension nb

for every algorithm and for every set of input parameters. nb was chosen from the set
{50, 100, 150, 200, 250, 300}.

In the parallel algorithm, we chose maximal number of CPU threads, and on our
platform, it was equal to 23 + 1, meaning there was one master thread starting the
CPU and GPU tasks, and 23 worker threads involved in the inner loop tasks. We also
changed the blocking dimension nb as before and the diagonal block row dimension
nc from the set {100, 200, 300}, and chose the optimal combination. In all tests, all
orthogonal transformation matrices Q, U , V , and Z were generated.
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The following computational environment was used:

– 2x Intel(R) Xeon(R) E5-2690 v3 @ 2.60GHz (24 cores in total);
– 256-GB RAM, each processor is equipped with 30 MB of cache memory;
– Nvidia Tesla K40c (Kepler generation, 12 GB of GDDR5);
– Intel Parallel Studio XE 2016 + MKL 11.3;
– Nvidia CUDA 8.0.
– The CPU reaches the peak DGEMM performance of about 800 Gflops, while the

GPU has the peak performance of about 1200 Gflops.

5.1 Results of the first test round

Figure 9 displays execution times for all four versions of the algorithm.
It is obvious that the original algorithm is very slow, and for the dimensions

n = m = 6500, it spent more than half an hour to finish its job. We can also
notice that only blocked outer loop updates introduced quite a speed-up into the algo-
rithm’s performance, and the next versions improved the performance even more.
For example, parallel algorithm took about 4 min to solve the same problem for
n = m = 6500.

We report here that in the blocked algorithm, there is a possibility to use the MKL
batched matrix–matrix multiplication routine CBLAS DGEMM BATCH for updating
the aggregated rotations by inner loop aggregated rotations. This version of the CPU
bound blocked algorithm can be on average 4% faster than the version presented
in Fig. 9.
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Fig. 9 Execution times of all algorithm versions expressed in seconds
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When we compared performances of all versions, we first computed speed-up
factors of the two blocked and one parallel versions vs. the original algorithm. The
speed-up factors are plotted in Fig. 10.

As we can see, for larger dimensions, the version with blocked outer loop updates
is 3–4 times faster than the original algorithm, the fully blocked version is 5–6.5
times faster, and the parallel version is 8–10 times faster. As far as we can see, the
only reason for the peak in the speed-up curves for n = m = 4000 is slight decrease
in the slope on the execution time curve for the original algorithm.

It is interesting to see how efficient the fastest parallel version is when compared
with the other three. The parallel version is only about 1.5 times faster than the fully
blocked version. The main reason for that is that the CPU on our machine is very
efficient, and that its peak performance is as much as 66% of the GPU’s peak per-
formance. The blocked version relies heavily on the most efficient level 3 BLAS
routine DGEMM. In the parallel version, we replaced inner blocking, which is based
on DGEMM routine, with explicit parallelization on CPU, and we moved outer loop
updates to GPU and partially overlapped them with the inner loop. These changes
compensated the efficiency of DGEMM usage in the inner loop, and increased total
efficiency. When stating the speed-up of the parallel algorithm, we have to mention
that the parallel algorithm uses much more powerful computing resources (cca 2000
Gflops of combined computing power of the CPU and the GPU) compared with the
blocked algorithm (which uses only 800 Gflops of the CPU). The advantage of a
hybrid algorithm seems to be mainly in its ability to use both the CPU and the GPU,
and less so in the performance scaling.
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Fig. 10 Relative improvement of all algorithm versions over the CPU non-blocked implementation
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Since we chose the optimal input parameters, it is interesting to see which
parameters nb and nc obtained the fastest time. Optimal parameters were as follows:

– nb = 50 in the most cases for version with blocked outer loop,
– nb = 100 in the most cases for fully blocked version,
– nb = 50 and nc = 200 in the most cases for parallel version.

Increase in optimal blocking dimension nb for the fully blocked algorithm, when
compared with the algorithm with only outer loop updates blocked, suggests that
inner blocking prefers larger diagonal blocks and larger block dimension. On the
other hand, inner loop without blocking, as in the case of the parallel algorithm,
prefers smaller block dimension and has stronger influence on choice of nb. It is
hard to say what is the connection between these parameters and cache sizes on CPU
and number of registers and size of shared memory on the GPU. First of all, there is
a trade-off between inner loop and outer loop updates. Outer loop updates are less
frequent than inner loop updates, but they involve large pieces of different sizes of the
matrices A, B, C, D, Q, U , V , and Z, and thus larger size of the aggregated rotations
utilize cache better, as in the case of inner loop blocking. On the other hand, inner
loop updates in blocked algorithm involve inner loop aggregated rotations whose size
is almost half the size of the outer loop updates, and since they are more frequent,
they will have more influence on the choice of the optimal blocking dimension nb.
In the inner loop of the parallel algorithm, only a sequence of sines and cosines have
to be stored instead of inner loop aggregated rotation matrices, and that is why the
independent blocking dimension nc is larger than nb. On the other hand, we cannot
say anything about influence of registers and size of shared memory on outer loop
updates performed on the GPU, since it depends on actual implementation of the
cuBLAS routines which was out of our reach.

Let us analyze the parallel algorithm even more, by assessing efficiency of four
main tasks (INNER, ACCUM, CRITICAL, and NON-CRITICAL), and how much is
gained by overlapping execution of INNER and NON-CRITICAL. First of all, the
parallel algorithm is on average 20% faster than the parallel version without over-
lapping INNER and NON-CRITICAL tasks, which means that performing two tasks
on CPU and GPU in parallel is important for efficiency. Next, INNER is the most
consuming task taking on average 92% of total execution time for non-overlapped
parallel algorithm, and 93.5% together with NON-CRITICAL for the overlapped par-
allel algorithm. NON-CRITICAL task takes on average 3.25% of total execution time
in non-overlapped algorithm, and it does not justify total speed-up factor of 20%. It
seems that the compiler optimized these two versions of the parallel algorithm dif-
ferently. CRITICAL and ACCUM are the least demanding tasks. The first task takes on
average 1.2% of the total time for non-overlapped algorithm and 1.7% for the over-
lapped algorithm, while the second takes on average less than 1% of total time for
both algorithms.

We finish this subsection with the performance result illustrated in Fig. 11.
The operations count of sequential non-blocked algorithm is estimated by 8m2n +
20mn2 + 12n3, for the parallel version, it is estimated by 8m2n + 23mn2 + 13n3,
and for the blocked algorithm, it is slightly larger since it involves accumulation of
the inner loop aggregated rotations and updates with them, but we used the same
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Fig. 11 Performance of all algorithm versions. The DGEMM performance on CPU grows with n until
n = 4000, then stagnates around 800 Gflops

operation count estimation in this case as for the parallel version. As we can see, the
performance is far from the theoretical peak.

When we break parallel algorithm into four tasks, then inner loop is the least
efficient, with about 4 Gflops. Its efficiency decreases with nb, but it is optimal for
larger nc. ACCUM obtains on average 47 Gflops, CRITICAL 130 Gflops, and NON-
CRITICAL 370 Gflops. Thus, as assumed, outer loop updates are the most efficient
tasks, and their efficiency increases with n and nb.

Figure 11 shows that performance of blocked and parallel algorithms increases
with n. Larger n means that updates are more massive and they are performed more
effectively by level 3 BLAS operations in outer loop, and in parallel in the inner loop.
The main reason for the observed gap between performance of our blocked algorithm
and the peak performance of the system is that inner loop is memory bound, and
that matrix multiplications involving aggregated rotations do not always obtain peak
performance. In the parallel algorithm, it is not possible to use all cores all the time,
and there is, of course, overhead in the synchronization and communication between
different types of memory. Nevertheless, we succeeded to increase efficiency of the
original sequential non-blocked algorithm up to 8 times.

5.2 Results of the second test round

Figure 12 displays execution times for all four versions of the algorithm.
We can see that the execution time of all four versions increases with m. On the

other hand, Fig. 13 shows that increase was the smallest for the original version, but
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Fig. 12 Execution times of all algorithm versions expressed in seconds, in case of n = 4000
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Fig. 14 Performance of all algorithm versions, for n = 4000. The DGEMM performance drops slightly
from 800 Gflops when m = 4000 to 500 Gflops when m = 10, 000

speed-up factors remained in the same range as in the case for the squared matrices,
as well as optimal input parameters.

In Fig. 14, we also measured performance of our algorithms applied to rectan-
gular matrices, and compared it to performance of DGEMM applied to a product of
an n × m matrix by an m × n matrix. It is interesting to see that the efficiency of
DGEMM decreases with M , while in our block and parallel algorithms, there is a slight
improvement in performance.

6 Conclusion

We propose two efficient variants of the algorithm, based on Givens rotations, that
reduces four matrices to Hessenberg–Triangular–Triangular–Triangular (H3T) form.
The first variant is a blocked algorithm which is rich in level 3 BLAS operations and
which has two levels of blocking. On the first level, outer loop updates by rotation
sequences are organized as matrix–matrix products with aggregated rotations. On the
second level, inner loop updates are again organized as matrix–matrix product with
matrices of smaller size. The second variant is a parallel algorithm, where the inner
loop is explicitly parallelized on CPU, and the outer loop is executed on GPU. In this
variant, outer loop updates are partially overlapped with inner loop in the next outer
loop iteration. Numerical tests confirmed that the blocked algorithm is 5–6.5 times
faster than the original non-blocked algorithm, and the parallel version is 8–10 times
faster on our computational platform. Hence, we can conclude that we managed to
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speed up an inefficient algorithm and made it more attractive as a method of choice
for solving a generalized matrix eigenvalue problem.

Acknowledgments The author wishes to thank the anonymous referees for giving many helpful sugges-
tions, which helped to improve the quality of the paper.

Funding information This research has been financially supported by the Croatian Science Foundation
under grant HRZZ-9345.

References

1. Alter, O., Brown, P.O., Botstein, D.: Generalized singular value decomposition for comparative anal-
ysis of genome-scale expression data sets of two different organisms. Proc. Natl. Acad. Sci. USA 100,
3351–3356 (2003)

2. Antoulas, A.C., Sorensen, D.C.: Approximation of large–scale dynamical systems: an overview. Int.
J. Appl. Math. Comput. Sci. 11, 1093–1121 (2001)

3. Bai, Z., Demmel, J.W.: Computing the generalized singular value decomposition. SIAM J. Sci.
Comput. 14, 1464–1486 (1993)

4. Bai, Z., Zha, H.: A new preprocessing algorithm for the computation of the generalized singular value
decomposition. SIAM J. Sci. Comput. 14, 1007–1012 (1993)

5. Benner, P.: Computational methods for linear–quadratic optimization. Supplemento ai Rendiconti del
Circolo Matematico di Palermo Serrie II(58), 21–56 (1999)

6. Benner, P., Byers, R., Mehrmann, V., Xu, H.: Numerical computation of deflating subspaces of skew-
Hamiltonian/Hamiltonian pencils. SIAM J. Matrix Anal. Appl. 24, 165–190 (2002)

7. Benner, P., Byers, R., Mehrmann, V., Xu, H.: Robust numerical methods for robust control. Technical
Report 06-2004, Institut für Mathematik, TU Berlin (2004)

8. Bhuyan, K., Singh, S.B., Bhuyan, P.K.: Application of generalized singular value decomposition to
ionospheric tomography. Annal. Geophys. 22, 3437–3444 (2004)

9. Bischof, C., Van Loan, C.F.: The WY representation for products of Householder matrices. SIAM J.
Sci. Stat. Comput. 8, 2–13 (1987)

10. Bojanczyk, A., Golub, G.H., Van Dooren, P.: The periodic Schur decomposition; algorithm and
applications. In: Proceedings of SPIE Conference, vol. 1770, pp. 31–42 (1992)

11. Bosner, N.: Efficient algorithm for simultaneous reduction to the m-Hessenberg-triangular-triangular
form. BIT 55, 677–703 (2015)

12. Bosner, N., Karlsson, L.: Parallel and heterogeneous m–Hessenberg–triangular–triangular reduction.
SIAM J. Sci. Comput. 39, C29–C47 (2017)
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