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Abstract 
Even though commercial and production-proven tools such as Matlab provide attractive education 
licenses, our university and high-school educational experience also includes usage of open-source 
alternatives - freely available software for numerical computations such as Scilab and GNU Octave. 
These tools are quite highly compatible with Matlab, offering similar programming languages allowing 
students to develop custom "applications" and use them to solve different problems. Due to the 
interpretive nature of the code execution, both tools covered in this paper - Scilab and GNU Octave, will 
offer lower performance when compared with Matlab, where the code is compiled and executed (not a 
topic of this paper). However, that makes them suitable candidates for a performance comparison of 
basic computations and procedures used in our everyday lab exercises. 

This paper provides a basic performance comparison of Scilab and GNU Octave, with additional 
remarks, where applicable, of certain performance improvements that can be achieved using a specific 
implementation approach (most often, so-called vectorization methods). In addition to a performance 
comparison, the paper gives an in-depth coverage of specific lab examples including simple signal 
generation and spectrum analysis, describing the similarities and differences among the tools. The 
examples are extended with simple execution time measurements and results obtained in the same 
computer environment. It is concluded that open-source computation tools offer quite functional 
environments allowing students and teachers to develop different kinds of programs, solving different 
calculation problems and find solutions in a satisfactory time. Even though using interpreters to execute 
the code, usual educational problems and labs can be solved without any issues and extreme time 
consummation. Of course, the scalability and slow execution may be a problem when working on larger 
size problems, but that is not an issue for undergraduate or even graduate studies. 
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1 INTRODUCTION 
Open-source and free license numerical computation tools, such as Scilab [1] and GNU Octave [2] offer 
great features and extensibility with included programming languages. They present quite functional and 
powerful development and analysis environment for scientists, engineers, and students. Even though 
being mostly performance and scalability inferior to commercial and professional tools such as Matlab 
[3], this paper will show that optimized and precisely written code performs very well in standard size 
problems and calculations. 

In one of our previously published papers [4], Scilab performances were analysed. In order to test GNU 
Octave as another free alternative, it was decided to apply similar or adapted tests to both tools and 
provide a comparison of the results. In addition to the simple performance tests including few standard 
and often used operations, an example similar to those used in our practical labs was prepared for both 
environment and benchmarked too. 

2 METHODOLOGY 
Both computation environments are available for different platforms. Our analysis was performed with 
default installations of 64-bit releases of Scilab 6.1.0 and Octave 5.2.0. Windows 10 Professional 
operating system was used, on PC with Intel i5-8265U CPU, 8GB DDR4 SDRAM, and 256GB M.2 
NVMe disk drive. For both environments parametrized scripts were prepared, with implemented 
automatic storage of the computation results. The results of the multiple execution series were manually 
analyzed in a spreadsheet application and presented, visualized and commented in the results section. 
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The source code of the scripts was adapted where necessary – basically, we took a already prepared 
Scilab code from [4] and adapted it to be used in GNU Octave. Since both tools promise quite a high 
compatibility with the Matlab programming language, the basic syntax is quite similar and the translation 
was not an issue. One of the sections shall show the syntax distinctions manifested in our test scripts. 

2.1 Basic benchmarking functions 
Both Scilab and Octave, similar to Matlab, work with vectors and matrices as basic data structures. In 
order to check the performance that could be expected in standard programming approach, it was 
decided to strip down the tests done in [4] and to work with only three test functions: random vector 
generation (G1), the summation of all the values in a vector (P1) and simple vector analysis – finding 
minimum and maximum values in the vector (P2). Each of these functions was implemented using two 
approaches – a simple for-loop implementation (G1F, P1F and P2F) and usage of the internal vector 
functions where possible, often identified as vectorization (G1V, P1V and P2V). As expected, vectorized 
functions offer much better performance in both tools. The vectorization is concisely and precisely 
defined in [5] as “a programming technique that uses vector operations instead of element-by-element 
loop-based operations”. 

Table 1. Vector generation and processing functions – implementation details 

Function name ID Description 
vRandF G1F For-loop implementation of generation of random vector 
vRandV G1V Vectorization approach for generating the random vector 
vSumF P1F For-loop implementation of elements summation in given vector 
vSumV P1V Vectorization using internal function for summation of the elements in given vector 
vMinMaxF P2F For-loop implementation of finding minimum and maximum values in the given vector 
vMinMaxV P2V Vectorization based approach for finding minimum and maximum values in vector 

In addition to benchmark functions listed in Tab. 1, which should not only allow us to measure and 
compare performance, but also to check the impact of the vectorization to the execution time of the 
calculation process, few specific functions (Tab. 2) were used to compare the performance: calculation 
of the determinant of an N×N matrix and sorting of the vector containing N elements.  

Table 2. Other performance comparison functions 

Function name ID Description 
rndDet DET The determinant calculation of the random generated matrix 
rndSort SRT Sort of the values in the random generated vector 

I/O performance benchmark 
rndLoadSaveBIN IOB Storing and fetching the data in tool specific binary format 
rndLoadSaveTXT IOT Storing and fetching the data using text formatted files 

The determinant calculation and sorting the vector use integrated functions of both tools and it is 
expected to perform very well (vectorization and usage of compiled, internal, code). Finally, basic I/O 
(input/output) file handling routines were used to check the performance – a randomly generated N×N 
matrix was saved to the file and loaded afterwards. Two versions of the file-handling tests were 
implemented – one using standard text files to store the values of matrix elements and the other using 
internal binary file format. In addition to the speed comparison of file-handling functions, file length was 
used as a control parameter. 

2.1.1 Vectorization in interpreted environment 
Both compared computation environments allow custom programming in their specialized programming 
languages, similar to Matlab. But, in contrast to Matlab, the tools being compared allow only 
interpretative execution of the program scripts! (There are some experimental features suggesting that 
the scripts could be compiled using just-in-time compilers, but that is out of the scope of this paper.) 
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The interpretive nature of code execution results in quite poor performance, when compared to compiled 
code. One of the solutions for improving performances, as suggested in the official documentation of 
both tools, is to use vectorization. It is a programming technique of using internal vector or matrix 
operations instead of element-by-element operations. The impact of vectorization was discussed in [4] 
for Scilab, while this paper comments the performance improvements in both tools, as documented in 
the results section. 

2.2 A more practical performance comparison – a simple lab example 
In addition to the “plain” benchmarking function related to generation and simple data processing, a 
more practical function was used to compare the capabilities and performance of both tools. The function 
declared as function [RT]=sigAM_FFT(f0,fc,N,rep,draw) is used to generate simple amplitude 
modulated signal and perform Fourier transformation in order to get frequency spectrum of the signal.  

Fig. 1 gives the source code of the test function (due to space preservation, the source may not be of 
an optimal form, and it does not include comments): 

  function [RT]=sigAM_FFT(f0, fC ,N, rep, draw) 
    RT = zeros(1, 2);     
     
    fS  = 10 * fC;     tDelt = 1 / fS; 
    t0  = 1 / f0;      tAll  = N * t0;      
     
    t = 0 : tDelt: tAll;   
     
    tmp = size(t);     nS    = tmp(2); 
    fftFrom = 0;     
    fftDelt = fS / nS; 
    fftTo   = fS - fftDelt; 
    fftX    = fftFrom : fftDelt : fftTo; 
     
    tmp = size(fftX);  Nfft  = tmp(2); 
     
    tic();  
    for j = 1 : rep 
        sig0 = sin(2*pi*f0*t); 
        sigC = sin(2*pi*fC*t); 
         
        sigAM = sigC .* (1+sig0); 
        fftAM = abs(fft(sigAM));     
        
        if (draw==1)  
            clf; 
            subplot(2, 1, 1); 
            plot(t, sigAM, 'c', t, sig0, 'k'); 
            subplot(2, 1, 2); 
            plot(fftX(1:Nfft/2), fftAM(1:Nfft/2)); 
         endif                
    endfor 
     
    T     = toc();     
    avgT  = T / rep; 
    RT(1) = avgT; 
    RT(2) = T;  
endfunction 

Figure 1. Function sigAM_FFT source code for GNU Octave 

The meaning of the function parameters is as follows: f0 is the frequency of the signal being modulated, 
fC is the carrier frequency (preferable being much higher than f0), N is the number of time-domain 
periods of generated signal, rep the number of calculation repetitions (used for benchmarking). When 
doing benchmarks and performance analysis, only numeric calculations are considered, but the 
implemented function can be used for visualization, too (the parameter draw set to 1 shall activate 
standard drawing functionality resulting in a single form with two subplot graphs). 
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The idea of the implemented function is to generate a modulating sine signal sig0, of a certain length, 
covering N periods (with period defined as t0 = 1 / f0) in time-domain. Of course, the result of the 
programmatic signal generation is a discrete set of values (elements of the vector) – to get better 
visualization results, the number of generated samples is intentionally increased up to the sampling 
frequency equal to 10 * fC. For proper visualization both horizontal (vector t) and vertical axis values 
(vectors sig0 for modulating, sigC for carrier and sigAM for modulated signal) are defined and used 
when drawing time-domain subgraph. 

The amplitude modulation is performed by simple multiplication of sine carrier signal and the modulating 
sine signal (sigAM = sigC .* (1+sig0) results in the spectrum containing carrier frequency as a 
central component, while sigAM = sigC .* sig0 would “hide” the central frequency of modulated 
signal). The fft function performs fast Fourier transform of the modulated signal, resulting in the vector 
representing the spectrum of the modulated signal, sigAM. In order to visualize it properly, additional 
vector fftX was defined and adapted according to the frequencies used – it represents the horizontal 
axis values (frequencies) when drawing a frequency-domain subgraph! The spectrum components 
(carrier frequency surrounded by modulating components) can be visualized without fftX, but the 
horizontal axis values would represent some unusable values. 

Fig. 2 shows a possible visualization of sigAM_FFT in GNU Octave, showing the original and modulated 
signal in the upper graph and the frequency spectrum of the modulated signal in the lower graph. Quite 
similar, the signal and its spectrum can be visualized in Scilab. 

 
Figure 2. A simple lab example visualized in GNU Octave 

The depicted example is obtained using parameters f0 = 200, fC = 1000, N = 10. When analysed, 
the frequency components shall be 800, 1000 (central frequency of the carrier) and 1200.  

2.3 Script execution and time measurement 
Both tools allow the programmers to write program scripts including functions and execute the functions 
from the command line or using the user interface. The Scilab scripts prefer the extension .sce, while 
the Octave uses .m extension, similar to Matlab. After scripts creation and basic tests and debugging, 
the complete benchmarking algorithm was included directly in the scripts. 

Each of the benchmark functions must include a piece of code responsible for measuring the execution 
time. Being highly compatible with Matlab, both Scilab [6] and Octave [7] implement the stopwatch tic() 
and toc() functions. These functions are proposed as the best approach for measuring the execution 
time of a program, function or any part of the script. Documentation suggests millisecond precision for 
those functions – in general, the function toc() returns a floating-point number containing number of 
seconds since previous tic() call – actually, it measures the elapsed time.  
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2.3.1 Automated benchmarking script 
The scripts were written to semi-automate the process of measurement. Using it, all the tests were 
performed in 5 consecutive sequences (or any required number of benchmark sets, defined by the 
parameter Nexecution). For each sequence of the test, all the calculation functions were called and 
executed repeatedly 5 times (defined by parameter Nrepetition). Using the obtained measurements 
(total time of 5 executions of each test function was measured), the average execution time (in real-
world time using tic/toc) was calculated. All the results were saved to a formatted text file (one file for 
each test sequence) and analyzed using Microsoft Excel® or any similar spreadsheet calculator. 
Recorded time measurements were analyzed for all 5 sequences – but, in order to avoid any possible 
influence of background processes or any special, performance related, temporary issues, the best and 
the worst of 5 results for each test function were ignored, and 3-of-5 results were chosen and averaged 
as a final benchmark performance result for certain function! 

The source showing the main loop of the GNU Octave script is given in Fig. 3 (the script functionally 
equals the script presented in [4]). It depicts initial parameters defining the number of sequences (test 
series, Nexecution = 5) and the number of repetitions (Nrepetition) of each function test. For each 
sequence, a new file is created and filled with results. All the tests are done for a few predefined problem 
sizes (vector NS). As shown in Fig. 3, the summation functions (all the functions relate to S1 calculation 
test) are called with a parameter defining the number of numbers (NS(i), where the variable/counter i 
loops through the vector NS) and with the number of repetitions.  

 # SETTINGS 
 Folder = 'C:\tmpSCI\EduLearn2020\octave'; 
 Nexecution  = 5; 
 Nrepetition = 5;   
 
 # EXECUTION LOOP 
 for executor = 1 : Nexecution 
    fn    = strcat(Folder, '\r', num2str(executor), ".txt");    
    fname = fopen(fn,"w");    
     
    fprintf(fname,'\nFunction\tTotal\tAvg.Time\n'); 
    NS = [1000, 10000, 50000, 100000, 500000, 1000000];  
    NN = size(NS);  
    Nc = NN(2); 
     
    for i = 1 : Nc  
        [t] = vRandF(NS(i), Nrepetition); 
        fprintf(fname,'vRandF(%d)\t%f\t%f\n',NS(i),t(2),t(1)); 
        [t] = vRandV(NS(i), Nrepetition); 
        fprintf(fname,'vRandV(%d)\t%f\t%f\n',NS(i),t(2),t(1)); 
    endfor 
     
    fprintf(fname,'\n'); 
    for i = 1 : Nc  
        tmpV = rand(1, NS(i)); 
        [t]  = vMinMaxF(tmpV, Nrepetition); 
        fprintf(fname,'vMinMaxF(%d)\t%f\t%f\n',NS(i),t(2),t(1)); 
        [t]  = vMinMaxV(tmpV, Nrepetition); 
        fprintf(fname,'vMinMaxV(%d)\t%f\t%f\n',NS(i),t(2),t(1)); 
        [t]  = vSumF(tmpV, Nrepetition); 
        fprintf(fname,'vSumF(%d)\t%f\t%f\n',NS(i),t(2),t(1)); 
        [t] = vSumV(tmpV, Nrepetition); 
        fprintf(fname,'vSumV(%d)\t%f\t%f\n',NS(i),t(2),t(1)); 
    endfor 
    … 
    … 
    fclose(fname); 
 endfor 

Figure 3. Main test sequence loop of an automated GNU Octave script 

The code given in Fig. 3 shows the calls to a few benchmark functions (vRandF and vRandV are 
generation functions G1F and G1V, vMinMaxF and vMinMaxV processing functions for finding the 
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minimum and maximum value in the vector, corresponding to P2F and P2V etc.). As can be seen, the 
generation functions take two parameters – the NS(i) value is passed, as well as the Nrepetition 
value. The first parameter is actually the size of the vector that has to be generated (in the given example 
the size changes from 1.000 up to 1.000.000). The second parameter defines the number of repetitive 
executions of the benchmark functions, internally.  

2.3.2 Performance tracking and measuring the execution time 
The vRandF function, as implemented in GNU Octave, is given in Fig 4. In order to properly test and 
measure the performance, the program scripts were adapted in order to automatically provide us with 
the time execution information. 

Each benchmark function was implemented so that it receives the required parameters – mainly, the 
size of the problem – data size – length of the vector or dimensions of the matrix. In addition to that, 
each function has a repetition parameter defining the number of repetitive executions – it is useful for 
most functions being “too fast” (the execution time below the millisecond and time measurement 
precision) – total execution time of multiple repetitive calculations is measured and an average is 
calculated and returned as a result of the benchmark function. 

  function [RT] = vRandF(N, rep) 
    RT = zeros(1, 2);  
    X  = zeros(1, N); 
    tic(); 
    for j = 1 : rep 
        for i = 1 : N 
            X(i) = rand(); 
        endfor         
    endfor 
    T     = toc(); 
    avgT  = T / rep; 
    RT(1) = avgT; 
    RT(2) = T; 
  endfunction 

Figure 4. Implementation of vRandF generation function (G1F) 

Execution time is measured using tic() and toc() functions. The variable T will contain the total time of 
execution of all rep repetitions. The function returns only a vector RT containing two values – the average 
execution time (total execution time divided by the number of repetitions) and the total execution time. 
The generated vector is X, consisting of N random generated elements – however, the result is not 
important for the benchmarking, we only care about the time required to execute the code. If X is 
required, it can be returned from the function (the declaration should be changed to function [RT, X] 
= vRandF(N,rep) and it should work properly, returning two vectors) – in that case the corresponding 
function call (Fig. 3) should be written as [t, r] = vRandF(NS(i), Nrepetition), with r containing the 
resulting, random generated, vector. 

2.3.3 Programming language syntax 
Both Scilab and Octave have been around for a while. The programming languages used are very 
similar and usually compared with the leading commercial tool in the field, Matlab, and its programming 
language. Even though these languages are not fully compatible, it can be stated that the level of 
compatibility is quite high. Since we already had our scripts skeleton written in Scilab for [4], after 
cleaning and adapting that code (.sce file), the next step was to rewrite it for GNU Octave. Luckily, most 
of the code could be ported and all the syntax issues were corrected fast, mostly in a simple start-and-
try manner – we renamed the script, defined an .m extension, started the script in Octave and followed 
error messages and warnings. The syntax issues we detected and corrected are: 

• Scilabs if – then – end flow control must be redefined – Octave uses if – endif (there is 
no then keyword and end has to be written as endif), 

• Scilabs for – end loop must be corrected – Octave uses endfor as keyword to end the for-loop, 
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• Scilabs mopen to open the file must be converted to fopen – similary, mfprintf is converted to 
fprintf, and mclose to fclose (parameters remain the same, or minor changes were detected 
after consulting Octave documentation), 

• converting the values to string (string(numVar) in Scilab) should be done using given functions, 
such as num2str(numVar) in GNU Octave, 

• strings cannot be concatenated with simple + operator as in Scilab, instead strcat has to be 
used in Octave (please note that the function strcat is available in Scilab, too). 

After performing the corrections, the code successfully executed and produced the results.  

There were a few things that were noticed – for example, Octave stores the data to text formatted files, 
by default (in contrast to default binary format in Scilab). That is why the part of the code relating to I/O 
file handling benchmarks had to be redesigned in order to support and check the performance of both 
tools when using text-formatted files and internal binary formats. 

3 RESULTS 
The results are given in tabular forms. In all the tables, Scilab and GNU Octave are compared performing 
the same function. Better results are marked bold. The results can be commented, as follows: 

1 Tab. 3 gives a detailed overview of the results of generation and processing functions. It includes 
both loop and vectorization implementations. The results are given as an average time required 
to execute the function for a given size parameter (vector size), N. The values printed with smaller 
font, below the time values related to loop implementation represent vectorization improvement 
ratio (showing how many times slower loop implementations are compared to the corresponding 
vectorization-based implementations). From that table, it is clear that Scilab outperforms Octave 
when using for-loop implementation. But, the GNU Octave shows better performances than Scilab 
when using virtualization, being (not significantly) faster. 
Overall, when considering that we primarily discuss usage of these tools in education and basic 
engineering, even the slow loop implementation may be used in non-real-time scenarios. For 
example, looking at the slowest Octave execution, calculating the sum of million elements takes 
3.6 seconds, while searching for the minimum and maximum elements takes up to 6.2 seconds. 

Table 3. Performance test results – basic benchmarks and vectorization speed-up, time in ms 

Tool Scilab GNU Octave 
Function ID G1 P1 P2 G1 P1 P2 

N – vector size For-loop implementation 

10.000 12,680 
109,6 

10,580 
453,4 

21,195 
369,7 

 67,203 
757,9 

36,802 
1533,4 

62,742 
1809,9 

50.000 63,697 
111,8 

52,855 
548,7 

102,514 
374,1 

334,943 
801,3 

183,306 
2805,7 

312,603 
2605,0 

100.000 116,576 
110,0 

103,929 
274,7 

205,024 
393,5 

669,624 
808,4 

366,425 
2847,9 

625,911 
2517,1 

500.000 567,461 
98,7 

520,673 
559,3 

1014,099 
384,6 

3409,218 
636,1 

1837,819 
3254,7 

3155,957 
2767,6 

1.000.000 1169,839 
101,9 

1043,603 
547,5 

2034,985 
376,8 

6749,259 
637,7 

3655,142 
3203,5 

6257,540 
2736,5 

N – vector size Vectorization implementation 
10.000 0,116 0,023 0,057 0,089 0,024 0,035 
50.000 0,570 0,096 0,274 0,418 0,065 0,120 

100.000 1,059 0,378 0,521 0,828 0,129 0,249 
500.000 5,750 0,931 2,637 5,360 0,565 1,140 

1.000.000 11,476 1,906 5,400 10,584 1,141 2,287 
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2 Tab. 4 shows the results of executing often used processing methods implemented using 
optimized internal function – the sort of the elements in a vector and the calculation of the 
determinant of the matrix. GNU Octave outperforms Scilab in sort functions, while Scilab behaves 
better when calculating the determinant. However, if we look at the absolute time results, we really 
cannot consider the results as bad or slow – slower Scilab will manage to sort a vector of one 
million elements in 345 milliseconds (Octave in 116)! Similarly, the determinant of the 1000x1000 
matrix is calculated under 60 milliseconds in, slower, Octave?! 

Table 4. Performance test results – sort and the determinant calculation, time in ms 

Tool Scilab Octave  Tool Scilab Octave 

Vector size Function ID   SRT  Matrix dim. Function ID   DET 
10.000 1,633 0,082  100 × 100 0,315 0,780 

100.000 23,775 9,165  500 × 500 6,856 13,426 

500.000 158,519 55,877  1000 × 1000 28,458 58,346 

1.000.000 345,134 116,386     

3 File-handling benchmarks, given in Tab. 5, cover both the text-formatted and binary files 
generation (Save) and fetch (Load). The results show better loading performance in GNU Octave, 
while Scilab is performing better when saving the data. The size of the generated files is 
comparable. 

Table 5. Performances of the file-handling functions - execution time in ms 

 Tool Scilab Octave 
Matrix size Function ID IOT IOB IOT IOB 

100 × 100 
Save 18,582 3,074 23,773 6,669 
Load 70,072 2,183 49,961 1,162 

FileSize 250,2 kB 82,1 kB 189,2 kB 80,0 kB 

500 × 500 
Save 83,681 3,368 332,385 7,131 
Load 1653,027 3,012 1226,254 2,526 

FileSize 6251,0 kB 2002,1 kB 4723,43 kB 2000,0 kB 

1000 × 1000 
Save 282,134 7,819 1332,872 11,650 
Load 9893,165 5,722 4758,530 6,860 

FileSize 25002,0 kB 8002,1 kB 18890,9 kB 4723,4 kB 

4 The simple lab example benchmarks shown in Tab. 6 also do not give an advantage to either of 
the tools. The results show that both tools perform well (section 2.2 already covered the 
visualization capabilities of both tools).  

Table 5. Signal generation and FFT – lab example - execution time in ms 

Tool Scilab Octave 
f0 fC N Function   sigAM_FFT 

100 

1000 5 0,870 0,555 
1000 50 0,395 0,795 
4000 5 1,412 1,576 
4000 50 3,714 3,047 

There was, however, a strange result from Scilab that we were not able to explain – an increased number 
of samples (directly related to parameter N defining the number of modulating signal periods in the time-
domain, as it can be seen in Fig. 1) in the second test somehow resulted with faster execution. 
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4 CONCLUSION 
The benchmark tests presented in this paper were performed in order to compare two freely available 
computation tools often used in education and engineering, Scilab and GNU Octave. Our intention was 
to show, by using simple test functions, that both tools represent a valid alternative to commercial tools 
and that they can be used by students and engineers for most of the non-real-time calculations. With 
the simplest possible lab example of the signal generation and analysis, including the visualization, it 
was shown that both tools perform well and can be used for that kind of education labs. When compared, 
neither of the tools can be considered a winner – we shall leave it unconcluded. For practical usage, 
potential users should consider both tools, but also check additional features that were not covered with 
this paper, as well as often available and free add-ons.  
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