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Abstract 
The TCP/IP network stack defines two completely different protocols at the transport layer - TCP 
(Transmission Control Protocol) and UDP (User Datagram Protocol). Being defined above the network 
layer and corresponding IP protocols (IPv4 and IPv6), both transport layer protocols include additional 
identification (addressing) of network processes, by introducing a transport layer port. All the other 
features are TCP or UDP specific - while TCP provides reliable communication, flow and congestion 
control mechanisms, establishing a virtual connection between source and destination, UDP offers 
simple (and unreliable) exchange of user datagrams. 

Theoretically, TCP and UDP have almost nothing in common. But, standard communication between 
clients and servers may look functionally the same for end-users not familiar with networking theory 
details. That is why we find it quite important to give a proper, lab example-based explanation of protocol 
differences when teaching networking to STEM students. This paper gives a short introduction to the 
transport layer protocols and standard client-server architecture. It includes a description of our standard 
networking lab - using the well-known, but quite simple tool called netcat (nc) both TCP and UDP client-
server communication are implemented on the virtual testbed network. Generated and exchanged traffic 
is analysed using Wireshark, and a few specific events and protocol behaviours are noted and 
explained. TCP connection establishment and termination is discussed and visualized, too. The goal of 
the paper is to provide an explanatory example that can help STEM students understand both the usage 
and differences of standard transport layer protocols. 

The educational relevance of the paper is summarised as follows. STEM students, especially engineers, 
should be familiar with basic details of networking: TCP and UDP differences and specifics, with 
emphasis to TCP as most used transport protocol. The paper shows that it can be identified and 
analysed using virtual testbed-based labs (controlled, but completely realistic environment), which 
should be considered a benefit for engineering-oriented students. 
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1 INTRODUCTION 
Even though the TCP/IP network stack ([1], [2]) is based on concepts and ideas back from the 1980s, it 
still dominates modern network communications. Of course, there were some changes and 
improvements of certain protocols at different layers, there are numerous new protocols being adopted 
and used in real-case networks, but the transport layer remains basically the same with two 
complementary protocols - TCP (Transmission Control Protocol) and UDP (User Datagram Protocol). 
The TCP as Internet Standard was defined back in 1981, as RFC (Request for Comment) 793 of IETF 
(Internet Engineering Task Force) organization [3], while the UDP was standardized in RFC 768 [4]. The 
TCP, as a reliable connection-oriented protocol implementing different flow control mechanisms, is 
dominating and is today used by the most popular application protocols (using it as an underlying 
transport protocol that encapsulates the application layer and security sublayer data units).  

This paper includes the short introduction of both transport protocols, shows the basic structure of 
protocol data units (packets – UDP datagrams and TCP segments) and explains the basic 
communication mechanisms used. It is our opinion that engineering students should be familiar with the 
differences and specifics of TCP and UDP, trying to point to the most important ones in this paper. The 
practical approach used for measurements and result analysis is based on our test environment 
including freely available IMUNES emulator [5] and all the setups already given in our previous 
networking related papers ([6], [7]). The ability to use virtual and free testbed tools in order to obtain 
realistic results should be considered beneficiary in engineering education. 

The paper is organised as follows: after this section, TCP and UDP are briefly described, followed by 
the methodology section introducing the test environment, as well as defining the test network used for 
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analysis. The results section covers all the test scenarios and gives a brief captured traffic analysis, 
confirming the protocols theory as defined in standards.  

2 TRANSPORT LAYER PROTOCOLS 
The idea of transport layer protocols in TCP/IP network stack is to provide end-to-end transport or 
communication service to the upper (application) layer, allowing multiplexing more communication 
streams (using an additional address, the transport layer port number – the port). UDP and TCP can be 
used without any implementation changes with both available (underlaying) network (internet) layer 
protocols, IPv4 and IPv6. As already mentioned, UDP and TCP are completely different protocols in 
their functionalities and complexity. 

 
Figure 1. TCP/IP network stack, transport layer – ports and multiplexing concept 

2.1 The transport layer address - the port 
The definition of the port could be given as (based on [3], expanded to UDP): the transport port is an 
address defined on the transport layer, allowing many (communication) processes within a single host 
to use transport layer protocol facilities simultaneously. Communication processes or streams with 
different port numbers on the same host are identified and multiplexed on the transport layer. Related 
to the transport port, the internet socket (or, the socket) is defined as a triplet consisting of IP address, 
transport port and information about transport protocol used. By that, the socket uniquely identifies 
certain network entity. When communicating, a pair of sockets will uniquely define the connection.  

The transport port is defined as a 16-bit integer number (with value range 0 – 65535). Values from 0 to 
1023 were, historically, considered as so-called Well-Known Ports, controlled by IANA (Internet 
Assigned Numbers Authority) and listed in [8] – from 2002, IETF redirects to official IANA documents as 
the most updated ones. When communicating, each communication side shall use its port – the fields 
Source Port and Destination Port are included in both UDP and TCP headers. Well-Known Ports are 
used to identify server side – clients connecting to the servers will use port numbers obtained from their 
operating system as their source ports! 

Transport port information is extensively used in NAT (Network Address Translation) protocol, making 
it possible to use the Internet as we all use it every day – all hosts with private IPv4 addresses in local 
networks can use the Internet, using 1:N or M:N translation to obtained public addresses, which is 
provided by NAT in real-time. Without ports, that wouldn’t be possible. 

The idea of multiplexing communication processes is, conceptually, depicted in Fig 1. It shows an 
example of a host (open system - PC or any end-device with networking capabilities) which 
simultaneously uses a web browser to access e.g. three different destinations or remote documents 
using HTTPS secure connections. While the server ports for each of the streams are (pre)defined, 
source port numbers are obtained by the operating system. Transport layer multiplexes all depicted 
streams (all sharing the same host IP address, but with different ports – as shown in Fig. 1 – ports 1234, 
2345 and 3333 using TCP) and sends them to the lower layer (IP). Try to imagine how that could be 
done without ports – of course, it could be done, but multiplexing in UDP and TCP is available out-of-
the-box from their origins.  
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2.2 UDP 
UDP is a lightweight protocol, and “offers only a minimal transport service -- non-guaranteed datagram 
delivery -- and gives applications direct access to the datagram service of the IP layer”, as defined in 
[1]. Also, [1] tends to be more precise with explanation: “UDP is almost a null protocol; the only services 
it provides over IP are checksumming of data and multiplexing by port number.  Therefore, an application 
program running over UDP must deal directly with end-to-end communication problems that a 
connection-oriented protocol would have handled…”. UDP is a connectionless transport service, in 
contrast to TCP which is connection-oriented. 

2.2.1 UDP datagram structure 
The packet structure for the UDP protocol is defined as depicted in Fig. 2 – most often, UDP packets 
are called datagrams. As expected, it is really structured as simple as possible – in addition to source 
and destination port, it carries just information about the packet length and the calculated checksum. 
The total length of the UDP header is 8 bytes (four 16-bit fields). 

UDP header 
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 

Source Port Destination Port 

Length Checksum 

Packet data (upper layer packets) 

Figure 2. UDP datagram structure – UDP header + data 

2.3 TCP 
In contrast to UDP, TCP is a more complex protocol offering reliable communication and flow control 
mechanisms. As stated in [1], it “is the primary virtual-circuit transport protocol for the Internet suite” and 
it “provides reliable, in-sequence delivery of a full-duplex stream of octets (8-bit bytes)”, therefore being 
“used by those applications needing reliable, connection-oriented transport service”. Today, the most 
used application protocols such as HTTP (web) or mail protocols use TCP (mostly, with additional 
security sublayer based on TLS). Being partially out-of-scope of this paper, let us just mention few TCP 
related specifics – the protocol itself implements different algorithms being used in flow- and congestion-
control process (for example, the sliding window mechanism), it implements delivery and retransmission 
control (using acknowledgment mechanisms, where destination informs the source of data delivered), 
tries to eliminate fragmentation at lower (IP) layers by performing data segmentation etc. 

2.3.1 TCP segment structure 
Due to its ability to perform flow and congestion control operations, it is clear that some additional control 
information may be required – as seen of Fig. 3, the TCP packet header has minimum length of at least 
20 bytes (it can be expanded using optional Options field), including many fields in addition to source 
and destination ports. The TCP packet is usually called a segment. 

TCP header 
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 

Source Port Destination Port 

Sequence Number (SEQN) 

Acknowledgment Number (ACKN) 

Data Offset Reserved U
R

G
 

AC
K 

PS
H

 

R
ST

 

SY
N

 

FI
N

 

Window Size 

Checksum Urgent Pointer 

// Options – optional part of the header // 

Packet data (upper layer packets) 

Figure 3. TCP segment structure - TCP header + data 
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2.3.2 Connection-oriented communication 
TCP offers reliable communication and flow control on connection basis. Meaning, it is connection-
oriented, and it actually establishes a logical connection from the source to the destination prior to 
sending any higher-layer data (of course, don’t forget that underlying network layer is IP based, therefore 
not connection-oriented with no support for dedicated channel or promising exact communication path 
for all packets transferred between the same two hosts). Also, when the communication should end, the 
source or the destination terminate the connection. The standard procedures used for connection 
establishment and termination are part of the protocol definitions. Both are depicted in Fig. 4 – the left 
part shows a connection establishment and right part connection termination. As with all (upper layer) 
data transmission, TCP provides reliability and ensures both sides in the communication process will 
accept (or deny) connection establishment or termination.  

 
Figure 4. Standard TCP connection establishment and termination 

Connection establishment procedure is usually called three-way handshake, since it uses three 
segments with predefined signalization (most important, SYN flag set to 1, initial sequence numbers and 
MSS values exchange) – segments depicted on the Fig. 4 are numbered, and each is described with 
the most important signalization values. Request for connection is always sent by the client (standard 
client/server architecture). Connection termination is, by default, managed by exchanging four segments 
– each side sends their FIN flag requesting termination and waits for acknowledgment – given example 
shows the case where the client sends a request for terminating the connection.   

Internally, TCP hosts are implemented as finite state machines changing states during the connection 
lifetime. State analysis is not considered in this paper, even though basic states are depicted in Fig. 4. 

2.3.3 Maximum Segment Size (MSS)  
At the internet (network) layer, when using IPv4, packet fragmentation is performed on routers when the 
length of the IPv4 packet is higher than the corresponding MTU (Maximum Transfer Unit) at the outgoing 
interface [7]. As a reliable protocol, TCP tries to eliminate fragmentation at lower layer, by using 
parameter MSS (Maximum Segment Size) – that parameter relates to MTU at a certain host (but, it can 
be additionally configured if required) and defines maximum size of TCP segment data that host can 
receive (or send). The value of MSS at a certain host is equal to MTU minus 40 bytes (20 bytes for IPv4 
header and 20 bytes for TCP header – Options field in TCP header is not included in the calculation). 

In TCP, each communication side sends its MSS value to another party during connection establishment 
handshake. By that, each side has information about its own MSS and MSS of another host – when the 
communication starts, it uses lower of those two MSS values. That, in fact, avoids the IP fragmentation 
in edge networks. Of course, there is no guarantee that could eliminate the fragmentation on the path 
to the destination. 

2.3.4 Control mechanisms in brief 
Flow- and congestion-control mechanisms implemented in TCP are responsible for increasing 
communication reliability and throughput. Basically, flow-control ensures that the source adapts to the 
destination state – if the destination had decreased ability to receive and process data (for example, 
server handling many connections or some high-duty processing tasks) it should be able to remain 
connected, but it has an ability to inform the source and slow-it down (mainly, using Window Size field 
in the header). In other words, the source will dynamically adapt to the destination during the connection. 
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On the other hand, congestion-control mechanisms are used to avoid congestions in the network – the 
data sent by the source is dynamically adapted to some hypothetic network state. These mechanisms 
are not discussed in this paper. 

3 METHODOLOGY 
Network protocol analysis can be performed in real-networks or in different kind of emulated 
environments. In addition to real or emulated networks, utilities and tools able to capture and analyze 
network traffic are required. Our test environment, as described in ([6], [7]) is based on IMUNES [5]. 
Traffic capture and analysis are accomplished using the Wireshark [9] network analyzer. 

It is important to notice that transport layer analysis requires preparations – client/server architecture as 
dominant in TCP/IP networks is used – the server has to be active and running (listening to the clients) 
in order for the client to be able to connect. The client is considered to be the host that initiates the 
connection to the server. 

3.1 The test network 
The test network used for analysis in this paper is shown in Fig. 5, (a partial screenshot of IMUNES user 
interface). Since the transport protocol behaviour analysed in this paper is end-to-end communication 
related, Source and Destination nodes are the most important for the test. Another important thing 
marked in Fig. 5 are MTU values on edge (source and destination) local networks. While source network 
has standard Ethernet (DIX) MTU set to 1500 bytes, for destination network much lower MTU is 
intentionally defined, set to 300 bytes. This setup is used in order to show two additional moments – the 
activation of IPv4 fragmentation on the host and the usage of minimum MSS to try to avoid fragmentation 
when communicating using TCP. 

 
Figure 5. The test network (IMUNES screenshot) 

3.2 Network tool - netcat 
In order to analyse transport protocols, specialized tool called netcat [10] is used. It is a universal 
software tool that is available on numerous platforms (it is a part of standard FreeBSD installation used 
as the operating system for IMUNES, being available out-of-the-box when using that emulation 
environment). Netcat (nc command in FreeBSD) can use both transport protocols, UDP and TCP, it can 
be started in, so called, listening mode (as a server, listening to the incoming connection) as well in 
client mode (initiating a connection to the remote host). It has different features included [11], but for our 
tests only the basics are used. 

As already pointed out – the client/server concept requires the server to be active in order to listen to 
incoming connections and perform the communication. In our tests, Destination node has a role of the 
server, while Source node is the client that initiates the connection and connects to the server. 

Considering netcat, that means that on Destination node netcat has to be started with properly defined 
port number in listen mode (-l parameter). On Source node, netcat is also used, but as a client trying 
to connect to the server. For the given test network (Fig. 5) that would mean starting shell prompt on 
both the Source and Destination node and use proper netcat parameters to start the tests. By default, 
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netcat will use TCP as the transport protocol. Parameter -u will activate the usage of UDP instead of 
TCP. 

On the Source node, client program must have information about the server (please check the section 
2.1. and term socket) – actually, it has to have information about the server socket – servers IP address, 
the port used and the information about which (UDP or TCP) protocol is used. Of course, for our test 
network we know the socket details very well. For the previously started server on the Destination, the 
command for connecting to if (from Source or any other node) shall include server IP address 
(10.0.1.21 is IPv4 address of the Destination node)  

When netcat is started, it looks like nothing is happening. There is no special user interface or any 
information printed out to the terminal. Just the cursor blinking. But, when (if properly connected, of 
course) the data is transferred from client to server or vice-versa, the data is shown on the screen (plain 
text). The data that has to be sent to another host is typed directly in the netcat window, so that in 
general netcat looks like a simple old-fashion chat app. 

4 TEST SCENARIOS AND RESULTS 
All the test scenarios are executed on our test network (Fig 5). Also, all the tests use the Destination 
node as a server and Source node as a client. IPv4 addresses used are fixed, as depicted in Fig. 5 – 
the server has the address 10.0.1.21 and the client the address 10.0.0.20. The first set of tests is done 
using UDP as transport protocol, second set using TCP. Please note that the server port number is 
defined when starting netcat in listen mode. However, the client port should not be defined – the 
operating system, as usual, will provide a “random” or available port to the client automatically. Of 
course, netcat allows setting up the client port number too, using -p parameter when started as client! 

4.1 UDP 
For UDP tests, the server is activated at the Destination node with nc -l -u 1234. Clients (Source 
node in test network) shall connect to the server with nc -u 10.0.1.21 1234. If the server is not started 
prior trying to connect the client, netcat as client won’t detect it (UDP is connectionless service) until the 
user (client) tries to send some data – even though ICMP will report Port Unreachable, netcat client will 
remain open – after few ICMP error messages (2+1) it will exit, not showing any status information (with 
-v parameter, it will check if the server is alive by sending simple X message and exit immediately if not 
available). 

4.1.1 Connectionless communication and end of the communication 
The UDP connectionless behaviour and netcat default implementation and “delayed” response to ICMP 
error message make it impossible to promptly detect (with the first message not being properly sent) 
that the server is not available. Even though experienced network engineers and students can capture 
and detect ICMP error messages in Wireshark, netcat won’t react. Captured traffic and shell examples 
are given in Fig 6. 

 
Figure 6. UDP connectionless communication – ICMP errors and netcat client  
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It can be seen that the client (left shell – Source node) sends two messages successfully (words “first” 
and “second”). After that, the server is deactivated (CTRL+C). So, the next two messages (words “third” 
and “fourth”) are not delivered resulting in ICMP Port Unreachable errors (netcat client not reacting). 
But, after trying to send new word (“fifth”) netcat client exits, without even sending corresponding UDP 
packet (Wireshark did record only four UDP datagrams, and two returning ICMP error messages, as 
depicted in the upper part of the figure). 

4.1.2 IPv4 fragmentation on host due to large UDP datagram 
Another quite interesting test scenario when using UDP may look a little strange – it is a well known fact 
that one of the problems in IPv4 communication is IP fragmentation that can, theoretically, be performed 
on each and every router on the path to the destination. So, the fact is that IPv4 routers perform the 
fragmentation. This test will show that the source host can also perform the fragmentation (even though 
we may expect generation of plain IP packets of the proper size, all the signalization captured shows 
that, as the matter of fact, the host performs fragmentation when receiving too much payload, in our 
example – too big UDP datagram). In order to show this specific condition, as seen in Fig. 5, we defined 
very low MTU in the destination network – only 300 bytes. With regular 20 bytes of IPv4 header, that 
would mean that every UDP datagram larger than 280 bytes should activate the fragmentation process 
– large UDP is encapsulated to IP resulting in an IP packet too big to fit in the required MTU – leading 
to the fragmentation.  

So, how can we perform that kind of test in our test network? Quite simple – the network traffic will be 
captured on the Destination node (server) and we should somehow try to send UDP packet longer than 
280 bytes – using default netcat configuration, that would mean entering a large collection of characters 
(each character is 1 byte – at least 273 characters should be sent – remember, the UDP header is 8 
bytes long). So, what we shall do is type a large text, send it back to the client and check Wireshark. 

 
Figure 7. UDP and IP fragmentation on the host  

Fig. 7 shows the test results – server was started at the Destination node, the client connected and sent 
a “Hello” message to the server (first UDP package captured by Wireshark) and afterwards the server 
responded with a message containing much more than 273 characters – as seen from Wireshark 
capture (as well, textual, in netcat shell windows) total size of UDP data was 642 bytes. Analyzing the 
captured traffic, it is clear that the IP fragmentation was activated and three IP packets were sent – two 
of length 300 bytes and the last one 110 bytes long (14 bytes in Length column relate to Ethernet header) 
– IP payload is therefore 280 + 280 + 90 = 650 bytes and since the UDP has 8 bytes header we can 
conclude and confirm the size of UDP data (text) is 642 bytes. 
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The issue of initiating fragmentation on the source (or destination) host or network is avoided with TCP 
MSS agreement, where communicating hosts choose lower MSS value to limit the length of data being 
sent (encapsulated to IP). But, UDP has no similar mechanisms to use. 

4.2 TCP 
The TCP related tests are important to show completely different principles used for connection-oriented 
communication in contrast to connectionless UDP. It should be clear that TCP client and server shall 
actually communicate even before sending some user data! Only if they successfully exchange and 
agree to communicate, the user data can be sent! In all the tests, the Destination node starts listening 
and acting as TCP server on port 1234 with nc -l 1234. The Client node tries to connect to the server 
with nc 10.0.1.21 1234. 

4.2.1 Connection establishment and termination 
As described in 2.3.2, connection establishment and termination are precisely defined in TCP. In Fig. 8 
it is shown that, even though there were no user data exchanged yet (blank netcat screen on both the 
client and the server), Wireshark captured connection initiation handshake performed with three 
segments. The client tries to connect to the server, by sending the segment with SYN flag on, including 
its initial sequence number and MSS value as an option in header options. The server (if available and 
able to connect) responds with his synchronization values and finally, the client acknowledges the 
server’s sync data and a connection is established. The segment shown in Fig. 8 is a SYN segment 
sent by the client – please, note the MSS value of 1460 bytes (MTU – 40 bytes). As expected, the server 
will send his MSS to the client (260 bytes – due MTU set to 300 in server local network).  

 
Figure 8. TCP connection establishment trace and netcat interface  

After a successful connection establishment, the client or the server can start exchanging data. As with 
UDP, netcat can be stopped with CTRL+C – but, in contrast to UDP, when, for example, the client exits 
the netcat process, the connection will be terminated with both sides involved and informed. If the client 
tries to connect while server is not available, it may get a TCP response segment with RST flag set. 

 
Figure 9. TCP connection – Flow Graph in Wireshark  
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It may come in handy for the students and engineers to use Wireshark’s Flow Graph feature giving 
schematic timeline view of TCP flow. Fig. 9 shows the example of that kind of visualization – it includes 
connection establishment, exchange of single data segment and finally the connection termination. The 
graph may not be fancy, but it shows flag states and port numbers for both client and server. 

4.2.2 Connection termination or server not being available 
As already explained, this test allows us to check how the client and the server behave in cases when 
other party is not available (client trying to connect to the server not activated) or when connection 
termination is requested. In cases of connection termination, the FIN flag is set and connected hosts 
“negotiate” the termination. In cases of server not being activated, the client sending SYN segment will 
get a responding segment with RST flag set. That behaviour of the server (port not available) can be 
redefined by server settings, in general – alternative response to TCP’s RST response may be ICMP 
Port Unreachable, similar to the case we noticed when using UDP. 

4.2.3 Connection establishment handshake, MSS and segmentation 
Fig. 8 shows a SYN segment sent by the client, informing the server about his MSS (1460 bytes). 
Another SYN segment (sent from server to the client) is used to inform the client about servers MSS 
(260 bytes). After finishing the three-way handshake, both sides have two MSS values – when starting 
communication and data exchange, the lower of two values is used to limit the length of data being sent. 
In contrast to UDP scenario described in 4.1.2, this will allow avoidance of IP fragmentation on hosts or 
edge networks (local networks used by the client and the server).  

That can be easily identified and proved by using another test scenario – let us establish TCP connection 
as in the previous test. But, let us try to send a large amount of data from the client to the server. Pay 
attention – the client network has MTU set to 1500, the server MTU is 300. If the client sends the data, 
we could expect (if we consider only IPv4 layer) that the client can send an IP packet as long as 1400 
bytes (1380 bytes of payload plus 20 bytes for IP header). But, in our test network, that packet should 
be fragmented on the router of the server’s local network (with MTU 300).  

Based on previously explained TCP features, we can show that source will never generate a TCP 
segment larger than 260 bytes – even though clients MTU is 1500! Why? Because the TCP uses lower 
MSS value for connection (in this case, servers MSS, which is equal to 260 bytes). 

 
Figure 10. TCP connection and large data segmentation 

This is shown in Fig. 10 – Wireshark captured the TCP segments sent by the client. First, there were 
two short messages from the client and the server, respectively. But, after that, as depicted, the client 
did send a large amount of text data. As captured in Wireshark, it can be seen that prior to encapsulating 
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to IP and sending to the network, the TCP protocol performed the process of TCP segmentation, by 
using lower MSS for the connection from the client to the server (servers MSS, which is lower than the 
client MSS). That resulted in a few smaller segments generated on the Source node (the client), all of 
them formed according to limitations related to smaller MSS in the connection (server MSS used by 
client). If using UDP that wouldn’t be the case since the client would adapt to his own MTU parameter 
(1500). 

As seen on Fig. 10, the total length of Ethernet frames is 314 bytes – IP packets are 300 bytes long 
(corresponds to the MTU set to 300 – but, again, the MTU on the client is 1500!), TCP segments are 
280 bytes long, with regular TCP header of 20 bytes, and 12 bytes of options – that TCP segment 
includes (data payload) part of the user data of length equal to 248 bytes.  

5 CONCLUSION 
The intention of this paper was to point out the basic practical differences of standard transport layer 
protocols, UDP and TCP, to engineers and STEM students. The paper shows that the most important 
specifics of those protocols can be analysed using freely available testbed environment and well known 
and proven networking tools. Even though UDP as an unreliable connectionless protocol and TCP as a 
reliable and connection-oriented protocol complement, standard communication between clients and 
servers may look functionally the same for end-users not familiar with networking theory. That is why 
the most important differences were identified and explained in the proposed test network. There are 
some more complex features of those protocols, such as flow-control and congestion-control in TCP, 
which were not covered in the paper. 
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