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ABSTRACT 

Diversity of subsystems in the organization can lead towards bad 

business results. Many companies decide to patch their business 

system with multiple subsystems which are usually not 

interoperable. Along with that, organizations have the dilemma of 

deciding whether to implement best-of-breed or one vendor 

solution. There is no correct answer to the dilemma. The outcome 

of the dilemma depends on each organization individually based 

on their analysis and needs. This article analyzes how to 

overcome data inconsistency caused by patching the business 

system and presents an approach to the synchronization of 

different databases to the Cloud. Usage of database 

synchronization tools to unify data in the Cloud is practical for 

mature organizations which aim to establish data consistency. The 

goal of this article is to consider some tools for database 

synchronization and to choose one for the practical example 

considering the known constraints. In the approach, we used few 

different databases to verify its compliance with chosen 

synchronization tool. The approach is based on practical example 

where couple of databases are synchronized to the Cloud ensuring 

the data consistency and bidirectional data flow. The solution 

includes chosen tool and the recommendation on how to ensure 

flawless data integration in the Cloud. Tests of synchronization 

duration with chosen databases and row quantities are conducted 

and analyzed at the end of the article.   

CCS Concepts 

•Information systems➝Cloud based storage. 
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1. INTRODUCTION 
The modern era and well-adapted systems are usually a road 

towards many databases in single organization – no matter if we 

talk about multiple applications or multiple subsidiaries of the 

organization. Both use cases are direct causes of data 

inconsistency. The reasons behind choosing different applications 

are financial and organizational reasoning, which means that the 

organization considers pros, cons and costs of single information 

system‟s implementation and it may be shown that it is cheaper to 

just buy a third-party application which works well. However, the 

cost of repairing this mistake is incomparable higher. The data 

inconsistency among the subsidiaries is caused by keeping on 

premise solutions and missing Cloud storage to unite all 

subsidiaries under one database. When you start to gather all data 

in one place, naturally, you try to get most of the data and begin to 

implement analysis appropriate for your domain. Such issues are 

addressed in this article.  

The structure of this paper is the following: 2nd section is about 

the dilemma that usually troubles the organizations; 3rd section 

mentions several research papers that were found on the subject of 

data consistency and database synchronization;  4th section 

explains how and which database synchronization tool was chosen 

for use in the use case; and the 5th section describes the use case, 

our solution for it, conducted and analyzed a synchronization 

duration test with chosen databases and row quantities, and 

several remarks regarding our proposed solution. 

2. BACKGROUND RESEARCH 
Many organizations came across the dilemma to choose “best of-

breed” (BOB) solutions or single vendor unifying whole 

organization with single database. The choice depends on the 

company itself.  

Single vendor is considered Enterprise Resource Planning (ERP) 

System in the article. ERP offers simple solutions to data issues as 

mentioned in [1]. Important issues of choosing one solution for 

entire company offers a company one information system across 

the organization, difficult implementation and hidden costs of the 

implementation as stated in [2]. 

On the other hand, “best-of-breed” (BOB) solutions are better 

customized to fit business process needs entirely. Geshecker L. [3] 

elaborates arguments why BOB solutions are good or bad for 

organization. Some of BOB solution‟s advantages are (1) fits the 

process very well, and (2) implementation is simple and 

straightforward. Some of its disadvantages are (1) the 

customization and programming efforts may raise as the time 

passes, (2) supports finite number of hardware, and (3) the more 

complex system the more interfaces are needed. 

Light B. et al [2] wrote a comparison of features offered by BOB 

and ERP solutions; the bottom line is that BOB solutions are more 

adapted to particular organization while ERP solutions aim to 

satisfy broader range of organizations and their solutions are not 

particularly customized to fit one organization‟s specific needs. 

Other comparison conducted by Geshecker L. [3] lists pros and 

cons of each options which are confirmed by latter statement. 
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There is no wrong choice in this issue. Choosing BOB or ERP 

system is highly dependent on other parameters like organization 

size, long-term goals, financials, the determination to implement 

either solution. The advantage of BOB is its nearly perfect fit in 

business process. The ERP system, on the other hand, is great 

choice for organization which wants to connect whole company 

and use generated data to improve their position in the market. 

3. RELATED WORK 
The use case described in this paper focuses on keeping consistent 

data between multiple databases on different servers via database 

synchronization (more on this is explained in sections 3 and 4), 

several existing papers were read on the subject of data 

consistency and database synchronization. 

Wijegunaratne et al. [4] propose an architecture, “federated 

architecture”, which would minimize the dependency and 

coupling between applications via “federal highway”. “Federal 

highway” is basically a Message-Oriented Middleware1 (MOM) 

which application uses to either send and/or receive contextual 

messages to indicate that new data has been added, or that existing 

data has been either updated or removed. A similar architecture is 

also proposed by Svensson et al [6]. 

Svensson et al. [6] present a service-oriented architecture for 

synchronizing data between applications with different 

(heterogeneous) data models for their data. The architecture also 

uses MOM, also called Enterprise Service Bus (ESB) by the 

authors in their paper. Applications communicate with each other 

through the ESB (via SOAP messages). The data synchronization 

with different data models is implemented by converting the data 

from application‟s local data model into ESB‟s global data model, 

and vice versa. 

Both Wijegunaratne et al. [4] and Svensson et al. [6] recommend 

architectures which use MOM for communication between 

different applications and, in latter‟s case, to synchronize data 

between different databases. This could mean that it is 

recommendable to implement the synchronization mechanism as 

its own application or service and decouple it or minimize its 

coupling from actual data applications. Another problem that 

could occur, and be solved by using MOM, is synchronizing the 

data between different types of databases. The solution to that 

would be, as mentioned by Svensson et al. [6], to introduce a 

global data model which data applications would use to convert 

data into it and vice versa. 

Haossain and Ali [7] present a database synchronization by 

sending a Structured Query Language (SQL) query from a source 

database, which made the change, to a target database via Hyper-

Text Transfer Protocol (HTTP). They describe a process which 

checks for the latest queries made by the database management 

system (DBMS) and sends the queries to the target database‟s web 

services which process the query and apply the changes. There is 

no middle layer in this architecture. Basically, the source database 

server is responsible for detecting and sending changes to all 

target databases. 

Yu and Zhou [8] present another solution where they introduce a 

layer between the database, and the Internet and/or a Web server. 

This layer, called "castway", reads the changes in its database 

                                                                 

1  Message-Middleware, or MOM, is an “in-between” software 

layer that allows applications to communicate with each other 

[5]. 

server and forwards the tracked changes to other databases via 

multicast or anycast protocols. Those changes then must go 

through the target database's Web server and castway to process 

the changes before applying them to the actual database. Basically, 

each database server has its own Web server and castway for 

communication with the other database server's Web server and 

castway that would process and synchronize the changes. 

4. DATABASE SYNCHRONIZATION 

TOOL 
While searching for the software tools that would enable the 

database synchronization, a few requirements were set: 

 The tool has to be able to synchronize data between 

databases and not only replicate them. 

 The tool has to synchronize data between relational databases. 

 The tool has to be able to synchronize data between 

databases which exist on different servers. 

 The tool has to be able to synchronize data between multiple 

(>2) databases. 

 The tool has to be able to synchronize data bidirectionally. 

These requirements are tied to the use case scenario where data 

had to be synchronized between multiple databases with same 

schema but from different servers. Figure 1 shows the basic idea 

what the data synchronization tool needs to be able to do: servers 

(clouds), each with its own database (cylinders), synchronizing 

the contents of the database with the other servers (dashed line) 

bidirectionally. 

 

Figure 1. Basic idea of the data synchronization tool’s 

requirements (author’s work). 

In total, two synchronization tools have been found: SymmetricDS 

and rubyrep. Table 1 shows the requirements those two tools meet. 

Table 1. Requirements fulfillment of the database 

synchronization tools. 

 Requirement 

Tool 1 2 3 4 5 

SymmetricDS Yes Yes Yes Yes Yes 

rubyrep Yes Yes Yes No Yes 
  

Because of rubyrep's lack of support for synchronization of more 

than two databases, SymmetricDS ends up being the best choice 

and is chosen as a database synchronization tool for the use case. 

5. USE CASE 
In this section, a use case scenario is described, and its suggested 

solution is explained upon. 

5.1 Scenario 
The company has several (more than 1) subsidiaries which use 

IoT systems for measurement and each subsidiary has its own 

relational database server for storing the measured data. The 

relational databases for every subsidiary have the same database 

schema (or database structure). 
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The company wants to create a master relational database with the 

same database schema as the subsidiary database. It would contain 

every data that exists and/or will be added, updated, or deleted 

from the subsidiary databases. Basically, every change to the 

contents of the subsidiaries databases needs to be synchronized 

with the master database, and only the master database. Also, the 

subsidiaries have their settings stored in the same database used to 

store the measured data. The request was made to make the 

synchronization bidirectional so the settings could be updated 

both from the master database and from the subsidiary database. 

Figure 2 shows the graphic representation of the use case scenario. 

 

Figure 2. The scenario (author’s work). 

5.2 Solution 
Solution for the described scenario is shown in Figure 3. The 

company and each subsidiary have their own servers hosting own 

relational DBMS (RDBMS). The databases must have the same 

database schema and take into consideration the first remark 

mentioned in section 5.3. Remarks. For the following explanation, 

the company‟s server and database will be called the 'master 

server' and the 'master database' respectively. 

An instance of a SymmetricDS server is started with a 

configuration which contains: 

 data required for it to access the participating databases 

(database server‟s URL, username, password, and database 

name) and register them (synchronization URL, registration 

URL, group ID to which the database belongs to, and its 

external ID), 

 data defining data synchronization behavior between the 

master and subsidiary databases. 

While the SymmetricDS is running, it periodically checks for 

changes in all of the registered databases. If there has been change 

in one of the subsidiary databases (e.g. IoT device stores the 

measured data), the change is pulled to the master database. If 

there has been a change in the master database (e.g. IoT settings 

have been changed), the change is pulled to corresponding 

subsidiary database. There is a remark in section 5.3. Remarks 

regarding why does the SymmetricDS 'pull' the data to 

synchronize them. 

In this solution, the SymmetricDS server serves as a type of 

proactive MOM: it checks for any changes in either master 

database or one of the subsidiary databases, processes the changes 

into an SQL query which is sent to the target database(s). 

One of the benefits of SymmetricDS is its placement flexibility. 

SymmetricDS can be installed and started on any server. For 

example, it could be placed on: (1) the master server where the 

master RDBMS is running, (2) a separate server within the 

company's local network, or (3) a separate server outside the 

company's local network. The first option would shorten the 

communication delay between the synchronization service and the 

master RDBMS. The second option would separate the 

responsibilities of the servers for easier maintenance. The third 

option would need a special reason for separating the 

SymmetricDS server from the company's network, e.g. delegating 

the maintenance of the synchronization service to the third-party. 

 

Figure 3. The solution (author’s work). 

5.3 Measuring the Duration of 

Synchronization 
The measurements between chosen databases are conducted. The 

synchronization tool measured in test cases is the SymmetricDS. 

The SymmetricDS is configured as instructed in their website2 and 

its engine configurations 3  contain only required properties. 

Following databases are chosen: Firebird, MySQL and 

PostgresSQL. These databases have been used while working on 

the described use case. The databases are addressed as master and 

slave which is referred to cloud and local database respectfully. 

Test cases (TC) are as follows: 

TC-1 – slave to master 

This scenario shows inserting data into the slave database, 

observing how SymmetricDS server responds to the changes in 

the aforementioned database, and viewing the result of the 

synchronization – data from slave database pulled into the master 

database. 

TC-2 – slaves to master 

Random data is inserted in multiple slave databases to simulate 

parallel synchronization. The result of the test case is that the data 

from all slaves is pulled into the master database. 

TC-3 – master to slaves 

Data is inserted into the master database, the test case shows how 

SymmetricDS server responds to the changes in the database, and 

the result of the synchronization is pulling data from master 

database into the slave databases. 

These test cases are ran with various number of rows being 

inserted into the particular database. Chosen quantities of rows are 

as follows: 500, 1000, 2500, and 5000 rows. Each TC is ran with 

three setups where the master and slave databases are 

implemented in: PostgresSQL, MySQL and Firebird. 

There is one attribute that will be measured: the synchronization 

time of SymmetricDS. 

                                                                 

2 Configuration: http://www.symmetricds.org/doc/3.10/html/user-

guide.html#_configuration  

3  Engine setup: http://www.symmetricds.org/doc/3.10/html/user-

guide.html#_node_properties_file  
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As help, a custom tool was written in programming language Java 

to assist in sending out SQL queries to the databases. The tool 

generates randomly generated data to be inserted into the desired 

table of the desired database. It is written as a command-line 

application that takes three command-line arguments:   

 the configuration files which contain the data needed to 

connect to the three different databases (DBMS, host address, 

database, username, and password),   

 the name of the table where the new rows will be inserted, 

and  

 the number of randomly generated to be inserted into the 

table.  

For each configuration file added for the first command-line 

argument a separate thread is started which generates, prepares, 

and executes the SQL queries which insert new rows of data for 

each database described in the configuration files. 

Each TC populates additional database with start time and finish 

time of the database synchronization. The times are related to the 

database which is being updated. For TC-1 and TC-2 these times 

are converted into durations by subtracting the finish time and the 

start time. However, the TC-3 is slightly different. The durations 

of TC-2‟s results are calculated by subtracting the latest finish 

time and the earliest start time which represent the beginning of 

first slave synchronization and the end of the last slave 

synchronization respectively. 

5.4 Analysis of Test Results 
Results of the measurements described in section 5.3 are 

presented here. Results of the test cases are grouped by number of 

rows inserted into initial database and that is why there are four 

tables – each table represents each quantity of rows inserted into 

initial database. Every test case synchronized single table. Tables 

shows the duration of synchronizing between master and slave 

databases. 

Synchronizing 500 rows is quite fast. The PostgresSQL database 

was the fastest and the Firebird database the slowest, which is 

visible in Table 2. Increasing the row quantity for 500 rows 

caused the PostgresSQL and Firebird databases lose some pace 

while the MySQL database still keep it the same, which is shown 

in Table 3. The title “the fastest” still holds PostgresSQL firmly 

and the title “the slowest” belongs to the Firebird database again.  

Table 2. Test case results when inserting 500 rows 

 Databases 

Test Cases PostgresSQL MySQL Firebird 

TC-1 0 s 10 s 20 s 

TC-2 0.54 s 10 s 20 s 

TC-3 13 s 18 s 48 s 

 

Table 3. Test case results when inserting 1000 rows 

 Databases 

Test Cases PostgresSQL MySQL Firebird 

TC-1 9.96 s 10 s 30 s 

TC-2 9.98 s 11 s 40 s 

TC-3 13 s 32 s 82 s 

The results in synchronization durations of inserting 2500 rows 

are presented in Table 4. The PostgresSQL and Firebird databases 

lost quite some pace, but the MySQL database still maintains the 

same performance except for the poor result of TC-2 with the 

duration 62 seconds. The title “the slowest” is still with its owner, 

but this time the MySQL database lost the victory because of the 

TC-3 and therefore, the title “the fastest” is still by the 

PostgresSQL database. The final attempt is running the test cases 

with double amount of previous quantity and its results are 

displayed in Table 5. The duration times went up as expected. 

This time, the PostgresSQL database is the fastest and the Firebird 

database is still the slowest.  

Table 4. Test case results when inserting 2500 rows 

 Databases 

Test Cases PostgresSQL MySQL Firebird 

TC-1 10.31 s 10 s 70 s 

TC-2 20.01 s 11 s 81 s 

TC-3 24 s 62 s 194 s 

Table 5. Test case results when inserting 5000 rows 

 Databases 

Test Cases PostgresSQL MySQL Firebird 

TC-1 20.42 s 30 s 150 s 

TC-2 29.99 s 30 s 161 s 

TC-3 38 s 120 s 390 s 

 In conclusion, the database synchronization duration is clearly 

dependent on the database performance. Therefore, the TC-3 lasts 

longer than other test cases because of the number of slave 

databases which has to be synchronized. The PostgresSQL 

database is meant to operate with Big Data so it shows better 

performance with higher number of rows. The PostgresSQL 

database is the fastest database overall. The slowest database is 

the Firebird database which shows its poor performance in 

comparison to other two databases.  

5.5 Weaknesses 
There are several weaknesses that need to be mentioned regarding 

the described architecture. 

One of the weaknesses is regarding changes to either the table 

structure or the database schema. If a table has its structure 

changed (e.g. a new column is added, existing column is changed 

or dropped, etc.), then the same change has to be carried out 

manually on all other participating databases. SymmetricDS does 

provide some command-line tools that message the 

synchronization server about the changes, but it still needs to be 

done manually. As for the changes in the database schema, if a 

table is created or dropped then only the synchronization behavior 

has to be updated to take into consideration the new table or take 

out of consideration the dropped table. The recommended steps 

are described in [9]. 

Another weakness lies with the connection data that SymmetricDS 

needs to read from and write to databases participating in the 

synchronization. If for some reason the database host address is 

changed, or the database user created for the SymmetricDS is 

altered in any way (e.g. username or password are changed, roles 

have been altered, etc.) then the same changes have to be applied 

to database configuration files on SymmetricDS’s end. This could 

end up being a major inconvenience. 

5.6 Remarks 
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There are five remarks that need to be mentioned for this use case 

regarding: (1) the way the data from the subsidiary databases can 

be differentiated in the master database, (2) the choice of the 

database management system, (3) how the SymmetricDS sets up 

its synchronization functionality, (4) if the SymmetricDS should 

'push' or 'pull' the changes, and (5) can the database workload be 

optimized with indexes. 

For the first remark, each subsidiary has its own data in the 

database, which could lead to the collision of the identity columns 

(primary keys) when the database tables are synchronized to the 

master database. To remedy this, the use of composite keys is 

suggested where: 

 One of the keys represents the identity of a row in the 

database table; 

 The other member of the keys represents the subsidiary, and 

its value would be specific for them. 

The second remark is tied to the list of database management 

systems which the SymmetricDS is able to work with. When 

implementing the suggested solution, one has to take into 

consideration which database management system is supported by 

the SymmetricDS. The software does support the popular DBMSs 

like PostgreSQL, MySQL, and Oracle's DBMS, but the company 

should be careful if it uses a less known DBMS. 

For the third remark, to set up its synchronization capabilities the 

SymmetricDS has to create its own set of tables and triggers in 

every database, which it uses to know how to synchronize the data 

database. 

For the fourth remark, the SymmetricDS has two ways of doing 

the synchronization: either by 'pushing' or 'pulling' the changes. 

When pulling the changes, the SymmetricDS periodically checks 

the then starts synchronizing the data if the changes have been 

made. When pushing the changes, the SymmetricDS instantly 

starts synchronizing the changes. However, there is catch with the 

push method: it only works if the changes are made by using the 

SymmetricDS's own SQL tool. If the change is made in any other 

way, like with the SQL query executed by the application, then 

the push method will be ineffective. 

Fifth remark answers the question if the database workloads can 

be optimized with the use of indexes. Indexes in RDBMSs are 

used to speed up the SELECT queries, and in some cases both 

UPDATE and DELETE queries. This is useful in databases where 

data is constantly read from. However, this paper describes a 

scenario where data is being constantly inserted into the databases. 

As mentioned in [10], indexes speed up queries, but they slow 

down modifications. Also, indexes would have to be rebuilt for 

every new data inserted into the database. In short, indexes for 

this type of system are more of a hindrance than a help.  

6. FUTURE WORK 
With the system that synchronizes and accumulates data into one 

point, it could be used as a starting point for the development of 

specialized cloud-computing services that would utilize the 

gathered data for analytics. As mentioned in [11], implementing 

cloud-computing would provide on-demand computing services to 

both first-party and third-party users. This could be implemented 

either as:  

 a software-as-a-service (SaaS) that could act as an assistant 

tool to the company and/or encapsulate the way data can be 

analyzed for first-party or third-party users, 

 a platform-as-a-service (PaaS) that would let first-party or 

third-party users have freedom in performing analysis on the 

data. or 

Also, the cloud-computing idea could also be left-out in the favor 

of making a data-as-a-service (DaaS) [12]. This would provide 

users even more flexibility in creating the way data could be 

analyzed. Optionally, at some cost. 
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