
USING VECTORIZED CALCULATIONS IN SCILAB TO IMPROVE 
PERFORMANCES OF INTERPRETED ENVIRONMENT 

M. Mikac1, M. Horvatić2, V. Mikac2 
1Inter-biz, Informatic Services (CROATIA) 

2University North (CROATIA) 

Abstract 
Free and open-source software for numerical computations, Scilab, can be used as a good alternative 
to commercial tools such as Matlab in an education environment. Other tools, some of them also being 
completely free, are available - for example GNU Octave. This paper focuses on Scilab due to our 
experience in providing it as a valid alternative to Matlab to our STEM students - most of our lab 
exercises (basic matrix calculus, simple data transfer simulation (bit channel simulation and similar), 
basic signal generation and processing) were solved in both Matlab and Scilab giving proper results in 
"real-time". Of course, due to the completely different nature of execution of programming languages 
included in those tools, slower execution and lower calculation performance is expected in Scilab (which 
is interpreted, in contrast to JIT compilation in Matlab). 

In this paper, possible improvement in Scilab execution performances is described, using so called 
vectorization approach. The paper includes some examples of both, the simple (slow) source code and 
the vectorization-based alternatives. Results showing the measured execution times are given, including 
the description of the measurement methodology. The results show that huge performance 
improvements can be achieved in some test cases. Of course, that may vary based on the problem 
being solved - it cannot be concluded that vectorization can be used on each and every problem - 
therefore, there will still be cases in which the performances will be impacted by the slow nature of 
interpretation-based execution. Some initial thoughts and measurements related to problem scalability 
and possible impact to the performance are also included prior to final conclusions. 

Keywords: Scilab, vectorization, performance, source code, execution. 

1 INTRODUCTION 
Specialized numerical calculation tools are often being used in different STEM fields, including the 
education processes. Among free and open-source computation tools, Scilab [1] is considered to be 
one of the most popular alternatives to commercially-licenced MATLAB® [2]. This paper focuses on the 
subject of improving performance in some calculation processes in Scilab. Since Scilab and its 
accompanying programming language represent a complete development and computation 
environment, it is possible to program custom applications and develop code for calculations of different 
kind. But, as the biggest drawback of Scilab (when compared to commercial tools, or most standard 
programming languages), its programming language interpretative nature can be considered. Lack of 
the ability to compile the programs written in Scilab makes its performance inferior to similar tools 
available (primarily, MATLAB®). Since the Scilab mathematical computation engine is based on matrix 
calculations, for certain types of calculations, the performance can be hugely improved by using the 
integrated, so-called, vectorization methods. In this paper, a few simple calculation test functions will be 
presented and implemented in Scilab using a dual approach – the first approach uses a clean standard 
programming principle based on usage of plain programmatic loops, while the second approach uses 
suggested, Scilab specific, vectorization mechanisms. The execution time of all implemented test 
functions will be measured and analysed. Obtained performance results will be presented and 
discussed. 

2 SCILAB PROGRAMMING 
The main idea of the specialized computation tools such as Scilab is to provide the engineers, students 
and other interested parties with powerful, extensible and simple features that can help them model and 
calculate general purpose and specialized processes. In addition to many libraries and “out-of-the-box” 
functions, Scilab offers the ability to create custom scripts and programs. As a matter of fact, a valid 
programming language supporting data manipulation, flow control structures, and other standard 
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language features is an integral part of Scilab. Basic programming tools such as a code editor (SciNotes) 
and an integrated debugger are also included in the Scilab development environment. 

This paper does not intend to teach Scilab programming. All the necessary information related to 
programming basics can be found in [3] and should not be considered a problem for any experienced 
programmer in any standard programming language. A few scripts used to implement certain 
calculations will be included in the paper, so that even the readers less familiar with programming can 
simply recreate the test on their own. 

2.1 Standard programming approach 
As in any other standard programming language, there are some basics involved – variables, flow 
control (loops and decision making), input/output operations, programming structures (functions), etc. 
As was already said, programming basics can be found in [3] and that is out of the scope of this paper. 

But, for the sake of clarity, let us explain the usual approach when working with a certain larger amount 
of data. Let us imagine the simplest possible task – calculating the sum of all the natural numbers from 
1 to 10.000 (or, making it universal, from 1 to N). Programmers will say – no problem, let me loop the 
numbers and add them to a temporary variable! On the other hand, a mathematician will say – no 
problem, I know the formula! So, how could that look like? Fig.1 shows a clean Scilab code that will get 
the result in the variable tmpS, using two standard loops available – for-loop and while-loop. Also, it 
shows the mathematician’s formula and corresponding Scilab code. Can you say what would be faster 
– calculating through the loop or using the mathematical formula? Indeed, the mathematical approach 
does not have any alternative, since it involves simple mathematical operations performed on variables. 
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 N = 10000; 
  
 tmpS = 0; 
 for i = 1:N 
    tmpS = tmpS +i;                                 
 end   

 N = 10000; 
 
 tmpS = 0; 
 i = 1; 
 while (i<=N) 
    tmpS = tmpS + i; 
    i = i + 1; 
 end 

 N = 10000; 
 
 tmpS = N * (N+1) / 2; 
 
 	

𝑡𝑚𝑝𝑆 = 	
𝑁(𝑁 + 1)

2  

 For-loop code While-loop code Math formula calculation 

Figure 1. Scilab for-loop and while-loop code, mathematical formula and implementation code 

Similar code with only minor changes (changing line 5 in for-loop and line 6 in while-loop to tmpS = 
tmpS + i*i or any other required formula) can be used to calculate the sum of squares (quadrates) or 
cubes of the first N natural numbers. Exact mathematical formulas can be found in [4], as an overview 
of contributions of Gauss and other famous mathematicians: 

-𝑖/
0

123

=
𝑁(𝑁 + 1)(2𝑁 + 1)

6  

-𝑖5
0

123

=
𝑁/(𝑁 + 1)/

4  

It can be expected that a STEM student with proper high-school education will be able to understand 
and implement all these calculation cases on their own.  

So, the calculus idea should be clear and understandable, producing the same results with all proposed 
implementation models. But, as always in performance analysis, it is not only important whether 
something is properly calculated, but also how fast (or how slow) it’s performed! Of course, the absolute 
time required to compute certain values using computers will depend on many factors – processing 
power, computer architecture, software tools used, etc. The relative ratio of estimated execution times 
can give some quantitative measures of the performance of different calculation approaches. Therefore, 
it is necessary to be familiar with methods of performance tracking (or, measuring the execution time) 
in a tool used to implement calculation scripts. The basic idea of execution time measurement in Scilab 
will be described in subsection 2.3.1. 
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2.2 Vectorization approach 
Specialized calculation tools and environments may propose more effective ways to perform 
calculations functionally similar to those described previously. That is especially the case in the 
environments allowing only interpretative execution of the user’s scripts, such as Scilab. Of course, there 
are no universal solutions that could cover all the imaginable calculations, but those available and 
suggested can improve performance in certain usage-cases.  

In a matrix-based environment, the previously described calculation of the sum of numbers, squares or 
cubes of the first N natural numbers, that was done using standard programming approach with loops, 
can be looked at and performed differently. The approach suggested in Scilab is called vectorization – 
it is suggested that matrix (vectors, as matrices with one dimension being equal to 1 – “rows” or 
“columns”) data handling is performed using integrated optimized functions or operators, instead of 
interpreted commands in the scripts. As a matter of fact, using the vectorization principles is a 
recommended way of working in Scilab, which may seem confusing for experienced standard language 
programmers.  

The idea that can be applied to previous computation examples is simple. Since natural numbers from 
1 to N are used in calculations, let us first define the matrix (vector) containing all the numbers from 1 
to N! Next, let us perform the required, element-based (each number in the vector) calculations. And, 
finally, let us use the optimized sum function for the vector used – it will perform the summation of all 
the elements, using optimized (compiled) methods instead of interpreted summation of variables as in 
lines 5 and 6 of previously given code in Fig. 1. Not to mention, using that approach, any loop usage will 
be avoided. 

Fig. 2 gives an example of how all three sum calculations can be performed using the vectorized 
approach. 
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 N = 10000; 
  
 tmpVect = 1:N;  
  
  
  
 tmpS = sum(tmpVect); 
  

 N = 10000; 
 
 tmpVect = 1:N; 
 tmpCalc = tmpVect.*tmpVect;  
  
  
 tmpS = sum(tmpCalc);  

 N = 10000; 
 
 tmpVect = 1:N; 
 tmpCalc = tmpVect.*tmpVect; 
 tmpCalc = tmpCalc.*tmpVect; 
 
 tmpS = sum(tmpCalc); 

 Sum of numbers Sum of squares Sum of cubes 

Figure 2. Scilab vectorization approach and summation of all resulting vector elements 

The command (actually, usage of a special Scilab colon (:) operator) tmpVect = 1:N in line 3 of given 
codes results in the fastest possible creation of a vector containing all the natural numbers from 1 to N. 
For example, if N=10, after the execution of that line, the tmpVect will be: 

tmpVect = [1 2 3 4 5 6 7 8 9 10] 

The integrated (and optimized) function sum will calculate the sum of all vector elements – meaning, 
sum(tmpVect) in line 7 will sum all values currently in the vector being used. It is important to notice that 
this function is not interpreted as the loops in Fig. 1 – instead, it just executes (using compiled, faster 
code) on certain data (vector or matrix) being sent as a parameter. 

Another important information related to Scilab is shown in lines 4 and 5 in Fig. 2 – it shows the syntax 
(operator .* as special multiplication operator used on matrices) which allows the user to perform 
element-based calculation (multiplication in this example) on a vector. STEM students should be familiar 
with matrix calculus and should know how regular math operations are performed (if possible) on 
matrices. This element-based multiplication simply multiplies the element in one vector with the 
corresponding element in another vector. Since the same vector is used (line 4), it actually calculates 
the square quadrates of the values in the initial tmpVect. After execution of line 4, tmpCalc, for example 
with N=10, will contain squares of the values from tmpVect: 

tmpCalc = [1 4 9 16 25 36 49 64 81 100] 

Finally, the same will be performed once more for calculating cubes – tmpCalc = tmpCalc.*tmpVect will 
multiply the values once more and result in tmpCalc containing the cubes of initial tmpVect elements: 

tmpCalc = [1 8 27 64 125 216 343 512 729 1000] 
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2.3 Program execution 
The Scilab program scripts can be executed from the Scilab console window or directly using available 
menu items in SciNotes editor. Prior to execution, the code is being analyzed and syntax-checked. If 
the code is correct, the execution starts. As already mentioned, Scilab does not provide code compilation 
which would translate the Scilab code to executable code, or, at least some intermediate bytecode – 
instead, it uses an interpretative approach – the code is interpreted and executed command-by-
command. That is, of course, something that hugely impacts the performance (execution speed) when 
compared with compiled code. 

When looking at 2.1 and 2.2, it can be expected that the vectorization approach may result in better 
performance since it consists of single complex functions implemented in the core of the Scilab engine. 
In order to check how the implementation approach influences the performance, the scripts have to be 
customized to measure the execution time. 

2.3.1 Performance tracking and measuring the execution time 
In order to get some quantitative measure of code performance, the simplest approach would be 
measuring the time required to complete the calculation. The Scilab programming language includes a 
few time-related functions, as described in official documentation in the “Time and Date” section [5]. The 
stopwatch functions tic() and toc() are proposed as the best approach for measuring execution time. 
Documentation suggests millisecond precision for those functions [5]. Another approach would be using 
the timer() function which relates to something called CPU time, and its precision is documented as 100 
nanosecond precision [5]. However, as seen in official documentation, the timer() function is not in 
relation to real-world time and actually represents a number related to the number of processor cycles 
used. This paper uses tic() and toc() functions when measuring execution time.  

The functions are quite simple to use. With tic() the programmer starts a stopwatch, includes some 
processing and, finally, reads the time passed using the function toc(). The time read is a floating-point 
number, showing the number of seconds with millisecond precision, elapsed from tic() execution.  

3 PERFORMANCE TESTS 
Our intention in this paper is not to test the Scilab when performing some usual matrix operations, but 
just the contrary – we wanted to see how it performs with standard operations which would usually be 
implemented in standard programming languages. Of course, when implementing such calculation 
functions, the vectorization approach was applied to get the best possible performances.  

In order to analyze the performance of different functions, two calculation groups were used. The first 
group included a different implementation of three calculation functions described in section 2 (sum of 
first N natural numbers, their squares, and cubes), which can be mathematically calculated as well. 
Another group of functions was implemented in order to analyze vector generation performance, with 
the addition of basic (sum, product, searching for minimum and maximum) operations on generated 
vectors. 

Clearly, the size of the problem directly correlates to the execution time. The implementation of all tests 
includes a basic parameterized approach – as in Fig. 1 and Fig. 2, the problem size (N – number of 
natural numbers in those examples) is predefined. Since the tests in the final program script are 
implemented as functions, the size of the problem has to be programmatically handled in order to 
provide as customizable script as possible. 

3.1 Simple calculation tests 
Each of the calculations described in section 2 was intentionally implemented using four different 
approaches: math formula calculation, for-loop implementation, while-loop implementation, and the 
vectorization approach. List of implemented functions, with function names and identifiers, including 
short descriptions is given in Table 1.  

Prior to generating a complete script covering all the results presented in this paper, a particular analysis 
of simple calculation tests was performed. The Table 2 shows results for N = 100.000, obtained when 
repeating each calculation in function 10 times – given values represent average execution time 
measured using tic and toc functions (CPU time with timer returned 0 for all math formula calculations, 
while tic/toc at least measured some time, but below the precision of a millisecond, as documented for 
tic/toc in [5] – values in the table are the same as obtained when executing the script, but it has to be 
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noted that documented precision could support only the first decimal digit). Even the vectorization 
approach average execution time is near the precision of a millisecond (since 10 repeated calculations 
were measured, we can talk about a 0.1 millisecond precision, theoretically). In addition to measured 
time, the relative ratio to vectorization approach is given – showing that the loop approach is at least 
104-194x slower than vectorization!   

Table 1. Simple calculation test functions - implementation approaches 

Name ID Description 

S1 - sum of first N natural numbers 
sumMath S1M Math formula calculation 
sumF S1F For-loop implementation  
sumW S1W While-loop implementation 
sumV S1V Vectorization approach 

S2 - sum of squares of first N natural numbers 
sumQuadMath S2M Math formula calculation 
sumQuadF S2F For-loop implementation  
sumQuadW S2W While-loop implementation 
sumQuadV S2V Vectorization approach 

S3 - sum of cubes of first N natural numbers 
sumCubeMath S3M Math formula calculation 
sumCubeF S3F For-loop implementation  
sumCubeW S3W While-loop implementation 
sumCubeV S3V Vectorization approach 

Table 2. Execution time (tic/toc results) for simple calculation functions, N=100.000, time in ms 

  Function ID S1 S2 S3 
Approach Time Ratio Time Ratio Time Ratio 

math (M) 0,004* 0,011 0,004* 0,010 0,004* 0,008 

for-loop (F) 36,646 104,405 68,936 175,857 94,667 194,388 

while-loop (W) 91,989 262,077 130,081 331,839 153,131 314,437 

vectorization (V) 0,351 1,000 0,392 1,000 0,487 1,000 

*cannot be considered precisely measured (documented toc precision supports only first decimal digit) 

Actually, the Table 2 depicts three important facts: 

1 Math formula calculation cannot be beaten by any programming technique, of course. 
2 Vectorization approach outperforms standard loop implementations. 
3 For-loop implementation in Scilab outperforms similar while-loop implementation. 

3.2 Vector generation and processing tests 
Another group of test functions was defined (Table 3) in order to check the influence of the vectorization 
approach to vector generation and data processing. The generation functions may include different kinds 
of specific vectors (or matrices) – we decided to generate vectors of certain size (N) with element values 
being randomly generated (using standard seed and uniform distribution). The data processing functions 
used for test purposes included summation of all the elements of a certain vector (vector is created prior 
processing, not as part of test function) and minimum and maximum element search. The complexity of 
both processing functions, P1 and P2, is simple O(N) and can be implemented using a single loop – 
but, while the summation includes some math operations, searching for the minimum and the maximum 
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involves decision making and our intention was to check how that influences performance in an 
interpreted environment. 

Table 3. Vector generation and processing functions – implementation approaches 

Name ID Description 

G1 - generation of random (uniform) vector 
randF G1F For-loop implementation  
randW G1W While-loop implementation 
randV G1V Vectorization approach 

P1 - sum of elements in given vector 
vSumF P1F For-loop implementation  
vSumW P1W While-loop implementation 
vSumV P1V Vectorization approach 

P2 - finding minimum and maximum element in given vector 
vMinMaxF P2F For-loop implementation  
vMinMaxW P2W While-loop implementation 
vMinMaxV P2V Vectorization approach 

All three approaches for generating vector with randomly generated elements are shown in Fig. 3 (for-
loop, while-loop, and vectorization approach). All approaches use Scilab’s rand() function – when used 
without any parameters, it results with a scalar value (random number between 0 and 1), but when used 
with parameters it creates (vectorization!) a vector or matrix of desired dimensions!  
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 N = 100000; 
  
 for i=1:N 
     X(i) = rand(); 
 end       
  
 

 N = 100000; 
 
 I = 1; 
 while (i<=N) 
     X(i) = rand(); 
     i = i + 1; 
 end       

 N = 100000; 
 
 X = rand(1,N) 

 For-loop While-loop Vectorization 

Figure 3. Random vector generation, G1, using Scilab loops and vectorized rand function 

Table 4 shows average execution times (based on repetitive (10x) execution of each generation test 
function, for each vector size, N) and relative ratios showing that the vectorization approach outperforms 
loop implementation quite significantly - 86-104x times faster than a for-loop variant. 

Table 4. Execution time for G1 functions - tic/toc results, time in ms 

  Function ID G1F G1W G1V 
Vector size Time Ratio Time Ratio Time Ratio 

N = 100.000 114,092 104,768 192,059 176,363 1,089 1,000 

N = 500.000 571,340 86,540 964,387 146,075 6,602 1,000 

P1 test function calculates the sum of all elements in the vector and is, in fact, quite similar to functions 
given in Fig. 1 and Fig. 2.  

P2 test function is used to find the minimum and the maximum element in the vector M using the for-
loop or the while-loop and using internal Scilab commands min() and max(). The source used for the 
implementation of the for-loop and the vectorization based P2 tests is depicted in Fig. 4. When using 
the for-loop, both the minimum and the maximum can be found using only one loop. When using internal 
vectorization Scilab function min() and max(), each is executed separately.  
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 Tmp = size(M);  
 N = Tmp(2);  
 minX = M(1);  
 maxX = M(1); 
 for i=2:N 
    if (M(i) < minX) then  
        minX = M(i);  
    end 
    if (M(i) > maxX) then  
        maxX = M(i);  
    end 
 end     

  minX = min(M); 
  maxX = max(M);   

 For-loop Vectorization 

Figure 4. Implementation of test functions P2 finding minimum and maximum in given vector 

Average execution time for processing functions P1 and P2 is shown in Table 5 – it can be seen, again, 
that the vectorization approach outperforms standard programming approach, with the ratio even higher 
than in previous calculation (S1-S3) and generation (G1) test functions (loop implementation more than 
580x slower for P1 and more than 380x slower for P2)! While-loop implementation is ignored and not 
depicted, since previous results show that for-loop executes faster than while-loop. 

Table 5. Execution time for P1 and P2 functions - tic/toc results, time in ms 

  Function ID P1F P1V P2F P2V 
Vector size Time Ratio Time Ratio Time Ratio Time Ratio 

N = 100.000 107,320 580,108 0,185 1,000 199,687 426,682 0,468 1,000 

N = 500.000 539,808 590,599 0,914 1,000 999,302 387,026 2,582 1,000 

Poor loop performances were, more or less, expected. When compared to calculation test functions, 
generation and data processing functions show much slower execution. Without any additional in-depth 
analysis, the only reason for slower execution we can identify in these functions would be accessing all 
the elements of the vector. But, that is out of the scope of this paper and was not explored. 

4 RESULTS 
The tests explained in the previous section could be executed one-by-one and the execution time results 
could be used to make a basic comparison. But, in order to avoid the influence (or at least to make it as 
small as possible) of external factors (current CPU state, memory management, other processes in 
background) to the results (execution time measurement), more complex methodology was used. 

The results are based on stopwatch timers (using tic() and toc() functions) – in addition to those values, 
relative ratio is calculated and normalized with vectorization approach results. All the tests were 
executed on a standard personal computer running Windows 10 64-bit operating system (Pro Education 
version 1903), Scilab 6.0.2. Hardware specifications: Intel i5-8265U processor, 8GB DDR4 SDRAM, 
256GB M.2 NVM.e disk drive. 

The subset of results was already presented and commented in section 3 – those results were obtained 
by a single test sequence execution and are valid for making some basic conclusions. However, the 
results given in this section tend to be more precise and obtained using a little different methodology. 

4.1 Methodology and automated script 
A Scilab script was written to semi-automate the process of measurements. Using it, all the tests were 
performed in 5 consecutive sequences (or any required number of series, defined by parameter 
Nexecution). For each sequence of the test, all calculation functions were called and executed 
repeatedly 10 times (defined by parameter Nrepetition). Using obtained measurements (total time of 10 
executions of each test function was measured), average execution time (in real-world time using tic/toc 
or in CPU time using timer) was calculated. All the results were saved to a formatted text file (one file 
for each test sequence) and analyzed using Microsoft Excel® or any similar spreadsheet calculator. 
Recorded time measurements were analyzed for all 5 sequences – but, in order to avoid “special cases”, 

2133



the best and the worst of 5 results for each test function were ignored, while for the rest of the 3 (three) 
results the average was calculated. 

The source showing the main loop of the script is given in Fig. 5. It depicts initial parameters defining 
the number of sequences (test series, Nexecution = 5) and the number of repetitions (Nrepetition) of 
each function test. For each sequence, a new file is created and filled with results. All the tests are done 
for, predefined, few problem sizes (vector NS). As shown in Fig. 5, the summation functions (all the 
functions relate to S1 calculation test) are called with a parameter defining the number of numbers 
(NS(i), where the variable/counter i loops through the vector NS) and with the number of repetitions.  

  Folder='C:\tmpSCI'; 
  Nexecution  = 5; 
  Nrepetition = 50; 
 
  // EXECUTION LOOP 
  for executor = 1:Nexecution 
     fname = mopen(Folder+'\SCE-INTED2020-r'+string(executor)+'.txt','wt');    
     
     NS = [10000, 50000, 100000, 500000, 1000000]; 
     NN = size(NS); Nc = NN(2); 
     mfprintf(fname, 'Repetitions=%d\n', Nrepetition); 
     mfprintf(fname, 'Function\tTotal\tAvg\tResult\n'); 
     for i = 1:Nc  
        [r,t] = sumF(NS(i), Nrepetition); 
        mfprintf(fname, 'sumF(%d)\t%f\t%f\t%f\n', NS(i), t(2), t(1), r(1)); 
        [r,t] = sumW(NS(i), Nrepetition); 
        mfprintf(fname, 'sumW(%d)\t%f\t%f\t%f\n', NS(i), t(2), t(1), r(1)); 
        [r,t] = sumMath(NS(i), Nrepetition); 
        mfprintf(fname, 'sumMath(%d,1)\t%f\t%f\t%f\n', NS(i), t(2), t(1), r(1)); 
        [r,t] = sumVect(NS(i), Nrepetition); 
        mfprintf(fname, 'sumVect(%d,1)\t%f\t%f\t%f\n', NS(i), t(2), t(1), r(1)); 
     end 
     mfprintf(fname, '\n'); 
     … 
     … 
     mclose(fname); 
  end 

Figure 5. Main test sequence loop of automated Scilab script 

Fig. 5 shows a call only to functions S1 (sumF, sumW, sumMath and sumVect). The same approach is 
used for executing all other test functions. Fig. 6 shows an example of function sumQuadW using the 
while-loop to calculate the sum of squares of all the natural numbers from 1 to N. It is just an example 
showing passed parameters and an idea of total time and average time calculation. 

  function [R, RT] = sumQuadW(N, rep) 
     T = 0; avgT = 0; 
     R = zeros(rep); RT = zeros(4);  
     tic();    // or timer() if using CPU time 
     for j = 1:rep 
        x = 0; i = 1; 
        while (i<=N) 
            x = x + i*i; 
            i = i + 1; 
        end         
        R(j) = x; 
     end 
     T = toc();    // or T = timer() if using CPU time 
     avgT = T/rep; 
     RT(1) = avgT; 
     RT(2) = T; 
  endfunction 

Figure 6. Implementation of sumQuadW test function 
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As the main loop suggests, there are two return vectors or matrices (R and RT). R will contain the 
summation result for each repetitive test (of course, all the sums will be the same, since the same 
calculation is performed), while RT contains only two values – the total measured time in RT(1) and the 
average time in RT(2).  

Execution time is measured using tic() and toc() functions, as described in 2.3.1. The variable T will 
contain the total time of execution of all rep repetitions. The value will be a floating point representing 
the number of seconds. Alternatively, the timer() function can be used in a similar manner to obtain total 
CPU processing time (as described in 2.3.1., the value obtained that way will not relate to real-world 
time). 

4.2 Obtained results 
After collecting and analysing the performance test results for the set (vector in Scilab) NS = [10000, 
50000, 100000, 500000, 1000000], Nexecution = 5 and Nrepetition = 10, Table 6 was created. Results 
for all test functions introduced in this paper (S1, S2, S3, G1, P1 and P2) are given for two basic 
implementations – the for-loop implementation and the vectorization-based implementation (since in 3.1 
and 3.2 it was concluded that math formula calculations can be done in “no-time” and that the while-
loop is outperformed by the for-loop in Scilab these two approaches were ignored). The results clearly 
show that programs and scripts using the vectorization approach perform much better. It can be 
concluded that a vectorized approach must be considered (if applicable, of course) when using Scilab. 
Therefore, it should be explained to the students and shown in practical labs – one of the approaches 
could be the one presented in this paper. 

All vectorization results were used to calculate the ratio for loop results (the upper number in the table 
cell contains the value equal to the average of measured time, in milliseconds, while the number below 
it, printed smaller, represents the ratio of loop result to vectorized result) – actually, that ratio value 
shows how many times the loop implementation is slower than the vectorization-based implementation). 

Table 6. Performance test results – for-loop and vectorization-based implementation, time in ms 

   Function ID S1 S2 S3 G1 P1 P2 

F 

N = 10.000 3,521 
96,9 

7,236 
177,9 

10,190 
202,4 

10,668 
99,7 

11,965 
527,9 

21,630 
403,0 

N = 50.000 17,362 
108,1 

36,383 
190,8 

50,827 
226,6 

53,334 
98,9 

58,853 
615,2 

108,219 
440,5 

N = 100.000 34,741 
110,9 

73,693 
181,1 

101,288 
225,4 

107,787 
96,9 

118,280 
632,5 

215,011 
439,4 

N = 500.000 178,212 
63,1 

370,735 
79,4 

509,630 
77,6 

539,401 
82,1 

594,231 
640,6 

1081,753 
456,1 

N = 1.000.000 348,735 
62,3 

737,373 
79,9 

1015,897 
77,8 

1085,757 
81,6 

1186,497 
629,1 

2164,146 
439,3 

V 

N = 10.000 0,036 0,041 0,050 0,107 0,023 0,053 
N = 50.000 0,161 0,191 0,224 0,539 0,096 0,246 
N = 100.000 0,313 0,407 0,449 1,113 0,187 0,489 
N = 500.000 2,825 4,671 6,563 6,571 0,928 2,372 
N = 1.000.000 5,598 9,226 13,055 13,307 1,886 4,927 

Fig. 7 is used to visualize the obtained ratio results shown in Table 6 – grouped by vector size, N, ratios 
of all test functions are put into perspective. It clearly shows that processing functions P1 and P2 in their 
loop implementation perform extremely slow (400-640x slower than vectorization), with ratio significantly 
higher than other test functions. Even though someone could characterize that as a big issue, when we 
check the absolute values in the Table 6, we can see that, for example, finding the minimum and the 
maximum element in one million elements vector takes around 2.1 seconds. In practice, especially when 
used for education purposes, that should not be considered as a great flaw. Of course, when instructed 
of the benefits of the usage of vectorization, students can improve the performance of their scripts 
enormously. 
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Another detail that can be seen from Fig. 7 and Table 6 is that calculation tests S1, S2 and S3, as well 
as the generation test G1 perform better for large vectors (half a million and million elements). Being 
limited with the paper size, that issue was not explored in-depth. 

 
Figure 7. Visualization of loop vs. vectorization ratio, all test functions and different vector sizes 

5 CONCLUSIONS 
The specialized numerical calculation tool, Scilab, is considered as one of the most popular free 
alternatives to the dominant commercial tool, Matlab®. Being almost fully compatible and rich with 
functions, its usage in the education process should be encouraged. This paper deals with performance 
issues that are easily identified in Scilab and all other interpretative programming environments. The 
fact is that the execution of a program script that is being interpreted cannot perform nearly as fast as a 
compiled program could. But, Scilab, as a highly specialized tool based on matrix calculations provides 
optimized internal functions that can be used in many real-world scenarios. The official documentation 
suggests the so-called vectorization approach whenever applicable, in order to achieve better execution 
performance. In the paper, the basics of the vectorization approach are shown, when applied as an 
alternative to a simple calculation script. In addition to source code examples, performance analysis is 
included and presented, including the details of the methodology used to measure and process 
execution times. The results prove expected facts – the Scilab programming language allows a standard 
programming approach, but that results in slower execution of interpreted scripts and slower 
performance of test functions. The vectorization approach, when applied properly, provides extreme 
performance improvements when compared to the standard programming approach. 
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