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Abstract 
In the last decade, or even longer, computer networking has been a field that cannot be overseen in 
technical and STEM education. While technological development and affordable prices brought powerful 
network devices to the end-user, all the networking principles are still based (and probably will remain 
so) on old protocols developed back in the ‘60s and the ‘70s of the twentieth century. Therefore, it can 
be expected that understanding the basics of networking principles is something that future engineers 
should be familiar with. 

The global network of today, the Internet, is based on a TCP/IP stack of protocols. That is the fact that 
is not to be changed - the most important change that seems to be predictable will be wider acceptance 
and usage of a newer version of Internet Protocol (IP) - IPv6 increases its adoption in the global network 
but it is still under 30%. Even though different modifications of certain transport (TCP, UDP) and network 
(IP) protocols appeared, essentially the basics are still based on old protocols and most of the network 
traffic is still using the good old TCP/IP stack. 

In order to explain the basic functional principles of today’s networks, different kinds of case studies in 
real-networks or emulated environments can be introduced to students. Among those, one of the case 
studies we use in our education is related to explaining, the so-called, IP fragmentation - the process 
that sometimes "automagically" appears in IP network protocol-based networks when certain constraints 
are met. The process of IP fragmentation in the "old" (but still dominant) IPv4 protocol used to influence 
main network nodes (routers) processing performances and was one of the processes that were 
completely redesigned in the newer, IPv6 protocol. Even though the IP fragmentation may not appear 
so frequently in networks of today (due to the convergence in edge-networks), the principles are worth 
explaining. 

In this paper, details of the IP fragmentation in an emulated testbed network will be covered, explaining 
all the important issues and visualizing the fragmentation process. To show improvements that the IPv6 
introduced, the same testbed network will be analysed when using IPv6, showing the process of 
avoiding multiple fragmentation in the network. All the facts and functionalities will be referenced to valid 
standards. For generating network traffic (IP packets that will be sent to the network) plain old ping tool 
will be used. The goal of the paper is to give an example of how such an important, but quite basic, 
phenomena in the network could be explained and introduced to students. 

Keywords: TCP/IP, IMUNES, network, IP fragmentation, MTU, ping. 

1 INTRODUCTION 
Currently, most of the computer networks are based on the TCP/IP network stack – the same 
communication protocols are used in a global network, the Internet, as well in private local networks. 
The network layer of the TCP/IP network model [1][2] uses Internet Protocol (IP) – simultaneously, two 
versions of the IP are being used – IPv4 and IPv6. IPv4 is an older protocol [3], defined back in 1970s 
and standardized in early 1980s, while IPv6 is much newer protocol proposed [4] in 1995 and 
standardized lately, in 2017 [5] (but still, it has been around for more than 20 years). IPv6 was introduced 
primarily as an improvement and solution of the most important issues identified in IPv4. At the time of 
writing this paper, global adoption statistics of IPv6 usage, as suggested by Google, shows that around 
30% of Internet traffic uses IPv6 [6]. The usage of IPv6 in private local networks is mostly not considered, 
but it is expected that IPv6 will continue to increase its share in the global network, especially with the 
introduction and wider acceptance of Internet of Things (IoT) technologies, fifth generation of mobile 
networks (5G) and new wireless solutions trying to get the share in certain IoT and mobile network 
usage-cases (WiFi6). When presenting and teaching the basics of computer networks to STEM students 
[7], IP is covered with certain important details – one of those is a subject of this paper – IP 
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fragmentation. The process of IP fragmentation in, still dominant, IPv4-based networks influences the 
network nodes’ performance (routers are spending their processing time on fragmentation instead of 
their main function – packet routing and forwarding) and was one of the processes that were completely 
redesigned in IPv6. Even though the IP fragmentation may not appear so frequently in networks of today 
(mostly, due to the convergence in edge-networks where different technologies tend to use network 
layer settings quite similar to those in backbone networks), the principles are worth explaining – this 
paper covers that with an in-depth explanation of our test case study. First, both IPv4 and IPv6 
fragmentation principles are theoretically presented and partially visualized for simpler understanding. 
Then, a simple test network and special settings (required in order to provoke a fragmentation) in our 
testbed environment will be described, together with an idea of performing emulation and traffic analysis. 
Obtained results will be interpreted and explained in the results section. It is worth mentioning that our 
education testbed environment [7] uses a freely available emulation tool, IMUNES [8] (Integrated 
Multiprotocol Network Emulator/ Simulator). 

2 IP FRAGMENTATION  
It is not easy to explain IP fragmentation in detail without at least some prerequisites from the basics of 
computer networking – partially, some short introductory materials can be found in [4]. The most 
important facts should be presented in this paper, to achieve some kind of completeness – however, 
standard documents [1] or other reference papers should be consulted, if needed. 

2.1 Prerequisites – TCP/IP reference model, encapsulation 
Network models are used when analyzing network functionalities and communication protocols. Usually, 
the network model (such as TCP/IP network stack or reference model) is visualized as a stack of layers, 
each layer including certain feature definitions and corresponding protocols. By definition, in a certain 
system (computing device or network node) only vertical communication is allowed between layers, 
which in turn results with a practical realization of the inter-layer communication using so-called traffic 
encapsulation. As depicted in Fig. 1, TCP/IP model consists of four layers – for each, main protocols 
are listed – for this paper, the most important is the network layer and its relation to the lower layer, the 
link layer. Fig. 1 also shows, on the right, the process of traffic (data) encapsulation – data obtained from 
the upper layer is encapsulated by a certain layer – the encapsulation basically includes copying data 
from the upper layer and adding new (management) information to it, usually in form of the so-called 
packet header. The example in Fig. 1 shows some application layer packet being encapsulated in the 
transport layer packet (TCP or UDP), the transport layer packet encapsulated to the IP packet on the 
network layer, and the IP packet finally being encapsulated to some physical (link) layer structure – for 
example Ethernet or WiFi frame.    

 
Figure 1. TCP/IP reference model and encapsulation example. 

To send data (data structure of the lowest layer, usually named frame – Ethernet frame, WiFi frame or 
similar) to the network, the frame is adapted (modulation and other physical processes required to adapt 
the digital signal to be sent to the media – ethernet cable, radio channel in wireless, etc.) and sent using 
some transmission media. 

But, there are some (protocol or standard-based) limitations that may appear. When analysing link-layer 
standards, each standard defines the minimum and the maximum length of the upper-layer data that 
can be encapsulated in the frame. The maximum length of the upper-layer data is defined using a 
parameter called maximum transfer unit (MTU). The MTU parameter is crucial for proper sending of 
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data to the network – upper-layer data (the network layer in TCP/IP stack) cannot be sent to the network 
if longer than MTU. This is the most important fact relating to the process of the IP fragmentation and 
must be remembered! The MTU varies for different link-layer technologies – it is defined in a number of 
octets – 1500 for Ethernet DIX, 1492 for IEEE 802.3 Ethernet, 2034 for IEEE 802.11 WLAN, etc. The IP 
standards also presume minimum MTU values (68 octets for IPv4 [3] and 1280 for IPv6 [5]). 

2.2 IP packet structure and generation 
As previously said, the MTU parameter of the link layer limits the maximum size of the upper layer 
packet. In TCP/IP stack, the layer above the link layer is the network layer and the corresponding data 
structure – IP packet. IP packet structure varies depending on IP protocol – for IPv4 protocol, it consists 
of an IPv4 header of minimum and usual length of 20 octets (up to 60 octets), while for IPv6 the header 
size is at least 40 octets. Even though it may not seem like that, IPv6 simplifies the header, decreasing 
the number of required management fields (but it is larger than IPv4 due to the fact that it includes two 
128-bit (16 octet) IPv6 addresses, in contrast to two 32-bit (4 octet) IPv4 addresses in the IPv4 header 
– the standard IPv6 header without any extensions includes 8 octets of management data, while the 
IPv4 header includes 12 octets of management data). Fig. 2 shows a structure of IPv4 and IPv6 headers, 
with corresponding management data fields. But, reduced header complexity in IPv6 requires the usage 
of additional headers – for fragmentation purposes additional fragment header extension is used. 

IPv4 datagram header 
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 

Version Header 
Length Type of Service Total Length 

Identification  D 
F 

M 
F Fragment Offset 

Time to Live (TTL) Protocol Header Checksum 

Source IP address (IPv4 – 32 bit) 

Destination IP address (IPv4 – 32 bit) 

Datagram data (e.g. ICMP packet, TCP segment…) 

IPv6 datagram header 
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 

Version Traffic Class Flow Label 

Payload Length Next Header Hop Limit 

Source IP address (IPv6 – 128 bit) 

Destination IP address (IPv6 – 128 bit) 

Extension headers + Datagram data (e.g. ICMP packet, TCP segment…) 

IPv6 fragment header extension 
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 

Next Header Reserved Fragment Offset  M 
F 

Identification 

Figure 2. IPv4 header structure, IPv6 header and fragment header extension structure. 

A certain network device generates an IP packet – usually, the device will be an end-user device 
(computer, laptop, cellphone, server) or specialized devices such as sensor devices or controllers. Other 
network devices usually forward the packets, with different functionalities, depending on the layer they 
work on. 

Of course, when generating the packet, all the management data in the header must be defined. The 
most important management fields important for IP fragmentation (as the subject of the paper) are 
depicted gray in IPv4 and IPv6 header and IPv6 fragment header extension – identification number (ID 
– 16-bit in IPv4 and 32-bit in IPv6 – when fragmented, the ID remains the same for all smaller packets 
– fragments), special flags (more fragments – MF, don’t fragment - DF), fragment offset (FO). FO is 
defined as a 13-bit value in 8-octet units, for both IPv4 and IPv6. DF flag is missing in IPv6, being 
unnecessary, since all the processing (fragmentation) is done only on the source device. 
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As depicted in Fig. 1, the IP packet generation will include an encapsulation process of data obtained 
from upper layers. When the IP packet is generated it is sent down to link-layer – encapsulation in the 
link-layer frame is performed. But, the most important is that the size of the IP packet doesn’t overcome 
the MTU defined for that certain link layer! To achieve that, the IP layer must have information of MTU 
for the lower layer – using that information, the IP layer will always generate the IP packet sized as 
required – smaller or equal to MTU! 

For the sake of clarity, it should be stated that, in addition to our simplified description, the transport 
layer protocols may prepare the data on edge devices according to another parameter similar to MTU, 
namely maximum segment size (MSS). This is something we will ignore in this paper and stay focused 
on IP packets (MSS doesn’t influence the main subject of the paper – the IP fragmentation, since routers 
work only on the IP layer).    

2.3 IP packet fragmentation 
As said, the IP packet that can be sent to the network has to be sized according to the protocol stack 
definitions – maximum packet size is limited by the MTU parameter of the used link-layer technology. 
When sent to the network, the packet starts its journey to the destination – it is forwarded at the link-
layer in local networks (using switches or similar devices) and routed and forwarded at the network layer 
(using routers) interconnecting local networks or public networks. 

The IPv4 fragmentation, by definition, appears when a certain packet cannot be forwarded by the router 
due its size – if the IP packet is longer than MTU of the network interface the router decided to be used 
for forwarding, it cannot be forwarded without being adapted – resized and split into more packets before 
sending to the network interface selected. The process of adapting the IP packet on the router before 
forwarding it to the interface with the MTU lower than the IP packet size is called fragmentation – it is, 
by definition, performed only on the router and it results in smaller packets called fragments. 

Fig. 3 symbolically shows how a certain, 1400 octets long, IP packet, is fragmented by router prior to 
entering the network with lower MTU (600 octets). As depicted, that will result in three packets 
(fragments FR1, FR2, and FR3) being sent to the destination interface. 

 
Figure 3. IP packet fragmentation concept. 

The details for each packet are also depicted in Fig. 3 – the total length, imaginary ID (the same ID0 for 
original packet arriving at route and for all generated fragments), TTL (by definition, the router must 
decrease TTL before forwarding the packet – meaning, if the original packet had TTL equal to X, 
resulting fragments will have TTL decreased to X-1), MF flag and FO field (fragment offset, showing the 
position of certain fragmented data in original packet content). 

Conceptually, the fragments are created so that each fragment is as long as possible. On Fig. 3 that is 
shown in the first two fragments of maximum length (equal to MTU). But, in practice that is not always 
possible – length of the content of the fragment must be divisible by 8, due to the definition of FO field!  

2.3.1 IPv4 fragment offset definition and interpretation 
To be as precise as possible, another notice relating to the Fragment Offset field in IPv4 must be given. 
As seen in Fig. 2, the FO management field is 13-bit long (maximum value of 8191). Since the total 
length of the packet is defined using 16 bits, theoretically there could be issues in defining offset for 
huge packets (practically we are limited by MTU which is usually much lower). That is why the IPv4 
protocol requires the FO field not to equal numerically exact offset value, but the value divided by 8. 
Also, that is why the length of fragments content must be divisible by 8. Following those requirements, 
the fragmentation concept shown in Fig. 3 has to be reconsidered and precisely visualized (Please, note 

upper layer structureIPH L(IP) = 1400, ID = ID0, MF = 0, FO = 0, TTL = X 

MTU = 600

  1400 octets  

  1380 octets    20    

first 580 octetsIPH

next 580 octetsIPH

220IPH

L(IP) = 600, ID = ID0, MF = 1, FO = 0, TTL = X-1 

L(IP) = 600, ID = ID0, MF = 1, FO = 72.5 (580), TTL = X-1 

L(IP) = 240, ID = ID0, MF = 0, FO = 145 (1160), TTL = X-1 

FR1

FR2

FR3
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underlined FO field value in FR2 – that is something that is not feasible, due to the definition of the FO 
field!). Fig. 4 shows the fragments that really appear after the fragmentation process. In contrast to Fig. 
3 where fragment content length of 580 is not divisible by 8 (following the inability of IPv4 to properly set 
the FO field), the fragmentation process in IPv4 will create the longest possible fragment, but with its 
content length obligatory divisible by 8 – in this case, instead of 580 octets, the content length is set to 
576 (producing the fragments of 596 octets of total length).  

 
Figure 4. IP packet fragmentation – precise visualization and exact length and fragment offset. 

If the packet from Fig. 3 and Fig. 4 should be fragmented for an MTU of 500 octets, both conceptual 
and exact visualization would be the same – the length of the fragment content would be divisible by 8 
(all resulting fragments with content lengths of 480, 480 and 440, all divisible by 8). 

2.3.2 Multiple IPv4 fragmentation 
How do generated fragments travel through the network? The same as any other IP packets – 
remember, the IP fragment is nothing else than an IP packet, it’s just called fragment because it was 
generated “automagically” by the router when required. So, each fragment will travel toward the 
destination, just like any other IP packet.  

That being said, what may happen if a packet – the fragment came to another router where a similar 
situation may appear – e.g. the MTU being even smaller than 600 octets as in Fig. 4? The fragmentation 
will be performed again, by the router, resulting in some fragments being even more fragmented! Fig. 5 
“continues” the example from Fig. 4 – three resulting fragments from Fig. 4 come to the router and need 
to be forwarded to the interface with, for example, MTU 300 octets. The fragments FR1 and FR2, being 
longer than 300 octets need to be fragmented again! Fragment FR3 is small enough and doesn’t need 
to be fragmented. Altogether, seven fragments will continue through the network. 

 
Figure 5. Multiple fragmentation example - IP fragment fragmentation. 

The appearance of multiple fragmentation, as in the example combining Fig. 4 and Fig. 5, can 
furthermore influence the performance of the router. Even though such events are not something 
happening often, the multiple fragmentation was considered a serious issue in the IPv4 network – the 
algorithms were introduced in order to avoid it (path MTU discovery algorithms, mainly trying to find the 
minimum MTU on path from source to destination, combining the DF field and ICMP error messages), 
but it was never included as an integral part of the IPv4 standard. On the other side, IPv6 includes such 
algorithms. When using those kinds of algorithms, multiple fragmentation can be avoided – the 
fragmentation is performed by the sender, having the information about the minimum MTU through the 
path to the destination – if the sender had the minimum MTU info, it would know that the packet should 
be generated (no fragmentation would occur) considering the smallest MTU (300) and routers shouldn’t 
fragment it at all.  

upper layer structureIPH L(IP) = 1400, ID = ID0, MF = 0, FO = 0, TTL = X 

MTU = 600

  1400 octets  

  1380 octets    20    

first 576 octetsIPH

next 576 octetsIPH

228IPH

L(IP) = 596, ID = ID0, MF = 1, FO = 0, TTL = X-1 

L(IP) = 596, ID = ID0, MF = 1, FO = 72 (576), TTL = X-1 

L(IP) = 248, ID = ID0, MF = 0, FO = 144 (1152), TTL = X-1 

FR1

FR2

FR3

MTU = 300

first 280IPH

280IPH

16IPH

L = 300, MF = 1, FO = 0, TTL = X-2 

first 576 octetsIPH next 576 octetsIPH 228IPH

L = 300, MF = 1, FO = 35 (280), TTL = X-2 

L = 36, MF = 1, FO = 70 (560), TTL = X-2 

280IPH

280IPH

16IPH

L = 300, MF = 1, FO = 74 (576), TTL = X-2 

L = 300, MF = 1, FO = 107 (856), TTL = X-2 

L = 36, MF = 1, FO = 142 (1136), TTL = X-2 

228IPH

L = 248, MF = 0, FO = 144 (1152), TTL = X-2 

(no fragmentation since L< MTU!)

FR11

FR12

FR13

FR1 FR2 FR3

FR21

FR22

FR23

FR3
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2.4 IPv6 and fragmentation 
The given example uses IPv4 packets and corresponding management fields – when using IPv6 TTL 
would be replaced by the Hop Limit field, while others remain the same. In general, the principle is the 
same. But, with a huge difference – in IPv6 the defragmentation may appear only at the source node, 
not on the routers. Another big difference is that the IPv6 standard defines the default minimum MTU 
on all IPv6 devices to be 1280 octets – by that, an end device can perform fragmentation with preferred 
MTU equal to 1280 and, by definition, that should allow proper packet transfer to destination. Another 
way of transferring packets to the destination, also included in the IPv6 standard, is the usage of the 
path minimum MTU discovery algorithm – in cases where minimum MTU on the path to the destination 
is larger than 1280 octets, that approach may improve performance. 

In order to implement fragmentation with IPv6, additional fragment header extension has to be added 
to the IPv6 header – the total length of the IPv6 header becomes 48 octets (40 octets of standard IPv6 
header and additional 8 octets of header extension, as already depicted in Fig. 2).  

2.5 IP packet defragmentation (fragment reassembly) 
The idea of network communication is simple – deliver the data to the destination in the same format 
and content as being sent! That is, of course, automatically handled by the equipment – interestingly, it 
is not the intention to complicate functionalities of network elements (switches, routers) with additional 
requirements – their functions must be kept as simple as possible – forward the data as fast and as 
“smart” you can, or inform the network and/or sender of an error. 

In previous subsections, the IP fragmentation process was described. The process is performed on 
routers in IPv4 (with multiple fragmentation possible) and source nodes in IPv6. After the fragmentation, 
the fragments are transferred toward the destination. In order to use the obtained data, if obtained via 
the fragments, the destination must perform the defragmentation process, also called fragment 
reassembly! The process is quite simple and logical, but, of course, the implementation must include 
some data caching and additional processing.  

Simply put, when reassembling, the fragments are identified, grouped (by ID) and cached in temporary 
memory – after that, a simple increment sort by the FO field is done and content parts of the packets 
are merged and sent to the upper layers. But, it must be noted that any undelivered fragment will result 
in other fragments of the same origin packet being ignored! 

3 TEST CASE NETWORK 
Based on the previously introduced theory, it is clear that the IP fragmentation appears in the network 
when an IP packet is larger than the MTU parameter of the subnetwork in which the packet is forwarded. 
Also, it is clear that the fragmentation can occur on routers only in IPv4 networks, and exclusively on 
the source device in IPv6.  

 
Figure 6. Test network visualized in testbed environment. 
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In order to detect and check all those situations, a test case network was defined – only two private 
networks (local area networks with a few end-devices connected to a switch, which is connected to a 
router) were included, interconnected by a network of four single-connected routers (there were no 
alternative routes between the source and the destination networks). The test network was set up and 
emulated in our IMUNES [5] based testbed environment. Visually, the network is shown in Fig. 6. Some 
additional visual elements were drawn, to depict the defined MTU in subnetworks – source network has 
the MTU set to 1500 for IPv4 and 2000 for IPv6, central routers intentionally narrow the MTU to 600 
(1600 in IPv6) and 300 (1300 in IPv6) (MTU values defined for IPv4 correspond to examples shown in 
Fig. 4 and Fig. 5 and described in subsection 2.3 – please, note that these values are used for testing 
and analysis purposes only and don’t conform to any presumed MTU values defined in standards). 
When testing and discussing IPv6 (section 3.2.2.) the MTUs were redefined, to comply to the strict IPv6 
MTU related requirements (the values are visually depicted in Fig. 6 but it must be noted that IMUNES 
uses the same MTU setting for both IPv4 and IPv6 environments, so that MTUs had to be redefined 
manually prior to executing the IPv6 experiment). 

The IMUNES allows simple configuration of all network elements. Among others, the MTU parameter 
for each router interface can be easily redefined (Fig. 7). 

 
Figure 7. IMUNES – configuring MTU for router interfaces. 

To perform the network analysis, certain traffic (data packets) must be generated – for that purpose the 
standard ping tool was used, with parameterized settings as described in the next subsection. The 
analysis itself is done on captured traffic using the integrated Wireshark network analyser [6].  

3.1 Traffic generation 
To generate IP packets on the source device, the standard ping shell command was used. It is a tool 
that implements ICMP Echo messaging [4] – it generates the IP packet with content equal to the ICMP 
packet (ICMP protocol is, according to the TCP/IP stack, encapsulated in IP). The tool named ping6 is 
also available, as the implementation that generates IPv6 packets.  

In addition to a destination address, ping can take different parameters (Unix) influencing the behaviour: 

- s (size) define the length (size) of ICMP packet content 
- c (count) define the number of repeated packets 
- t (TTL) define the initial value of TTL for the generated packet 

3.1.1 Generating an IP packet of a certain size 
The parameter -s is very useful and crucial for our tests, since it allows creating the ICMP packet with 
content of a certain size. How does that relate to the size (length, L) of the IP packet? Let us repeat – 
the ICMP packet is encapsulated in the IP packet (the ICMP packet becomes the content of the IP 
packet). We already said, in 2.2, that the default length of the IP header (IPH) is 20 octets. Being limited 
in size of the paper, ICMP was not discussed, but some basics can be found in [4]. An ICMP packet 
consists of the ICMP header (8 octets long, ICMPH) and the ICMP content. Since the parameter -s 
defines the size of ICMP content (let us denote it as X), we can conclude: 
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𝐿(𝐼𝑃𝑣4) = 𝐿(𝐼𝑃𝐻𝑣4) + 𝐿(𝐼𝐶𝑀𝑃) = 20 + 𝐿(𝐼𝐶𝑀𝑃) = 20 + 𝐿(𝐼𝐶𝑀𝑃𝐻) + 𝑋 = 20 + 8 + 𝑋 = 28 + 𝑋 

For example, if we want to generate an IP packet (Fig. 4) with a size of 1400 octets, we need to use the 
tool ping with parameter -s set to 1372. 

For ping6 and generating an IPv6 packet – the only difference would be in the length of headers – a 
usual IPv6 header is 40 octets long, while ICMP6 doesn’t change the header (8 octets). Therefore: 

𝐿(𝐼𝑃𝑣6) = 𝐿(𝐼𝑃𝐻𝑣6) + 𝐿(𝐼𝐶𝑀𝑃) = 40 + 𝐿(𝐼𝐶𝑀𝑃) = 40 + 𝐿(𝐼𝐶𝑀𝑃𝐻) + 𝑋 = 40 + 8 + 𝑋 = 48 + 𝑋 

So, when generating an IPv6 packet with a length of 1400 octets in our case study, ping6 should be 
used with parameter -s equal to 1352. 

3.2 Analysis and results 
The experiment for both IPv4 and IPv6 protocol was made using the same network (Fig. 6). On Source 
the traffic was generated using ping (when performing IPv4 exercise) or ping6 (when performing IPv6 
exercise). Even though the expectations are clear, based on the previously given theory, for both 
experiments the traffic was captured on all routers and on Destination and analysed afterwards. In the 
following subsections, the most important results are highlighted. 

3.2.1 IPv4 experiment 
The source node sends a single test IP packet 1400 octets long to the destination node – that packet is 
generated with the shell command ping -c 1 -s 1372 10.0.1.21. By starting Wireshark at all important 
interfaces, students can precisely check what is going on in the network – when related to fragmentation, 
Wireshark will make special remarks on fragmented packets (Fig. 8).  

 
Figure 8. Wireshark showing the list of captured fragments on the destination node. 

 
Figure 9. Wireshark interpreting the fragments and visualizing the reassembly (defragmentation). 
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During the analysis, it can be easily seen that router1 receives a single, 1400 octets long, packet from 
the Source and forwards it. At router2 (students can check both eth0 and eth1 interfaces to see the 
difference – the single packet is received at eth0, but eth1 shows fragments!) the first fragmentation 
process is performed and three resulting packets (with the same characteristics as shown in Fig. 4) can 
be detected. Similarly, at router3 three fragments enter through the eth0 interface, but the second 
fragmentation is performed, resulting in a total of seven fragments on the eth1 interface! All management 
fields and data structures can be analysed using Wireshark, on bit-basis if necessary! Wireshark will 
interpret the captured fragments and provide additional information – Fig. 9 shows reassembly of the 
captured fragments. 

3.2.2 IPv6 experiment 
As already explained, prior to performing the IPv6 experiment, the MTUs have to be manually redefined. 
After that, an IPv6 packet 1400 octets long can be generated and sent using ping6 -c 1 -s 1352 
fc00:1::21.  

By capturing data on router1 (or even on Source), another important fact about IPv6 fragmentation 
can be noticed – the source node (responsible for fragmentation in IPv6) will, by ping6 default 
behaviour, fragment the data by using predefined MTU set to 1280 – this will actually lead to 
avoidance of activation of the minimum path MTU discovery algorithms, since all networks must 
provide an MTU of at least 1280 octets when using IPv6!  Fig. 10 shows that example – two fragments 
were generated – the first fragment with a total length of 1280 octets (1232 - content, 40 - IPv6 header 
and 8 - fragmentation extension header), being able to be transferred with MTU 1280. The second 
fragment has a total length of 176 octets (128 - rest of the content (1360-1232), 40 - IPv6 header and 
8 - extension header). 

 
Figure 10. Standard ping6 behaviour – fragmentation with presumed MTU of 1280 octets. 

The tool ping6 can be set up to work differently and to allow us to additionally analyse IPv6 functional 
principles. With parameter -D (disable) any kind of fragmentation can be disabled – by that, the original 
packet will be sent to the network, but the first router with an MTU lower than the size of the IPv6 packet 
will report the “Packet too big” ICMP error message and decline packet forwarding (even though MTU 
being equal or larger than the required minimum of 1280, router3 with MTU 1300 in our example will 
report the error).  

Another way to make fragmentation work properly is to activate usage of the path minimum MTU 
discovery algorithm – that is done by using the -m parameter. By that, ping6 will get information about 
the minimum MTU on path (1300 in our example) and start fragmentation considering it – in our example, 
the first IP fragment will be of size 1296 (remember that the FO in IPv6 is also a 13-bit value, as explained 
in subsection 2.3.1). Fig. 11 shows results of the ping6 -m usage in our experiment.   
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Figure 11. Path minimum MTU - ping6 behaviour – fragmentation with minimum MTU of 1300 octets. 

4 CONCLUSIONS 
The IP fragmentation process is an interesting phenomenon that can be quite simply analysed in a 
testbed environment. It is performed on network routers in IPv4 and can (especially when multiple 
fragmentation appears) decrease router performance. However, in IPv6 fragmentation is completely 
avoided on routers, allowing only end devices to perform fragmentation if necessary. IPv6 “complicates” 
the thing with the inclusion of the minimum MTU discovery algorithm and increased minimum MTU 
requirement. This paper gave an overview of the IP fragmentation and suggested a case study approach 
that can be introduced to students. All the theoretical background is given in as short as possible form, 
with theoretical and numerical examples that were finally tested and confirmed in a testbed environment. 
A practical approach for student exercise was also described in detail, with emphasis on ping and ping6 
commands and their usage in IP fragmentation exercises. 
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