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Abstract—This paper explores a heterogeneous, open source,
RISC-V based platform, called PULP (Parallel Ultra-Low-Power
Processing Platform) with customizable MAC (multiply and
accumulate) accelerator for neural network acceleration on edge
computing devices with low power and performance-limited
resources. To address the performance and power constraints
we propose binarized implementation of a neural network ac-
celerator. We show that binarized implementation is faster than
the fixed-point accelerated implementation, albeit with some loss
in precision, but still applicable to most of the use cases in edge
computing.

Index Terms—deep learning, RISC-V ISA, multilayer percep-
tron, binarized neural networks, FPGA, accelerator, heteroge-
neous architecture

I. INTRODUCTION

After the theoretical groundwork on the subject of neural
networks was laid down by Bain [1] and James [2] in the late
19th century, there was a lot of progress made in understanding
and modeling them on a computer [3]–[8]. However, in
1969 Minsky and Papert [9] encountered two key issues that
hindered further progress: single-layer neural networks could
not simulate the exclusive-or circuit (later to be solved by
backpropagation [10]) and computers at the time did not have
enough processing power to handle large neural networks.

To be of practical use and be able to approximate useful
functions, neural networks need to be large, requiring consid-
erable computing resources [11]. Simulating such networks
on a von Neumann architecture requires storing millions
of connections, consuming considerable amounts of memory
and storage. Propagating signals through those connections
and simulated neurons requires a lot CPU processing. The
renaissance of neural network research in the 21st century hap-
pened largely because of advances in computing capabilities
in the late 20th and early 21st century [12]. For deep learning
applications, computing power has increased exponentially,
allowing deep network training in a practical amount of time,
e.g. days instead of months [11].

The use of dedicated, application-specific chips can fur-
ther increase neural network training performance and reduce
power consumption, when compared to general purpose units
such as a CPU and a GPU. The non-von-Neumann architecture
of such a chip implements a neural network directly in its

digital logic. Google, for example, developed a neural network
accelerator in-house, called the Tensor Processing Unit [13].
There are many such neural-network-specific logic designs and
a common stepping-stone in developing neural network ASICs
is designing them for an FPGAs first [14].

This paper demonstrates our efforts in implementing a
neural network accelerator on a heterogeneous, open source,
RISC-V based platform, called PULP (Parallel Ultra-Low-
Power Processing Platform) which features generic and cus-
tomizable MAC accelerator. A higly optimized, CPU–only
implementation of a neural network is compared to a fixed-
point accelerated implementation and a binarized accelerated
implementation. Although our preliminary results showed that
CPU–based implementation was the fastest one, we demon-
strate that accelerated implementation demonstrate higher scal-
ability and are more suitable for low–power and constrained
edge computing scenarios with inference phase as the target
for optimization. We also demonstrate that the binarized accel-
erated implementation is faster than the fixed-point accelerated
implementation, albeit with some loss in precision, but still
good and acceptable generalization for a range of use cases in
edge computing.

A. RISC-V and the PULP Platform

The RISC-V ISA started being developed in 2010 at
the University of California, Berkley as an academic re-
search project. Since then, many volunteers from industry and
academia alike have contributed to the project. The RISC-V
ISA is open and, as the name suggests, based on the RISC
(Reduced Instruction Set Computing) principles. Unlike other
most popular ISAs, RISC-V is BSD-licensed, allowing it to
be used, designed, manufactured or sold as physical chips or
software without adverse terms or fees [15].

The RISC-V ISA is designed with real-world implemen-
tations in mind, while avoiding architecting for a specific
purpose or style, thus it is a modular and extensible load/store
architecture [15], [16]. The base set for any RISC-V CPU is
the Base Integer Instruction Set, denoted as ”RVXI”, where
X is any of 32, 64 or 128, noting the register size in the
number of bits. An ”E” instead of an ”I” denotes a reduced
variant for embedded applications. That base is enough to
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Fig. 1. Architecture of the PULPissimo microcontroller.

make a simplified general purpose computer. Many standard
extensions already exist addressing various aspects of modern
ISA such as atomic execution, bit manipulation, compressed
instruction sets and vector operations. More information on the
specific details of the RISC-V ISA is available in the manual
[16].

Custom, non-standard RISC-V extensions are also feasible,
for various kinds of periphery, accelerators, DSP, ASICs and
others, creating a heterogeneous platform, such as the PULP,
which was started in 2013 by ETH Zürich and University
of Bologna to research new and efficient architectures for
ultra-low-power computing. Implementations of the RISC-V
cores used in PULP are open source, along with PULP’s
peripherals [17]. Although not primarily targeted for FPGA
implementations, but silicon instead, it has been ported to
it. The several RISC-V cores that have been developed for
the platform are: RI5CY (4-stage 32–bit operations, optional
floating–point suport, integer multiplication, DSP operations,
hardware loops, SIMD, bit manipulation and post increment
instruction extensions), Zero-riscy (2-stage, area-optimized,
32–bit integer suport, integer multiplication, compressed in-
structions), Micro-riscy (2-stage, reduced 32–bit integer sup-
port, compressed instructions), Ariane (6-stage, 64–bit integer
support, integer multiplication, compressed instruction, full
Linux support). Developed peripherals include, but are not
limited to, custom accelerators, AXI interconnects, DMA
engines, GPIO, SPI, and JTAG. The complete, simple micro-
controller system is called PULPino and the more advanced
one is PULPissimo [18]. Fig. 1 shows the block diagram of
PULPissimo heterogeneous system that we used for evaluating
our research.

B. Multilayer Perceptron MLP

The perceptron is an algorithm for machine learning of
binary classifiers – functions that decide whether an input
belongs to a class. Its input is a vector of numbers, repre-
senting features of an input sample, which are combined with
weights to get the output classification [8], [19]. An important
differentiation of perceptrons stems from the number of layers:

MLP or Multilayer Perceptron differs from a Single Layer
Perceptron SLP by having multiple layers: input, hidden and
output layer. The most basic MLP has a single hidden layer, as
shown in Fig. 2. One input sample is usually a vector (all the
xis from the Fig. 2), thus multiple inputs – or multiple outputs
– can be represented with a matrix Xl. Similarly, biases can
be represented with a matrix Bl and weights with a matrix
Wl, where l is the layer corresponding to those biases and
weights. Perceptron equation becomes:

Yl = act(Bl + WlYl−1) = act(W’lY’l−1), (1)

where act() denotes activation function, and the rightmost
equation is a condensed equivalent with Y0 = X, and W’l and
Y’l are the matrices which include the bias and the constant 1
input. There are many different activation functions that have
been researched, for example identity, sigmoids, binary step,
soft step, hyperbolic tangent, inverse tangent, rectified linear
unit, sinc, etc. and their many variants [20]. It has been shown
that an MLP is a universal function approximator [21], but to
approximate a function, the weights W and biases B need to
be set to certain value, and the process of finding those values
is called learning, or training a neural network.

Fig. 2. An example of a multilayer perceptron. [22]

A generalization of the least mean squares algorithm, called
backpropagation, is used to teach an MLP. An error in the ith

output data point is represneted by ei = ŷi − yi, where ŷi is
the achieved output and yi is the desired output. Therefore,
the mean squares error of the entire output is

ε =
1

N

∑
N

e2i . (2)

Gradient descent is used to optimize – minimize – the error
function of the entire output, thus the change of each weight
is given by

∆wij = −η δε
δvj

ŷi,

where η is the learning rate that ensures convergence without
excessive oscillations. The derivative of the error function,
which depends on the local field, can be simplified as

− δε

δvj
= act′(vj) ej .
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In the case of hidden nodes, the derivative is a bit different

− δε

δvj
= act′(vj)

∑
k

− δε

δvk
wkj ,

where it is seen that a change in weights of the nth layer
depends on the change in weights of the (n + 1)th layer,
namely the next layer.

The weights, biases and the learning rate is most often a real
number, represented by single-precision or double-precision
floating-point numbers in a computer. Other representations,
without the loss in generalization, are possible and will be
used in this paper [23]–[26].

C. Binarized Multilayer Perceptron

Despite the continuous research and progress in neural
network theory, there are still many things that are not fully
understood about them [27], [28]. For example, the learning
rate η is often chosen empirically. Similarly, the idea behind
binarization is always the same, but the methods of achieving
it differ, as evidenced by some of the previous work [23]–[26].
The core idea of a bitwise/binary neural network is to eliminate
the use of floating-point numbers and reduce them to single
bits. Each neuron would, instead of outputting a floating-point
number, output just a bit, 0 or 1, which represent the values
1 and -1, respectively. In modern computers it is much faster
to perform a bitwise operation (such as a XOR) than it is
to multiply two floating-point numbers. The required circutry
and power consumption is, thus, also reduced. Additionally, a
single-precision floating-point number is stored in 32 bits – the
same size that can store 32 single-bit numbers, so it is evident
that binarized/binary/bitwise neural networks would consume
significantly less storage space.

The approach to training a binarized MLP that was used
in this paper was to leave the backpropagation algorithm
unchanged. During training, all the weights and biases would
remain as floats. Actual binarization of the MLP was achieved
by augmenting the forward pass with a sign functions, defined
as sign(x) = 1 if x >= 0, else − 1. Whenever a weight,
a bias or the previous layer’s output was accessed during the
forward pass, it would be taken through the sign function
first, but without actually changing the stored value. That way,
multiplication always uses factors of 1 and −1, simplifying the
needed arithmatic in a computer. If a −1 is represented with
the bit 1, and 1 represented with the bit 0, multiplication can
be simplified to bitwise XOR (⊕) operations, which are faster
than floating-point multiplication. Evidently, X ⊕ 1 = −X
and X⊕0 = X , same as the results achieved when ”⊕1” and
”⊕0” is replaced with ”×(−1)” and ”×1”, respectively.

Another important matter is the discretization of the input
values. A naive idea would be using the binary representation
of a fixed-point variant of a real number scaled by a factor, but
such discretization failed to produce a meaningful MLP model.
The discretization method that did produce a meaningful
model was quantifying a real number to a certain number of
set bits, leaving other bits unset, for a total of N bits. The
more bits were set, the larger the input number, conveying the

information of the number’s magnitude in a very simple way.
Number of bits to set bc s for a real number x was determined
by the relation

bc s(x) = b x−min
max′ −min

× (N + 1)c, (3)

where min is the lowest possible value of x and max′ is
the highest possible value of x, plus a small value δ, such
that δ << max. Therefore, max′ = max + δ. Using max′

in Equation 3, instead of max, is a programmatic detail that
enables providing inclusive values of min and max as input
to the discretization function, avoiding the impossible case of
trying to set N + 1 bits, out of N bits, when x = max.

The binarizing adaptations made to a generic MLP assume
that the network will be trained only once, on a more powerful
computer than the ones implementing the low-power PULP.
Not having the backpropagation algorithm binarized, therefore,
is not an issue. In practice, training happens during research
and modeling, and once the model is deployed to various
devices, only forward propagation is used to achieve the
desired application – and that is the part that our binarization
method optimizes for.

II. MLP IMPLMEENTATION ON THE PULPISSIMO

PULPissimo’s block diagram is shown on Fig. 1. It can be
configured to use either the RI5CY or the zero-riscy core. The
system includes autonomous I/O subsystem, called µ–DMA
[29], a memory subsystem, and, most relevant to our research,
the support for custom Hhardware processing engines or ac-
celerators (HWPEs). In addition, it features a simple interrupt
controller, various peripherals and well–developed and usable
SDK support [30]. By default, PULPissimo is configured to
use zero-riscy as its core, which was used for the purposes
of this paper too. It is an in-order, single-issue, 2 pipeline
stage core with full RV32I and RV32C support and optional
RV32M and RV32E support, targeted for ultra-low-power and
ultra-low-area ASIC designs [31].

HWPE block demonstrates the ability to integrate varous
accelerators (Fig. 1). An exemplar MAC accelerator operating
on a vector of fixed-point values is included and used in
this paper. We have modified provided MAC engine for the
binarized MLP implementation in our work. The example
MAC engine represent initial efforts in demonstrating the
inclusion of accelerator engines in heterogeneous systems,
and therefore is not meant to be very efficient nor powerful.
However, it will fulfill the purpose of demonstrating the points
made in this paper. It supports two modes: 32–bit fixed–
point vector multiplication, and 32–bit fixed–point dot product
combined with vector addition.

HWPE as a building block of heterogeneous PULP–based
system with RISC-V ISA cores is meant to provide a specific–
purpose, memory-coupled accelerator infrastructure aiming to
increase performance and energy efficiency in specific tasks.
Unlike in other common accelerator architectures, HWPEs do
not need a DMA for I/O handling, but access memory directly,
same as the cores, enabling existing and widely accepted
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Fig. 3. An example architecture of a HWPE.

programming models. They are designed for simple use, so
that only a few pointers and parameters need to be exchanged
before HWPE use. An example HWPE architecture is shown
in Fig. 3. Memory is accessed using the TCDM (Tightly
Coupled Data Memory) protocol, same as the DMA and the
cores, and then the data is adapted to the simpler HWPE-
Stream protocol, used internally by the accelerator engine.
An extension of the TCDM protocol, called PERIPH, is used
to control the HWPE, similiar to other peripheral devices
in PULPissimo.A microcode processor is included, that can
execute the main calculation block of an accelerator in a loop.
By default, six static nested loops are supported, and four R/W
and twelve R/O registers can be used. In tests and benchmarks
for this paper, the default microcode for iterating over the
provided vectors is used, as there was no need to change its
function, other than setting appropriate registers for the loop
count [30].

A. Fixed–Point MLP Implementation

For research purposes, we used a simple MLP with three
nodes in the single hidden layer and one output node. Nonethe-
less, all principles shown apply equally well for much larger
networks. Dataset that the network was trained on were two
interleaving half-circles, generated by Scikit make_moons
function [32]. Each datapoint in the generated dataset is a
point in a 2D plane that belongs to one of two moons. The
input to the network are two real numbers, representing the x
and y coordinates in a 2D plane. The output is a real number,
indicating which moon the datapoint belongs to through its
sign. We used the PyTorch framework [33] to train the model
and then use the trained parameters in PULPissimo system
used in inference phase. Algorithm 1 shows how the data is
arranged in the MAC input arrays. The w0 array contains three
flattened pairs of weights: one pair for each of the three hidden
layer nodes and b0 holds their biases. w1 and b1 hold the
same kind of information for the output layer. The X array
contains 300 flattened pairs of coordinates as the dataset and
the Y array, while not entirely necessary, holds 300 expected
signs as the classification output of the MLP. The first loop
copies an input coordinate pair into three successive a array
element pairs because there are three hidden layer nodes that
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Fig. 4. Compute diagram of the fixed-point MLP implementation. Every
rectangle is a 32 bit integer.

use the same input. The second loop copies the hidden layer’s
weights into the other MAC input array, b. The third loop
prepares the hidden layer’s biases in array c, one bias for
each coordinate pair or for each hidden layer’s node. Compute
diagram of the fixed–point MLP is shown in Figure 4.

Algorithm 1 HWME input array setup.
for(int i = 0; i < X_LEN; ++i) {
a[i * W0_DIM * IN_DIM + 0] = X[i * IN_DIM + 0];
a[i * W0_DIM * IN_DIM + 1] = X[i * IN_DIM + 1];
a[i * W0_DIM * IN_DIM + 2] = X[i * IN_DIM + 0];
a[i * W0_DIM * IN_DIM + 3] = X[i * IN_DIM + 1];
a[i * W0_DIM * IN_DIM + 4] = X[i * IN_DIM + 0];
a[i * W0_DIM * IN_DIM + 5] = X[i * IN_DIM + 1];
}
for(int i = 0; i < X_LEN; ++i) {
b[i * W0_DIM * IN_DIM + 0] = w0[0];
b[i * W0_DIM * IN_DIM + 1] = w0[1];
b[i * W0_DIM * IN_DIM + 2] = w0[2];
b[i * W0_DIM * IN_DIM + 3] = w0[3];
b[i * W0_DIM * IN_DIM + 4] = w0[4];
b[i * W0_DIM * IN_DIM + 5] = w0[5];
}
for(int i = 0; i < X_LEN; ++i) {
c[i * W0_DIM + 0] = b0[0];
c[i * W0_DIM + 1] = b0[1];
c[i * W0_DIM + 2] = b0[2];
}

B. Binarized MLP Implementation

Several changes were necessary at the RTL level and the
HWME client code to implement the binarized MLP. Most
notably, we replaced the multiplication with XOR operation.
The result of multiplication/exclusive or is latched into a
register together with the accumulation part of the MAC
engine too, which is the summation part in a linear node. In the
binary version, it is performed as bit counting and comparison
to an integer to determine whether there is more ones or more
zeros in a binary number. Since there is no scaling/shifting
in the binary version, the register holding the shift amount is
reused to store the threshold value, essentially set to half of
the number of total bits that get accumulated. If the count of
ones is higher than half of the total number of bits that make it
into the count, then the code knows there’s more of ones and
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sets a one as the accumulation result. Our implementation uses
seven bits to represent each coordinate, meaning that a total
of four coordinates fit in a single 32 bit value. The remaining
four bits can be used for the bias value, which, in this case,
adds one count to the number of ones or zeros. There is one
bias value for each input pair of coordinates, thus two bits (24
and 8) are ignored in the accumulation block.

The binarized version of the accumulation step packs the
results of previous calculations so that the bits are not sparse
and are ready for the next MLP layer, same as they were at
the start of the current layer’s computation. We also merge the
bias into the summation/accumulation, so the mode selection
is a switch for the final packing, before the results are output.

The most notable difference in the binarized model is that
the binary weights and biases are not used directly, but are
packed in 32 bit values to better utilize the computational
resources of the accelerator. The input values are taken through
a discretization function. It is assumed that the input type,
input range and bitcount are known ahead of time, thus the
minimum and maximum values are hardcoded. Since floating-
point arithmetic tends to be slower than integer arithmetic,
a fixed-point variant is benchmarked and compared, with the
scale factor set to the same value as in the fixed-point MLP
implementation.

Compute diagram of the binarized MLP is shown in Fig. 5.
For the output layer computation, the a array again becomes
the output array. Packed weights are set up in array b and the
packed results from the previous layers are slightly adjusted
in d. Iteration count, array lengths and stride lengths are all
divided by three due to the different count of nodes in the layer.
Threshold count is changed to three and no result packing is
required.

III. BENCHMARKING AND RESULTS

We benchmarked our MLP implementations for PULPis-
simo in the Modelsim simulator. The units of the measured
time are microseconds. The simulation runs were determin-
istic and always produced the same numbers. For our MLP
implementations, we show two numbers: total runtime and
MAC engine runtime (where applicable), as seen in Table I
for 300-points dataset, and in Table II. We experiment with
both floating–point and fixed–point implementations.

Fixed-point arithmetic is supported in hardware in the zero-
riscy core, unlike floating-point arithmetic, thus the fixed-point
MLP without HWME showed great results because of the
simplistic implementation of the MLP and because of the
avoidance of moving data from RISC-V CPU to HWME. The
runtime of HWME variant fixed-point MLP is slightly worse
to the total runtime of the non-HWME implementation. The
difference was dominated by the communication and engine
starting/stopping overhead. When the array setup time is taken
into account, the HWME variant takes approximately twice
as long. Both binarized variants (fixed– and floating–point)
show around a quadruple improvement in MAC runtime, but
still exhibit the relatively long setup times, especially notable
in the floating-point discretization variant. Results in Table
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Fig. 5. Compute diagram of the binarized MLP implementation. Every
rectangle is a single bit, with the red rectangles denoting 32 bit registers.

II confirm that the runtime increase is roughly linear with the
dataset size, as the runtime increases 2 to 3 times for doubling
the input size.

IV. CONCLUSION

This paper presents some of the first results of PULP
exploration at the University of Zagreb, using a low-effort,
exemplary MAC accelerator with the PULPissimo platform to
implement an MLP. The MAC accelerator was then modified
to implement a binary MLP that classifies the same dataset.
As expected, when the accelerator was used, the computational
part of the MLP’s forward pass executed in significantly faster
time of 62 microseconds versus 244 and 275 when compared
to a fixed-point MLP and a fixed-point MLP without the
accelerator, respectively. When the dataset was increased from
300 to 600 samples, the advantages were still strong at times
of 184, 579 and 488 microseconds respectively. Despite the
positive results of the computation-bound benchmarks, using
the accelerator incurs an overhead and takes time to setup
the data into proper arrays. In this specific case, where a
small MLP was accelerated indirectly through the use of
a MAC, it was not worth going through the trouble of
implemneting it, not due to low returns on time and effort
invested, but due to straight up worse performance. A non-
accelerated binarized MLP implementation would have shown
the best performance in the benchmarks. Some points that
would make the investment worth it and would significantly
increase performance are: 1) decoupling the accelerator from
the memory to avoid the bottleneck where computation is
not disproportionately heavier than memory access, 2) the
decoupled accelerator could handle a clock boost to increase
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TABLE I
RUNTIME FOR THE REGULAR, BINARIZED AND FIXED-POINT DISCRETIZATION MLP VERSION ON A DATASET OF 300 POINTS.

Variant Total runtime [µs] MAC runtime [µs]
Fixed-point MLP without HWME 244 N/A

Fixed-point MLP with HWME 549 275
Binarized MLP, floating-point disc. 8667 62

Binarized MLP, fixed-point disc. 488 62

TABLE II
RUNTIME FOR THE REGULAR, BINARIZED AND FIXED-POINT DISCRETIZATION MLP VERSION ON A DATASET OF 600 POINTS.

Variant Total runtime [µs] MAC runtime [µs]
Fixed-point MLP without HWME 488 N/A

Fixed-point MLP with HWME 1098 579
Binarized MLP, floating-point disc. 17761 184

Binarized MLP, fixed-point disc. 1251 184

computational performance, 3) implementing more accelera-
tors by duplicating the MAC engines would provide a linear
increase in computational performance, 4) offloading more
work into hardware, such as the discretization function and
array element packing, 5) implementing a bigger MLP that
requires more computation, 6) perform other tasks while the
HWME is running.
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