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Abstract - In this paper we describe a method for 

measuring variations in speech tempo from speech 

samples recorded from Croatian news channels, where 

the text of what was spoken is available through 

subtitles. For speech recognition we use a feed-forward 

neural network trained with about 150 seconds of 

speech. To extract word boundaries, we created a 

speech-to-text aligner capable of finding an acceptable 

match between text and sequence of phonemes 

classified by the neural network. The aligner takes into 

consideration certain categories of phonemes for 

which the neural network has higher accuracy. 

Preliminary experiments show average alignment miss 

of about one to three phonemes, depending on the 

speaker, the content, and recording quality. 

Keywords – speech recognition, text-to-speech 

alignment, speech tempo, neural network. 

 

I. INTRODUCTION 

Two frequently used measures of speech tempo are 

1. Words per unit of time. 

2. Syllables per unit of time. 

Syllables per unit of time provide more granularity 

because syllables are less dependent on the length of 

the word. For example, one can say three short 

words slowly and three long words quickly in the 

same time interval and by measuring number of 

words in that time interval it would appear there was 

no difference in speech tempo because three words 

were uttered in each case. If we ignore pauses in 

speech, duration of words primarily depends on the 

duration of vocals. Therefore, it is important to 

capture not just which phoneme was uttered at a 

certain point in the recording, but also what its 

duration was. Two main components of a system for 

automatically measuring speech tempo are 

1. Phoneme classifier (speech recognition) 

2. Speech-to-text aligner 

The phoneme classifier can be built in various ways, 

depending on whether we need a fully automatic 

speech recognizer (ASR) or one for which a partial 

recognition suffices. By “partial ASR” we mean a 

system that cannot be used for automatic conversion 

of speech to text, but it can correctly classify enough 

phonemes to make it possible to align speech to text 

(assuming the text of what was spoken is available). 

The purpose of speech-to-text alignment is to obtain 

information on where each word begins and ends in 

the recording. One difficulty in using a partial 

speech recognizer is that many phonemes might be 

incorrectly classified (how many depends on the 

amount of training data and the model of the 

classifier), so the job of the aligner is to map each 

letter of the text to an appropriate phoneme. There 

are some previous relevant works in this area. In [1] 

the authors describe an alignment algorithm using 

dynamic programming with a matrix of approximate 

phoneme-to-text matching. In [2] a method for 

forced alignment using hidden Markov models 

(HMM) is described. Automatic alignment with 

error correction of manual transcription is described 

in [3]. Some other approaches to text-to-speech 

alignment are described in [4], [5], [6], and [7]. 

Automatic speech recognition using neural 

networks is described in [8] and [9]. There are some 

previous works related to the study of Croatian 

speech. In [10] the authors describe a method for 

modeling basic intonation forms using analysis by 

synthesis. In [11] the author analyses how the vocal 

emphasis and duration affect the frequencies of 

formants. In [12] a model for time structure of the 

standard Croatian speech is described. In [13] the 

results of acoustic analysis of spoken vocals and 

vocals synthesized in 3-dimensional space 

F1xF2xF3 of Croatian standard speech are 

described. However, none of these works attempt to 

automatically measure speech tempo. 

 

II. GOAL 

The aim of this study is to answer the following 

questions: 1) How precise can the automatic 

alignment between the text and corresponding 

recorded speech be without using a complete 
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automatic speech recognition system? By 

“complete” we mean an ASR that is designed as a 

user interface for speech, thus supporting a large 

vocabulary and is speaker-independent. Although 

such systems are well developed for English and 

readily available, in this study we used Croatian, so 

the language and acoustic models are different from 

those for English. For this study our approach to 

speech recognition was simplified because there was 

no need to find out what was spoken, but rather 

where in the recording it was spoken. 2) By using 

this approach is it possible to measure variations in 

speech tempo when the text of what was spoken is 

provided? Our assumption is that it is possible to get 

enough information from the phoneme classifier 

about the phonemes, especially vocals, such as their 

temporal positions in the recording and their 

duration to determine the duration of certain speech 

segments by which the variations in speech tempo 

could be deconstructed and measured. 

 

III. MATERIALS AND METHODS 

This section describes the tools and methods used 

for conducting the study. For all sound analysis we 

used Praat software [14] and for neural network we 

used Scikit-Learn library for Python and its 

MLPClassifier module. The process consisted of 

four general steps: 

1. Speech segmentation on individual 

phonemes and neural network training. 

2. Speech recognition. 

3. Text-to-phonemes alignment. 

4. Speech tempo analysis. 

The input for the process were three types of data: 

• LTAS1 values obtained from a speech 

recording of about 20 or 30 seconds in 

length. 

• The text of the speech part we wanted to 

analyze (one or two sentences). 

• The approximate interval where that text 

begins and ends in the recording.  

For speech recognition we used feed-forward neural 

network with three hidden layers of sizes 120, 120 

and 160. For neural network training only male 

voices were used, but for recognition we used both 

male and female voices. Croatian TV news channels 

were used for speech recordings, with most of the 

speech originating in a studio setting.  

 

1 LTAS stands for Long Term Average Spectrum. 

Segmentation and Neural Network Training 

The recordings selected for training were partitioned 

into smaller parts on which speech segmentation 

was performed. The total length of the sound used 

for training was about 150 seconds. Although this 

does not constitute a large quantity of training data, 

we emphasize that the goal here is not speech 

recognition but speech alignment, supported by the 

speech-to-text alignment algorithm described later. 

To train the neural network, for each phoneme 

identified in the segmentation phase its LTAS was 

computed and stored together with the designated 

letter representing the phoneme. The LTAS 

bandwidth used was 100 Hz, where only first 120 

LTAS values were kept (to correspond to the upper 

frequency threshold of 12 kHz). These values were 

further normalized using the feature scaling method 

to bring them into the [0, 1] interval. The values 

were additionally transformed to prevent intensity 

from influencing the training efficiency where 

phonemes with similar spectral shape, but different 

intensity appear too different to neural network. This 

data was then used as a training set and fed into the 

neural network, where each LTAS segment of 100 

Hz was used as one input parameter (out of 120) for 

the input layer of the network. During training, 

pauses in speech that were bellow some specified 

threshold were skipped.  

 

Speech Recognition 

The recognition part was performed in two steps. 

First, the input sound was divided into consecutive 

segments of 10 milliseconds and for each such 

segment the LTAS was computed. In the second step 

the sound was marked at positions where glottal 

pulses were present and for each such position a 

segment of 10 milliseconds was taken (5 

  1. iii   ['i']                           

  2. ssssssss  ['s']                           

  3. aaaaaaaaaaaaaaao ['a', 'o']              

  4. ndf   ['n', 'd', 'f'] 

  5. ooaaaoo  ['o', 'a']             

  6. mnnmm  ['m', 'n']               

  7. oaooaaaoaaao  ['a', 'o']             

Figure 1: An example of classification by neural network. 

The phonemes are grouped by their category. 

 
TABLE 1: CLASSES OF PHONEMES USED FOR 

GROUPING THE PHONEMES RECOGNIZED BY 

NEURAL NETWORK. 

Vocals i, e, a, o, u 

Fricatives 1 č (t∫), š (∫) 

Fricatives 2 c, s, z 

Fricatives 3 đ (dᴣ), ž (ᴣ) 

Other All other phonemes 
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milliseconds before and after the position) and for 

each such segment the LTAS was also computed. 

This second step was done to avoid “accidental” 

skipping over an important part of the sound in the 

first step. We also note that the second step did not 

capture any fricatives because they do not contain 

any glottal sound, so for those types of phonemes we 

relied exclusively on the first step. The data from the 

two steps was then merged based on the time of 

occurrence (i.e. the time position of the sound 

segment) and used as an input set for classification 

by the neural network. The recognition process 

resulted in many phonemes being consecutively 

repeated (due to the duration of most phonemes 

being greater than 10 milliseconds and the merging 

of previous two sound segmentation steps). Such 

phonemes were grouped together by equality and the 

class of phonemes they belonged to. The classes of 

phonemes consisted of four groups shown in TABLE 

1. The output of the neural network was thus 

transformed into a sequence of groups of phonemes 

ordered by the time of appearance in the recording. 

The listing in Figure 1 shows an example where in 

interval 1 the neural network classified the phoneme 

as i in three consecutive segments of 10 

milliseconds, and in interval 2 it classified the 

phoneme as s in the same way. However, in intervals 

3 and 5 it classified the segments as two different 

phonemes, o and a (in the last segment), and since 

these two belong to the same group of phonemes 

they were grouped together. Also, in interval 4 the 

phonemes that don’t belong to any of the first four 

groups above were grouped together. 

One important aspect of this kind of phoneme 

classification is that it preserves the duration of 

phonemes, most importantly vocals, so that after the 

alignment step the duration of syllables and words is 

measurable. For example, in TABLE 2 in the time 

interval [22.95, 23.08] the phoneme was classified 

as vocal a or o and its duration was a bit longer than 

the vocal in interval [22.15, 22.21]. 

 

Alignment 

Since many phonemes were not correctly classified 

by the neural network, an algorithm for aligning the 

neural network output to the text was developed. 

The purpose of the algorithm was to estimate the 

beginning and end of a sound interval where a 

specific word was spoken. For example, given the 

sequence of phonemes czsonmoaea and word soba 

(Croatian for room), the algorithm would match s-s, 

o-o, m-b and a-a, as shown in Figure 2. Additionally, 

the algorithm was configured so that the gap 

between two matched phonemes cannot be larger 

than two phonemes. This was done to avoid some 

unrealistic alignments where the gap between two 

phonemes would be too large to be realistic in 

normal speech. The algorithm takes as input a text 

(usually fifteen to twenty words) and a list of 

phoneme groups classified by the neural network 

(like the one in TABLE 2) and it returns an estimated 

alignment for all letters in the text with the group of 

phonemes. The aligner does not always find an 

optimal alignment, depending on the combination of 

letters and phonemes. One minor detail that was 

done before the alignment step was to transform the 

text itself to correspond better to the speech 

regarding coarticulation and assimilation. One 

problem with the algorithm is the alignment 

accuracy when there are fewer phonemes than 

letters. In that case the algorithm “borrows” 

phonemes from the next word, so after that point the 

alignment can be significantly off. 

 

Tempo Analysis 

The time interval occupied by each word was 

obtained from the alignment of the text with the 

phonemes. To analyze speech tempo those words 

were merged together and split into segments (in the 

order in which they appeared in the text) such that 

each segment contained at least five syllables. Since 

the word time boundaries were estimated by the 

alignment the tempo was calculated as the number 

of syllables per time interval of the segment. 

Syllables rather than words were chosen to measure 

speech tempo because they provide for better 

granularity than just words. For example, in time 

interval of two seconds one can utter three short 

words slowly or three long words quickly, so just 

TABLE 2: SAMPLE LISTING OF SEQUENCE OF 
PHONEMES CLASSIFIED BY THE NEURAL 

NETWORK. EACH INTERVAL (ROW) REPRESENTS 

ONE GROUP OF PHONEMES AS DESCRIBED IN THE 
TEXT. THE SEGMENT IN BOLD IS THE INTERVAL OF 

THE WORD „OPROŠTAJA“ (CROATIAN FOR 

FAREWELL) WHOSE START AND END TIMES (IN 
SECONDS) ARE ESTIMATED AT 22.39 AND 22.82, 

RESPECTIVELY. 

INTERVAL PHONEME GROUP 

22.15-22.21 aooooaaaaaao 

22.21-22.23 mml 

22.24-22.25 aaao 

22.26-22.36 oooooooooooooooooooooo 

22.38-22.38 n 

22.39-22.43 ouuouooooou  

22.43-22.43 v 

22.45-22.49 uoooaaaaaa 

22.50-22.52 aaaeo 

22.53-22.56 ščšč 

22.57-22.59 sss 

22.66-22.77 aaaaaaaaaaaaaaaaaaaaa                 

22.78-22.80 aaaoa 

22.81-22.82 aoa 

22.83-22.84 tv 

22.85-22.94 zcszsssscs 

22.95-23.08 aaaaaaaaaaaaaaaaaaaaooooooooo 

23.10-23.10 m 

23.10-23.12 aaaaa 
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counting words per time interval would not be 

precise enough. 

 

IV. RESULTS 

This section presents the results of speech-to-text 

alignment and speech tempo detection using 

recordings of three male and three female speakers 

from Croatian news channels. The speech duration 

for male speakers was 6.2, 6.1 and 5.3 seconds, 

respectively. For female speakers the duration was 

6, 5.3 and 7.4 seconds, respectively. None of the 

voices were used for neural network training. Also, 

as stated before, the neural network was trained 

using male speakers only. 

 

A. Word Alignment 

It was expected that speech-to-text alignment will 

not be entirely accurate because the neural network 

didn’t recognize all phonemes correctly. Also, it 

recognized some classes of phonemes better than 

others. For example, it recognized phonemes s, c, š 

and č much more accurately than some other classes 

of phonemes, like oclusives or nasals. The alignment 

algorithm tried to find a match between a letter of 

the text and a group of phonemes using a scoring 

system that considered the fact that the neural 

network recognized the first four groups of 

phonemes in TABLE 1 better than others. The 

matching algorithm assigned greater score when 

matching, for example, phoneme s to group like [‘s’, 

‘c’, ‘z’] than when matching it to a group like [‘d’, 

‘m’]. The example listing in TABLE 2 illustrates how 

the alignment algorithm estimated where the word 

oproštaja (Croatian word for farewell) is positioned 

in a sequence of phonemes classified by the neural 

network using one of the test recordings. The 

sequence of phoneme groups for the word as 

estimated by the aligner is written in bold. 

In case of whole-word alignment the algorithm is 

less accurate than when larger segments were 

aligned. This was expected because when a small 

amount of text (like one word) is searched for in a 

long sequence of phonemes it is more likely that 

more than one subsequence will produce an 

acceptable match because there are no enough 

elements that would make the right segment more 

unique. TABLE 3 shows alignment results on six 

speech samples (three male and three female), each 

with a different speaker. For each speaker there are 

two columns: from and to. Each row in these 

columns represents one word of the uttered sentence 

(different sentence for each speaker), with numbers 

representing the estimated alignment offset of the 

word against the correct alignment (as determined 

by listening). The from and to columns contain the 

start and end time of the word, respectively, i.e. the 

estimated alignment of the word. A negative value 

means the estimated alignment is off to the left 

(begins too early), while positive value means it is 

off to the right (ends too late) for the given amount 

in milliseconds. The data shows that on these six 

samples the average deviation was about one to 

three phonemes, assuming the average duration of 

phonemes in Croatian is as described in [15] and 

[16], which is about 76 milliseconds. One of the 

factors that influenced the accuracy of the 

recognizer (and thus the aligner) was the fact that 

neural network had a poor recognition of occlusive 

phonemes, like p or t. Although the neural network 

wasn’t trained with female voices the results show 

that the recognition of phonemes can still be 

reasonably good for such speakers, depending on the 

recording quality and clarity of pronunciation. This 

was expected because in average the spectrum of a 

female voice is moved slightly to the higher 

frequencies and is somewhat more rounded, but the 

overall shape is the same. In the case of sample 5 in 

the table the average deviation was less than one 

phoneme, though it was more pronounced in 

samples 1, 2 (male voices), and 6 (female voice). 

 

B. Detection of Variations in Tempo 

Figure 3 shows estimates of variations in speech 

tempo as detected by the program for the same six 

sample recordings and speakers. Each bar represents 

the time duration of a group of words calculated as 

number of syllables / time interval. These diagrams 

show that most of the speakers had balanced speech 

tempo on the sample recordings, with diagrams a, e, 

and c showing slight variations in the middle part. 

All these variations are rather small and hard to 

notice while listening. 

 

 

 

 

 

 

phonemes c z s o n m o a e a 

text   s o  b  a   

Figure 2: An example of aligning a word to a sequence of 
phonemes. 
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a)

 

b)

 

c)

 

 Figure 3: Estimated variations in speech tempo based on speech recordings of six speakers – three male (a, b, and c) and three female 

(d, e, and f). Each bar represents speech tempo calculated as number of syllables / time interval. 

TABLE 3. RESULTS OF AUTOMATIC WORD ALIGNMENT ON THREE SPEECH SAMPLES WITH A DIFFERENT 
SPEAKER ON EACH. EACH ROW OF A SAMPLE REPRESENTS A DEVIATION (IN MILISECONDS) OF THE 

CORRESPONDING WORD FROM THE CORRECT INTERVAL (AS DETERMINED BY LISTENING). NEGATIVE 

VALUE MEANS THE ESTIMATE IS OFF TO THE LEFT (BEGINS TOO EARLY), WHILE THE POSITIVE VALUE 
MEANS THE ESTIMATE IS OFF TO THE RIGHT (ENDS TOO LATE). LAST ROW IS THE AVERAGE DEVIATION 

OF THE ABSOLUTE VALUES IN THE CORRESPONDING COLUMN. 

1 (male) 2 (male) 3 (male) 4 (female) 5 (female) 6 (female) 

FROM TO FROM TO FROM TO FROM TO FROM TO FROM TO 

15 -58.8 0 215.4 20 52.6 0 109.4 9.5 136.5 29.1 234.4 

-25.6 -115 222.3 166 130 136.7 123.4 105.4 131 149.8 237.2 -3 

-119.1 -286.6 194.1 131.3 188.7 176.6 110.4 89.3 198.5 1.9 -50 59.1 

-275 -187.4 90 28.6 180 320 10 26.6 85.9 -4.1 180 259.8 

-283.7 14.6 39.2 -10.8 320 350 0 -12.4 0 -3.2 214.3 260 

15 -5 100 0 120.3 -0.4 -81.8 -8.1 -42.8 -50 261 204.2 

14.6 -5 10 60.6 100 67.5 9.1 -207.8 56.8 0 136.8 194.9 

15 -18.3 80 55 79 20 -191.8 -3.7 20 57 141.6 -114.7 

-35.9 -49.6 37.2 -15.2 70 4.6 53.4 -13.6 63.4 41.7 -118.6 -26.2 

-37.2 -30.7 20 79 10 70 -108.6 130 40 40 18.2 50 

-28.6 305 28.7 182.1 10 -65.6 132.7 161.7 10 5 -360 -6.7 

211.4 412.6 230 226.8 0 -3.7 156.7 -14.8 20 10 20 -5.7 

72 11.3 235 67.5 5.1 13.9 -3.9 214.1 11.9 -14 -48.8 -21.9 

35 -10.3 41.2 205.4 23.3 30 150 -84.8 71.6 135.1 10 8 

24 -8.8 140 276.1 16.2 -27.4 -80 -108.9 55.5 -4.8 10 -38.3 

4.2 -81.3 300 395 10 -0.6 -16.6 77.9 -19.7 -7.7 -41 -230 

-85 -210.6 377 60 8.6 -22 83.7 20.3 70 -9.2   

-196.8 -184.9   -12.3 85.2 -67.3 -60.8 -51.7 -4.8   

-192.8 -220.2   90 335.5   15.6 -93.1   

-207.4 -245       -90.5 50   

-268 -262.9       128.5 10   

-115 6.4       10.6 -54.3   

103.47 124.1 126.16 127.93 73.34 93.81 76.63 80.53 54.7 40.1 117.29 107.31 

 

d)

 

e)

 

f)
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V. CONCLUSION 

The results suggest that for measuring speech tempo 

in the presence of the text of what was spoken it is 

possible to create a reasonably accurate partial 

speech recognizer for Croatian with relatively small 

amount of training data. This can be useful for some 

languages that are not as supported in commercial 

speech-recognizers as English, such as Croatian. 

The speech-to-text aligner can be used to 

approximate word boundaries based on the 

recognition results of the speech recognizer. 

Although various algorithms could be used to 

perform partial string matching between the given 

text and the recognized sequence of phonemes (like 

Edit distance), an algorithm that takes into 

consideration the fact that the speech recognizer 

detects certain groups of phonemes better than 

others probably performs better, although no direct 

comparisons were made in this study. 
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