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Abstract. The term gross tonnage refers to the internal volume of a
vessel and it has several legal, administrative and safety uses. Therefore,
there is significant value in developing a mechanism for the automatic
estimation of vessel size based on 2D images taken in uncontrolled conditions. However, this is a demanding task as vessels can be photographed
from various angles and distances, a part of a vessel can be obstructed,
or a vessel can blend with the background. We proposed an ensemble
of fine-tuned transfer learning models, which we trained on 20,000 images in a training dataset consisting of randomly downloaded images
from the Shipspotting website. Multiple deep learning methods were applied and modified for regression problems, together with two classical
machine learning algorithms. A detailed analysis of model performances
was given, based on which it can be concluded that such an approach
results in a vessel size evaluation of the same quality as with the best
human experts from the corresponding field.
Keywords: Deep Learning · Convolutional Neural Networks · Transfer
Learning · Regression · Ensemble Methods · Computer Vision· Vessel
Size Estimation.
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Introduction

The estimation of physical object properties (such as the shape, volume or mass)
is a challenge even for a human expert in a corresponding field of expertise. Shape
is determined by a specific arrangement of edges, and humans perceive shapes
through a combination of bottom-up and top-down processes [1]. In the very earliest stages of visual experience, data from sensory receptors is analyzed to recognize various shapes (bottom-up processing). Top-down (conceptually driven)
processing emphasizes the importance of the observers’ known concepts, where
observers have expectations and ideas about how the world is organized. The
next step can be perceptual interpolation [2] - intelligently filling in edges and
surfaces that are not visible, typically because they are obstructed or hidden by
other elements of the image, or they blend with the background. In addition,
perception of size depends closely on our perception of depth, which is based on
small positional differences between images formed on the two retinae (known as
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binocular disparity) [3]. The fact that human perception is influenced by prior
knowledge, expectations and intentions explains how complex the procedure is,
for example, to estimate the size of a vessel expressed in gross tonnage, all based
on an image. Gross tonnage forms the basis for safety regulations, registration
fees and port dues. The gross tonnage is a function of the moulded volume of all
enclosed spaces of the ship. It is defined in accordance with the 1969 International Convention on Tonnage Measurement of Ships [4], and it is calculated by
multiplying the interior volume V of the ship in cubic meters by a variable K,
which is a multiplier based on ship volume, where K is larger for larger ships.

Fig. 1. Examples of vessels photographed in various conditions. The gross tonnage of
these vessels is 38,844 GT, 11,153 GT, 317 GT and 95,128 GT respectively.

From the examples in Fig. 1, it can be seen how complex the process of
expert vessel size estimation based just on photographs is, as the ships were
photographed from various angles and distances from the observer. An additional issue is the fact that on some pictures, a part of the vessel is obstructed,
or the vessel silhouette is blending with the background, so that it becomes increasingly difficult to correctly assess the proportions. This is why the reliability
of assessment results is significantly influenced by previous experience and intuition. Due to all the named issues, it can be assumed that the estimation of
vessel size based on just images, especially in the context of a limited learning
dataset, will be a great challenge even for machine learning algorithms.

2

Dataset

The dataset used in this study is extracted from the MARVEL dataset [5] which
was made from 2 million marine vessel images collected from the Shipspotting
website [6], where the following attributes are available for most images: beam,
year built, draught, flag, gross tonnage, IMO number, name, length, category,
summer deadweight, MMSI, vessel type. Gundogdu et al. detect 1,607,190 images with valid annotated vessel categories, and 1,583,882 images with valid annotated labels for gross tonnage. We randomly downloaded 25,000 images from
the Shipspotting website with valid gross tonnage labels. All images were resized
to 256 x 256 pixels, and then various outliers were detected and eliminated.
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Fig. 2. Examples of outliers eliminated from the original dataset.

Among the manually eliminated outliers (Fig. 2) were duplicate images of
the same vessel, monochromatic images, as well as various potentially confusing
situations, such as images displaying multiple ships or where a ship is not in its
expected environment. Finally, through random selection, training datasets with
20,000 images, validation and test datasets with 2,000 images respectively were
formed.

Fig. 3. Distribution of gross tonnage values for learning dataset examples.

The distribution of values (Fig. 3) in the learning dataset is between 17 GT
and 211,450 GT, the mean value is 24,361 GT, and the median is 14,358 GT.
The Shapiro-Wilk test of normality [7] shows that the data is not normally
distributed (p-value=0.018, alpha=0.05).
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Related works

To our knowledge, there are few papers dealing with the assessment of physical
object properties such as mass or volume in an uncontrolled environment. Most
papers focus on observing objects in a known and controlled environment, or even
have reference measures within the images. For example, in [8], authors obtained
product information about 3 million Amazon.com products, as well as a dataset
containing household objects which were manually photographed and weighed.
They presented a model that takes into account an estimate of the 3D shape
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of the object. That model compared favorably to the performance of humans.
Similarly, there are several papers on the assessment of weight, that is, mass
of a narrowly-defined class of objects in relatively controlled conditions. In [9,
10], the authors focus on the weight of cattle, and in [11, 12] the weight of pigs.
In [13], weight estimation of bread wheat and durum wheat in different amounts
was performed by using image processing techniques and counting wheat kernels.
In [14], the authors tried to measure the width and length of eggs by real-time
image processing and optimizing the model to find the best relation between
image processing outputs and the weight of the egg.
A completely different approach is used by authors in [15], where the possibility of learning physical object properties from video material is discussed.
They proposed an unsupervised representation learning model which explicitly
encodes basic laws of physics into the structure and uses them to understand and
analyze automatically discovered observations from the provided videos. Multiple authors deal with the analysis of volume or mass of food. For example, in [16],
the authors described image analysis tools used to determine the regions where a
particular food is located, identify the food type and estimate the weight of the
food item. Chae et al. in [17] analyzed the possibility of automatic estimation of
food volume with the use of food-specific shape templates corresponding to each
segmented food. Their system reconstructs the three-dimensional properties of
the food shape from a single image by extracting feature points in order to size
the food shape template, and at the end of the process finally evaluates food
portion size. Similarly, authors of a number of papers address the problem of 3D
reconstruction from one or more images [18, 19].
The authors of the already mentioned MARVEL dataset [20] state the main
objective of their research to be vessel type classification, which is crucial for
maritime surveillance. They also state other research possibilities - e.g. specific
attribute prediction and classification, where the objective is to estimate draught,
length, gross tonnage or summer deadweight. The authors have conducted initial
research for these attributes as well, but the results have shown that this issue
was not delved deeper into. For example, the Pearson correlation coefficient for
Convolutional Neural Network (CNN) models for gross tonnage is only 0.2699.

4

Experimental study

CNN training is implemented with the Keras [21] and TensorFlow [22] deep
learning frameworks, using a NVidia GeForce GTX 1080 Ti GPU with 11 GB
memory on Ubuntu 16.04 Linux OS. In the previous research [23], a similar
dataset, also extracted from the MARVEL dataset, was used to study the problem of fine-grained ship type classification in 26 different classes. This type of
multiclass classification is an area in which CNNs achieve the best results. There
are fewer available examples of similar architectures being used for regression
issues, that is, for numeric estimations which include the assessment of gross
tonnage. For example, in [24], the authors performed deep regression experiments on three vision problems, and they showed that correctly fine-tuned deep
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regression networks can compete even with problem-specific methods that were
designed specifically for solving a single task.
We conducted the first experiment using conventional deep learning architectures in which the last layers were replaced with new layers, which allow
regression instead of classification. First, a modified version of the VGG16 architecture was used in which multiple combinations of the top layers were tested.
For example, one of the variants of the top layers was as follows: FL-DN(1024)BN-ACT(relu)-DN(1)-ACT(linear) - where FL denotes a flatten layer that transforms a 2D feature map into a vector, DN() denotes a dense layer, BN denotes
a batch normalization layer and ACT() denotes an activation function. This
combination achieved a correlation coefficient of 0.66 and mean absolute error
(MAE) of 12,703 GT for the test dataset. We used early stopping with a patience equal to eight epochs (complete cycles through the training set). The
results showed that the learning process stops after only 25 epochs, because validation loss does not decrease during eight consecutive epochs. Similar results
were achieved when using VGG19 [25], Inception V3 [26], Xception [27] and
ResNet50 [28] architectures. Inadequate results are to be expected, as in the
context of CNN, the available 20,000 training samples are usually not enough to
learn complex concepts, such as the gross tonnage of vessels based on 2D images
made in uncontrolled conditions.

Fig. 4. Ensemble transfer learning using pretrained CNN model initialized with weights
trained on ImageNet.

One possible solution is using transfer learning [29]. Donahue et al. [30]
showed that features extracted from the activation of a deep convolutional net-
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work trained in a fully supervised fashion on a large, fixed set of object recognition tasks can be repurposed to novel generic tasks (Fig. 4). Generic tasks may
differ significantly from the originally trained tasks and there may be insufficient
labelled or unlabelled data to conventionally train or adapt a deep architecture
to the new tasks.
ImageNet [31] trained features are the most popular starting point for finetuning on transfer tasks. In [32], the authors concluded that there is still no
definitive answer to the question ”What makes ImageNet good for transfer learning?”, but it is obvious that traditional CNN architectures can extract high
quality generic low/middle level features from an ImageNet dataset. Therefore,
it is necessary to build a custom network which will act as a source network
for the lower and middle layers from which pretrained ImageNet weights will be
extracted. Top layers (fully connected and softmax layers) will be replaced with
a configuration of layers which best fit the target concept. Since we are dealing
with regression problem, the last activation function must be ”linear” instead of
”softmax”.
Fine-tuned transfer learning has been performed using different pretrained
CNN architectures, such as VGG16, VGG19, Xception, InceptionV3 and ResNet50.
Also, we used the mentioned models as feature extractors for our learning dataset,
where the deep features which were returned as an output of different custom
top layers were processed with machine learning algorithms, such as Support
Vector Regression (SVR) [33] and Random Forest (RF) [34]. Furthermore, we
performed a simple grid search for all the models across the important network’s
hyperparameters by training multiple models and choosing the one with the best
performances.
4.1

Results and Discussion

The results are summarized in Table 1.
Table 1. Transfer learning / feature extraction models’ initial results for test dataset.
Model
MAE (GT) RMSE (GT) Corr. coef.
VGG16 (transfer learning)
5,143
8,451
0.936
VGG19 (transfer learning)
5,465
8,942
0.921
Xception (transfer learning)
9,542
14,887
0.827
InceptionV3 (transfer learning)
6,751
11,047
0.893
ResNet50 (transfer learning)
7,158
11,713
0.866
SVM (feature extraction)
7,220
10,547
0.872
RF (feature extraction)
5,557
9,093
0.919

Root Mean Square Error (RMSE) is the standard deviation of the prediction
errors and it is significantly affected by large errors and outliers. The reason
behind the stark difference between MAE and RMSE will become clearer further in the paper where the results are explained in detail. As can be seen from
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the table, the best results for the test dataset were achieved using the VGG16
architecture. The configuration for custom top layers, which replace the original
top layers, is as follows: CO(512)-ACT(relu)-BN-FL-DN(512)-BN-ACT(relu)DN(1)-ACT(linear) - where CO(n) denotes the 2D convolution layer with n
filters, ACT() denotes the activation function, BN denotes the batch normalization layer, FL denotes a flatten layer and DN(n) denotes a dense layer. Other
pretrained layers from the original network are frozen, except for the last four
layers, which are retrained using the training data.
A significant advancement was achieved by employing Batch Normalization.
A well-known problem of CNNs is covariate shift [35] which degrades the efficiency of their training. A covariate shift is a change in the distributions of
internal nodes of a deep network, during the training. Ioffe et al. proposed a new
technique, Batch Normalization, that reduces internal covariate shift and accelerates the training of deep neural nets. This is accomplished via a normalization
step that fixes the means and variances of layer inputs, e.g. each mini-batch, and
backpropagates the gradients through the normalization parameters. Further research confirmed that deep neural networks trained with Batch Normalization
converge faster and generalize better, reducing the need for Dropout [36].
It has also been shown that the size of each mini-batch is an important hyperparameter in cases when CNNs are used either for classification or for regression.
Authors in [24] tested the influence of mini-batch sizes on the speed and results
of learning, reaching the conclusion that some deep learning algorithms are more
resilient to the influence of batch size, no matter the batch size employed. Also,
they concluded that using a larger batch size is a good heuristic towards good
optimization. In [37], authors showed that increasing the mini-batch size progressively reduces the range of learning rates that provide stable convergence and
acceptable test performance. On the other hand, small mini-batch sizes provide
more up-to-date gradient calculations, which results in more stable and reliable
training. They also found that the best results were achieved for mini-batch
sizes between m = 2 and m = 32, which contrasts with recent works proposing
the use of mini-batch sizes in the thousands. Our experiences have confirmed
the findings that the effect of mini-batch sizes varies for different algorithms.
However, we reached the conclusion that the nature of the data also effects the
choice of the optimal mini-batch size. Therefore, in our case, the best results
were achieved with m = 16.
Table 2. Descriptive statistics for the test dataset and predictions with the best model.

Mean
Mode
Standard deviation
Kurtosis
Skewness

Test dataset Predictions
23,601
22,882
13,312
14,420
27,845
24,508
5.6
4.3
2.1
1.8
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Fig. 5. Histogram comparison between the test dataset and predictions with the best
fine-tuned VGG16 model.

Fig. 6. Prediction results versus ground truth for test dataset and the best model.
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The best model is described in Table 2, Fig. 5 and Fig. 6, where Fig. 6 also
shows the reasons why there is a gap between MAE and RMSE for all the models:
(a) there is a small number of examples for which the estimation has significant
deviations, and (b) for the biggest vessels the model tends to underestimate,
likely due to the small number of training examples.
Further improvements can be achieved by using ensemble methods, a wellknown technique in machine learning [38], where combining the outputs of several predictors improves the performance of a single generic one. Authors in [39]
compared these methods in the context of Deep Learning across multiple datasets
and architectures, and they demonstrated that some standard techniques may
not be suitable for deep ensembles, whereas novel approaches improve performance.
Our research has shown that there is a very simple mechanism at hand which
further improves predictor performances. For the best architecture (modified
VGG16), multiple models were developed by changing the data which comprise
a mini-batch. This was achieved by modifying the values of random seed - a
number used to initialize a pseudorandom number generator which chooses the
data for a mini-batch.

Fig. 7. Poboljšanje perfomansi prediktora korištenjem ensemble method.

The result of applying the ensemble method is visible in Fig. 7. Three models
were built in the described manner. One of these models (Model 1) has its results
shown in in Table 1, Fig. 5 and Fig. 6. A final predicted value is an average of
multiple predicted values. The image shows a detail with predictions for only 16
examples from the test dataset (GT values between 10,842 and 12,511). It can
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be seen that the combined model (AVG(models)) has a lower average deviation
from the ground truth than the best Model 1, which results in an improved MAE
by 8% (from 5,143 GT to 4,733 GT). The correlation coefficient is also increased
from 0.936 to 0.945.
The final model performances (4,733 GT, corr. coef. 0.945) were compared
in a simple experiment with human expert performances. By random selection
from the test dataset, three sets of 100 images were generated, which were then
given to three experts to assess the size of the vessels. It was shown that humans
can reach a correlation coefficient between 0.90 and 0.95 as they can recognize
relative relations between the sizes of two ships quite well. However, MAE is
more important in practice, that is, the absolute level of correctness in assessing
the size of a vessel, where the average result of 7850 GT is poorer than the one
achieved by the model.

5

Conclusions

We have demonstrated that the CNNs can also be used successfully for regression
tasks. Due to the limited amount of data in the learning dataset, it was necessary
to apply transfer learning. We also proposed a simple ensemble-based approach
to boost performance. By analyzing a small number of test cases in which a
larger error has been observed, it can be concluded that there is a room for
further improvements, which will be the goal and direction for future research.
Therefore, by using the optimal architecture, it is possible to achieve good results
in the field of automatic vessel size estimation based on 2D images.
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